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Abstract. Users of the Social Web have come to expect personalised services for recommendations and prioritisation. At the
same time, the awareness of users for privacy issues has increased. Yet, privacy and personalisation have conflicting objectives.
Users need to make their profile data available in order to benefit from personalisation. Service providers on the other hand
usually require access to the maximum available amount of data from the user. These developments require new methods and
architectures for personalisation which takes federated sources, structured data and privacy into account.
In this article we propose an architecture for federated, privacy-enabled eco-systems based on the WebID standard and the
FOAF and Web Access Control vocabularies. It enables the creation of a universal “private by default” ecosystem which enables
interoperability of user profile data while protecting the privacy of the user.
In addition we describe two methodologies for providing personalisation on top of the proposed architecture and the Web of
Data. First we describe and evaluate a methodology for using federated, structured data for multi-source recommendations. Then
we describe a methodology for exploiting data from different topic domains for cross-domain recommendations. Combined,
these two methodologies enable personalisation beyond the context of a single service, by taking user profile data into account
from all sources of the users social graph as well as his interest graph.
Keywords: personalisation, privacy, social graph, interest graph, structured data, architecture, recommender systems, Social Web,
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1. Introduction
Users of the Social Web have come to expect personalised services for recommendations and prioritisation. At the same time, the awareness of users for privacy issues has increased. Yet, privacy and personalisation have conflicting objectives. Users need to make
their profile data available in order to benefit from personalisation. Service providers on the other hand usually require access to the maximum available amount
of data from the user. These developments require new
methods and architectures for personalisation which

take federated sources, structured data and privacy into
account.
Personalised recommendations have proven themselves to greatly enhance the user experience of
searching, exploring and finding new and interesting
content [14] on social websites like Facebook1 and
Last.fm2 . However, in order to provide an attractive
and successful recommendation service, appropriate

1 http://www.facebook.com
2 http://www.last.fm

0000-0000/09/$00.00 c 2009 – IOS Press and the authors. All rights reserved

2

B. Heitmann, C. Hayes / An architecture and methodologies for federated, privacy-enabled personalisation on the Web of Data

Algorithms
for recommendations

Methodologies
for personalisation

collaborative
filtering

case-based
reasoning

multi-source and cross-domain
aggregation
user profiles

Architecture for
personalisation
ecosystems

background data

privacy-enabled
profile data sharing

Fig. 1. Illustration of our approach for providing an architecture and methodologies for federated, privacy-enabled personalisation using structured data

data and knowledge is required, depending on the domain of the service and the algorithm used [3].
While most recommender systems collect profile
data from their own users, an alternative approach
is to share user profile data among an ecosystem of
sites. Prominent social networking sites like Facebook
and Twitter3 provide the centres for such ecosystems.
While the creation of such ecosystems provides powerful incentives for users to allow the sharing of their
profile data between different services, it also leads to
user lock-in and social networking data silos: User profiles are not portable between systems, connecting to
users from a different system is not possible and the
user can not evade changes to the terms of service. In
this paper we propose an alternative: Instead of creating ecosystems around closed networking silos, we
propose to create ecosystems around portable user profiles. These user profiles can be moved between social
services or they can be hosted by the user themselves.
As illustrated in figure 1, our approach is to use the
Web of Data in order to provide both structured data
to improve recommendations as well as standards and
architectural building blocks which can reconcile privacy and personalisation. In order to enable ecosystems with federated, privacy-enabled personalisation,
we then define an architecture which enables sharing
of profile data while respecting the privacy preferences
of the users.
Providing personalisation on top of this architecture,
requires adapting the personalisation methodologies in
order to take the new kind of user profiles and back3 http://www.twitter.com

ground data into account. We present two methodologies for providing personalisation on top of the proposed architecture. The first one can be used for multisource recommendations, the second one can be used
for cross-domain recommendations. Combined, these
two methodologies enable personalisation beyond the
context of a single service, by taking user profile data
into account from all sources of the users social graph
as well as his interest graph.
Finally, in order to compute the recommendations
on the user profiles and background data which is provided by the multi-source and cross-domain methodologies, we employ recommendation algorithms. Collaborative filtering is used for the multi-source recommendation, while case based reasoning is used for the
cross-domain recommendation.
Our proposed architecture builds on work by Hollenbach, Presbrey and Berners-Lee [32]. It utilises
Linked Data [9], WebIDs [50] and the Web Access
Control (WAC) vocabulary [32].
This architecture allows users to benefit from the
privacy that is provided by centralised and closed social networking ecosystems as well as from the portability that is provided by the decentralised and open
Web of Data. It enables the creation of a universal “private by default” ecosystem which enables interoperability of user profile data while protecting the privacy
of the user. User profiles and activity stream data can
be securely shared with any third party that supports
the architecture. User profiles can be hosted by social
networking sites or they can be self hosted by the user.
There is no lock-in to any specific social networking
site or ecosystem.
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We provide a qualitative evaluation of the presented
architecture based on the evaluation framework for
privacy-enhanced personalisation suggested by Wang
and Kobsa [51]. In addition we describe how the architecture applies to a use case from the e-Health domain.
In addition we describe two methodologies for providing personalisation on top of the proposed architecture and the Web of Data. Combined, these two
methodologies enable personalisation beyond the context of a single service, by taking user profile data into
account from all sources of the users social graph as
well as his interest graph.
First we describe and evaluate a methodology for using federated, structured data for multi-source recommendations. Linked Data about object centred sociality can be used to “fill in the gaps” of a collaborative
filtering algorithm. This allows us to acquire the data
which is needed to mitigate the problems of providing relevant recommendations for new users and new
items, as well as increasing the value of recommendations in general. To demonstrate the validity of our approach we have augmented the data of a closed recommender system with Linked Data. Evaluation shows a
significant improvement in precision and recall of the
recommendations.
Then we describe a methodology for exploiting data
from different topic domains for cross-domain recommendations. The Web of Data provides sources which
contain data from different domains or which link
users from different communities. These intrinsic links
can be followed between data sources, thus providing connections between related data from different
domains and identical users in different communities.
We can reuse the connections between resources from
different sources, domains and communities, as cases
which describe the experiential knowledge of users.
This allows us to apply case-based reasoning in order
to provide cross-domain recommendations.
The rest of this article is structured as follows: Section 2 describes the background of this article. We discuss the current closed architecture of recommender
systems, we introduce the Web of Data and we describe the most common algorithms for computing
recommendations. Then in section 3 we describe our
proposed architecture for federated, privacy-enabled
personalisation. We list foundation standards, as well
as the roles and the communication patterns of the
participants. Section 4 describes two methodologies
for utilising the proposed architecture for personalisation. The first methodology provides multi-source
recommendations, and the second one provides cross-
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domain recommendations. Section 5 provides a qualitative evaluation of the proposed architecture, and a
quantitative evaluation of the multi-source recommendation methodology. Section 6 lists related work, and
section 7 discusses future work and concludes the article.

2. Background
In order to provide an attractive and successful recommendation service, sufficient data and knowledge is
required. While the Web of Data can provide sources
of data and knowledge for recommendation services,
it currently does not provide the means for creating an
ecosystem around privacy-enhanced and portable user
profiles.
In this section we first provide a basic overview of
recommender systems types, and we explain why acquiring data and knowledge for a recommender system is a challenge. Then we introduce the Web of Data
as a source of public data and knowledge. Then we
show that users have the expectation of privacy, when it
comes to making their profile available on the Web. As
the Web of Data currently does not provide the means
for users to control access to their profile data, an important incentive for users in sharing their profile data
is missing.
2.1. Current recommender system types
Recommender systems require three components to
provide recommendations [14]: (1) background data,
which is the information the system has before the
recommendation process begins, (2) input data, which
is the information provided about the user in order
to make a recommendation, and (3) the recommendation algorithm which operates on background and input data in order to provide recommendations for a
user.
Different recommendation algorithms require different types of background and input data in order
to provide recommendations. Current recommendation algorithms can be grouped in 4 classes [14,3]:
(i) Collaborative filtering aggregates ratings for
items from different users, and uses similarities between items to recommend items. It is probably the
most mature and widely implemented recommendation algorithm, because it achieves fairly good results
and is easy to implement. It only requires data about
the ratings between users and items as background

4

B. Heitmann, C. Hayes / An architecture and methodologies for federated, privacy-enabled personalisation on the Web of Data

data, no other information about either the users or the
items is required. The input data usually consists of a
user profile providing ratings for one or more items.
The recommendation algorithm uses the background
data to calculate the pair-wise similarity between all
items or all users, and then uses the input data to recommend similar users or items.
(ii) Content-based recommendation uses the features of the items as the background data for the recommendation. These can either be directly derived
from the content, e.g. keywords from text, tempo of
music, or derived from the meta-data of the items, e.g.
author, title and genre. The input data needs to describe
the users preferences in terms of content features. Both
the background and input data requires the consistent
description of content features, in order to match the
user preferences to the features of the content.
(iii) Knowledge-based recommendation aims to
suggest items based on inferences about a users needs
and preferences. This requires background data which
includes knowledge about users and items, which is
sufficient in consistency and scale for making inferences. The input data needs to provide knowledge
about the users needs and preferences which can be
mapped to the knowledge about users and items in the
background data.
(iv) Hybrid algorithms combine two or more recommendation algorithms to provide better results with
fewer of the drawbacks of an individual algorithm. In
order to combine two algorithms different methods can
be used [14], e.g.: the scores of several algorithms can
be combined with weights; the output of one algorithm
can be used as the input for the next one, thus forming
a cascade; the system can switch between different algorithms depending on the situation; the presentation
of the output of several algorithms can be mixed in the
user interface. Most commonly, collaborative filtering
is combined with some other algorithm, e.g. a contentbased one, in order to mitigate situations in which not
enough background data for an item or a user is available.
To summarise the data required by the different
classes of recommendation algorithms: both content
and knowledge-based recommendation require high
quality background data about users and items. In addition, knowledge-based recommendation additionally
requires domain knowledge. In contrast, the collaborative filtering algorithm only requires vectors of useritem connections. These can include numerical ratings,
but can also operate on simple binary user-item connections. The requirements of hybrid algorithms are

defined by the individual algorithms used as part of the
hybrid.
2.2. The challenge of acquiring data for
recommendations
In order to provide relevant recommendations appropriate background data is required, depending on
the domain of the service and the algorithm used [3].
The high entry barriers of providing good recommendations are caused by the problem of acquiring data
and knowledge to provide the background data for the
recommendation algorithm.
The data acquisition problem [3] is characterised
by three complementary challenges: (a) The new item
problem: To provide good recommendations for any
item, the recommendation algorithm needs information about the item. If a new item has been added, then
no information about user preferences has been collected for the item. This makes it challenging to provide collaborative recommendations for new items. (b)
The new user problem: In order to personalise the recommendation, the recommendation algorithm needs a
user profile. For collaborative recommendations new
users are a challenge because the user has no profile
of preferences connecting him to items. Together, the
new-item and new-user problems are known as the
ramp-up or cold-start problem. (c) The sparsity problem: If the number of ratings is low compared to the
number of items in the background data then it will be
hard to match other users or item profiles, and this will
lead to ineffective recommendations.
In addition, for knowledge intensive recommendation approaches, knowledge bases fitting the recommendation scenario are required. This adds the knowledge acquisition problem [14], which is characterised
by the high effort of knowledge engineering: In order
to provide recommendations in knowledge intensive
recommendation scenarios, a knowledge base about
the recommendation domain and the users needs to be
acquired.
2.3. The Web of Data as a data source for
recommender services
The term Linked Data refers to a set of best practices for publishing and connecting structured data on
the Web [9]. Taken together, all linked data constitutes
the Web of Data. While the World Wide Web provides
the means for creating a web of human readable docu-
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ments, the Web of Data aims to create a web of structured, machine-readable data.
In order to acquire the necessary data and knowledge for recommender systems, external data sources
can be used. The Web of Data can provide access to
such external data sources [29]. However, the Web
of Data does not provide the means for creating an
ecosystem around privacy-enhanced and portable user
profiles. In other words the Web of Data is “public by
default”, whereas many users have come to expect the
privacy of a “private by default” medium. Because of
this, an important incentive for users to share their profile data via the Web of Data is currently missing.
The Web of Data utilises technologies from the Semantic Web technology stack: the Resource Description Framework (RDF) provides a graph based data
model and the basic, domain independent formal semantics for the data model [22]; the SPARQL Query
Language allows querying RDF data with graph patterns, and provides basic means for transforming RDF
data between different schemata. In addition, technologies from the World Wide Web provide the fundamental infrastructure: Uniform Resource Identifiers (URIs)
are used to provide globally unique identifiers for the
data, and the HyperText Transfer Protocol (HTTP)
is used for accessing and transporting the data. RDF
Schema and OWL allow the definition of vocabularies,
taxonomies and ontologies, which provide the basis for
shared domain semantics between applications.
In order to build a single Web of Data, all data
providers have to follow the same guidelines for publishing their data and connecting it to other data
sources. These guidelines are provided by the Linked
Data principles [9], which specify how to use the different standards of the Web of Data together:
1. Use URIs as names for things (and e.g. persons,
places).
2. Use HTTP URIs so that people can look up and
access those names via HTTP.
3. When someone looks up a URI, provide useful information, using the standards RDF and
SPARQL.
4. Include links to other URIs, so that data about
more things can be discovered.
The Linked Data principles have been adopted by an
increasing number of data providers, especially from
the Linking Open Data community project4 , which
4 http://preview.tinyurl.com/LOD-community
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makes free and public data available as linked data.
The nucleus of the linked data cloud is formed by
DBpedia5 , which extracts RDF from wikipedia topic
pages, and thus provides URIs and RDF data about
topics from any domain.
Social websites provide a big contribution to the
linked data cloud, by making information about their
users available. This data is modelled after the principle of object centred sociality [10]: persons are not
only directly connected to other persons, but also indirectly via objects of a social focus. In this way a
community is connected to each other not only via
direct links from person to person, but also via their
links to e.g. music from an artist. Such data uses the
Friend of a Friend (FOAF) vocabulary for describing users and their connections to interests and other
users, and the Semantically-Interlinked Online Communities (SIOC) vocabulary for describing user generated content on forums, weblogs and Web 2.0 sites, as
described in [10].
2.4. Privacy versus personalisation
FOAF and SIOC provide the means for putting user
profiles and data about object centred sociality on the
Web of Data. However this data is usually “public by
default”, as the Web of Data does not currently allow
the user to specify which services can access which
parts of a user profile.
However, as the recent Facebook privacy backlash [24] has shown, users are not comfortable with
the assumption that all of their profile data is publicly
accessible. Facebook launched in 2004 with a strong
“private by default” policy, however it tried to move
away from this in 2010 towards a “public by default”
policy. This move caused a backlash with many high
profile users cancelling their account. This led to Facebook reverting their policy and now suggesting more
private settings again. See [12] for more on this.

3. An architecture for federated, privacy-enabled
personalisation
The emerging Web of Data can provide both structured data to improve recommendations as well as
standards and architectural building blocks which can
reconcile privacy and personalisation. In this section
we present our architecture for enabling ecosystems
5 http://dbpedia.org
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Fig. 2. Facebook as an example of a centralised ecosystem for personalisation

with federated, privacy-enabled personalisation using
structured data from the Web of Data.
This architecture allows users to benefit from the
privacy that is provided by centralised and closed social networking ecosystems as well as from the portability that is provided by the decentralised and open
Web of Data. It enables the creation of a universal “private by default” ecosystem which enables interoperability of user profile data while protecting the privacy
of the user.
In this section we first discuss the properties of current, centralised ecosystems for personalisation, which
we then contrast to open recommender systems. We
then present a list of requirements for our architecture. Then we introduce our architecture, and describe
the foundation standards, roles and the communication
pattern in the architecture. This complimented with the
description of how to apply the architecture to a health
care use case.
3.1. Centralised ecosystems for personalisation
Current ecosystems for personalisation on the Social Web are centralised and rely on a central hub. In
such an ecosystem one site typically has the role of
the hub site, which provides the main entry point for
the whole ecosystem and stores the user profile data.
Prominent social networking sites like Facebook and
Twitter6 are such central hub sites. Third party services
can provide value-added and personalised services for

the user of an ecosystem. Examples include TweetMeme7 which shows the most popular links on Twitter,
and the Flickr8 integration for Facebook which posts
pictures uploaded on Flickr to the user’s Facebook activity stream. Users stay in control of their profile data,
as their profile is stored on the central hub site and the
user can specify which services can access their profile data. If a service e.g. spams the user with messages
then the user can revoke access for the service. Figure
2 shows how Facebook implements its personalisation
ecosystem.
While the creation of such ecosystems provides
powerful incentives for users to allow the sharing of
their profile data between different services, it also
leads to user lock-in and social networking data silos:
User profiles are not portable between systems, connecting to users from a different system is not possible
and the user can not evade changes to the terms of service. In this paper we propose an alternative: Instead of
creating ecosystems around closed networking silos,
we propose to create ecosystems around portable user
profiles. These user profiles can be moved between social services or they can be hosted by the user themselves.
3.2. Comparing closed and open recommender
systems
While most recommender systems collect data from
their own users or from the content which they offer, an
alternative approach is to use openly available data and
content[13]. This is reflected in a classification of recommendation systems into two groups, based on their
data sources [13] and their architecture.
We use the notion of software architecture as an abstraction of a runtime system, which specifies the roles
of the different parts of the system and how they interact [23]. Software architecture can be used to address
cross-cutting concerns, which can not be addressed by
just changing one part of a system [2].
Recommendation services which only use their own
data are based on the assumption of a closed architecture: the data is collected in-house for the purpose
of providing recommendations for a specific domain.
The amount of available data depends on the duration
of collecting data. The requirements of the used recommendation algorithm in terms of data features can
be taken into account before starting to collect data. If
7 http://tweetmeme.com

6 http://www.twitter.com

8 http://flickr.com
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Fig. 3. A comparison of a closed and an open recommender system

data needs to be integrated, all schemas are known in
advance. The effort of cleaning up data is low because
all sources are known.
An approach for new service providers to compete
with existing recommendation services, is to make
use of publicly available data sources. However, using open data sources for adaptive personalisation introduces new challenges for recommendation services.
Such recommendation services need to be based on the
assumption of an open architecture: data for the recommendation has to be collected from different sources.
The amount of available data depends on the number
and size of suitable data sources. The recommendation
algorithm has to be chosen based on the features of the
available data. Since the features of the data are not
known in advance, feature selection plays in important
role. Data has to be integrated without prior knowledge of the schema used by different sources. Different
sources can add impurities to the data in unexpected
ways. Finally, the different steps of the recommendation process might be performed by different parties.
Figure 3 illustrates the difference for the architecture of closed and open recommenders, while figure
4 summarises the main properties of closed and open
recommender systems.
3.3. Requirements
In order to arrive at an architecture for privacyenabled user profile portability for the purpose of making recommendations, we collected requirements for
the architecture. The requirements are based on the
evaluation framework for privacy enhancing technologies (PETs) by Wang and Kobsa [51,34]. We first outline their list of general privacy principles and the main
areas in which users have privacy concerns. Then we

closed
recommender system

open
recommender system

- data collected specifically for
purpose of recommendation
- prior knowledge of
all data sources
- collecting data requires time
- high cost of acquiring
data or knowledge

- many public data sources
- only relevant subset of
available data can be used
- many schema
- collecting data
requires integration
- low cost of acquiring
data or knowledge
- scalability is necessary

Fig. 4. A comparison of the main properties of closed and open recommender systems

describe our non-functional requirements for the architecture which are informed by the emergence of the
Web of Data.
3.3.1. Privacy principles
As part of their evaluation framework Wang and
Kobsa identify [51] the main privacy principles which
motivate the creation of privacy enhancing technologies. These privacy principles are grouped as follows:
Anonymity related principles from the security literature. These include anonymity, pseudonymity, unobservability, unlinkability and deniability.
Privacy principles from privacy laws, regulations
and recommendations. These principles have been
identified from a review of 40 international privacy
laws, and they include limiting the collection of data,
specifying the explicit purpose of the collection, limiting the use of the data for specific functions of the service, and informing the user of onward transfer of the
data to third part services, as well as asking the user
for his consent.
Human-computer interaction for the purpose of enabling privacy. These include asking the user for his
privacy preferences, allowing the user to negotiate by
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giving him multiple privacy choices and the usability
of the service by e.g. not requiring installation of new
infrastructure software from the user.
3.3.2. Privacy concerns
Wang and Kobsa also identify [34] the main privacy concerns which users have regarding the impact
of technology on the previously identified privacy principles. The concerns of users about their privacy fall
roughly into three areas:
The protection of identity: Users want to control
who can identify them, or who can link their identities
on the Web back to their official and legal identity. This
corresponds to enabling and protecting the anonymity
related principles.
Control over the user’s data: In addition to controlling their identity, users value the ability to control who
can access which parts of their profile data. For our
purposes this not only includes mostly static information like name, gender and location, but also the highly
dynamic activity stream of the user and all the multimedia resources associated with the user. This area is
affected by enabling and protecting the privacy principles collected from laws, regulations and recommendations.
Human-computer interaction: Different aspects of
enabling the protection of identity and the control of a
user over his data depend on the user interface of a service. For instance, by law a user needs to be informed
of the data which is collected of him, which is a task
of the UI. In addition the UI has the task to community
all of the possible privacy settings without e.g. hiding
some of them in a complicated menu structure. This
area is affected by enabling and protecting the privacy
principles collected from laws and those principles collected from human-computer interaction research.

3.3.3. Non-functional requirements
In addition to the requirements imposed by the privacy concerns, we have identified non-functional requirements for our architecture. While these do not directly impact the privacy of the user, it is necessary to
take them into account to make large scale adoption of
the architecture possible.
Universality: The World Wide Web was perceived
to be one universal space9 , where any resource can
be connected to any other resource. However for user
identities on the current generation of social websites
this is not true, as one user can only be connected to
other users from the same social network. Therefore
our architecture should enable universality of user profiles.
Scalability: An architecture for portable user profiles should scale well for the number of users in total, as well as for the number of hub sites and third
party services. Users might have one or multiple profiles. Hub sites might be created just for one user if the
user decides to host his user profile himself, or they
might contain data from millions of users. Third party
services might access data from any number of hub
sites or individually hosted user profiles.
Reuse of infrastructure: Deploying an architecture
for portable user profiles should not depend on new
backend infrastructure or on new client software on the
side of the users. Ideally existing infrastructure from
the World Wide Web such as Web servers using HTTP
and URIs should be reused. In addition technologies
from the emerging Web of Data can be extended for
user profile portability.
3.4. Architecture and example use case
In order to enable users to share their profiles with
different ecosystems while maintaining their privacy at
the same time, it is necessary to define an architecture
for privacy-enhanced user profile portability. This architecture prescribes the standards as well as the roles
and the communication pattern between the different
participants. By implementing this architecture, all individual participants agree on the same technical principles, which in turn allows the architecture to guarantee the identified requirements on a global level.
In this section we first describe the Semantic Web
standards and technologies which provide the foundation for our architecture. Then we describe the roles
9 http://www.w3.org/DesignIssues/Axioms.html
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performed by participants of the architecture and introduce a use case grounding it in the e-Health domain. Based on the use case we describe the required
communication pattern of the participants, followed by
a qualitative evaluation against the identified requirements from the previous section.
3.4.1. Foundation standards
Hollenbach, Presbrey and Berners-Lee [32] suggest
using FOAF, WebIDs and the Web Access Control
(WAC) vocabulary to enable access control in collaborative environments on the Web of Data. This allows
integrating with existing infrastructure thereby extending the Web of Data in a natural way.
The FOAF vocabulary allows the description of domain independent user profiles [10]. FOAF provides
properties to describe all of the details which are usually contained in a social networking profile or on a
personal homepage. In addition a FOAF profile provides a container for other information from different
domains. For instance, this information could use the
SIOC vocabulary to list the content which the user has
generated on his blog, on his twitter stream and the
comments on different forums.
WebIDs [50] securely connect a user identity to the
information in a user profile and can be used for authenticating a user. A WebID consists of two parts:
(1) an SSL certificate which contains a link to (2) the
URI from which information about the user can be obtained. The data which is obtained from the URI is associated in return with the SSL certificate, as it lists
the public key which is associated with the private key
contained in the SSL certificate.
The Web Access Control (WAC) vocabulary [32]
allows the user to authorise third party services for
accessing different parts of his profile information.
Each private resource is tied to an Access Control
List (ACL) resource. The ACL resource can say which
agents or groups of agents have access rights to the resources it governs, so the content of the ACL resource
can be considered as a whitelist (i.e., “private by default”).
Users are granted full access to the ACL resources
for their profile so users can read, write, and control
their whitelists as well as the profiles themselves. In
other words, users can update their profiles and they
can also give third party services access to all or parts
of their profile data.
3.4.2. Roles
The interplay between FOAF, WebIDs and the WAC
vocabulary requires the participants to perform one of

Fig. 6. The roles of the architecture

three roles: profile storage services, data consumers
and user agents.
Profile storage services roughly correspond to the
hub sites in current profile sharing ecosystems. They
provide the storage for the user profile or parts of it,
and they secure the access to the profile data by following the rules from the ACL about a profile. In addition they provide a user interface for changing and
maintaining the ACLs from the WAC metadata by e.g.
adding or removing read rights for data consumers.
Profile storage services can be either self hosted by the
user or they can be hosted by a social networking site.
Data consumers correspond to any type of third
party service which is accessing user profile data in
current ecosystems. Each consumer has its own WebID, which identifies the service every time it is accessing profile data from a profile storage service. This
allows the storage to determine if the access is granted
to the consumer.
User agents manage the different identities of a user.
Each identity is represented by a WebID, which is used
for authenticating the user towards profile storage service or data consuming services.
3.4.3. Use case: personal health records
In order to illustrate how the standards of FOAF,
WebIDs and WAC vocabulary enable privacy preserving profile portability, we will ground the architecture
in a use case from the e-Health domain.
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The emergence of Personally Controlled Health
Record (PCHR) platforms such as Google Health10 ,
Microsoft HealthVault11 , and Dossia12 leads to “tectonic shifts in the health information economy” [37].
PCHR platforms enable patients to import and manage their health data, and third party services to securely access it and to provide added value. For instance, patients can get recommendations of clinical
trials matching their condition, or they can exchange
experiences with other patients having the same disease. However, while being central hub sites, these
platforms also contribute to the data silo problem and
the privacy of health data is required to be protected
by law.
In order to meet these requirements, our proposed
architecture can be applied to this domain, creating a
Personal Health Application (PHA) ecosystem around
portable health data without compromising privacy. As
a result, third party services like TrialX13 and PatientsLikeMe14 can utilise patient (user) profiles with their
consent, including their health data, to provide personalised information recommendations.
In this use case, the patient profile is divided into
three different resources (Figure 7): (a) Public FOAF
profile, which is also used for WebID authentication
and self hosted by the patient. This resource contains
the public key of the certificate and pointers to the
other resources, as well as the same kinds of public information social networking sites often provide, such
as name, gender, and date of birth. (b) Private Personal Health Record (PHR) hosted by a PCHR platform. This contains the same kinds of information
which would traditionally be found in a patients’ medical record. This includes a patients’ health conditions,
medications, and laboratory results. The PHR is described by using the Health Level 7 Clinical Docu10 http://health.google.com
11 http://www.healthvault.com
12 http://www.dossia.org
13 http://trialx.com/
14 http://www.patientslikeme.com/

ment Architecture (CDA), which is a widely used standard for exchanging patient health data. CDA specifies the semantics of PHR as well as the structure, so
it can be converted into RDF triples and semantically
queried [36]. (c) Private FOAF profile, which contains
a list of friends who share the same or a similar disease with the patient. This patient-centered social network can be used for exchanging experiences about
the treatment or the symptoms between patients having the same or similar diseases. This resource is also
self hosted by the patient.
The different profiles can be implemented either as
separate URIs and documents, which are discoverable
via the main public profile, or they can be accessible
via the same WebID, depending on the credentials of
the WebID associated with the requesting user [1].
As the PHR is a rich source of information about a
patient, it will be a valuable asset for third party services to provide personalised information recommendations. For example, a service similar to TrialX can
utilise health data in the profile to give the patient recommendations on which clinical trials are matched to
him/her. To this end, the patient has to grant the service
access to the PHR in his/her profile by adding a new
entry to the ACL.
In the same way, a service like PatientsLikeMe
can gain exclusive access to the private FOAF profile
which contains the social network of patients who suffer from the same or a similar disease. This kind of service can then give recommendations on care options
based on the treatment of similar patients without compromising the privacy of the patient (e.g., information
about the disease will not be accessible to the work related social network of the patient).
3.4.4. Communication pattern
In order for user agents, data consuming services
and profile storage services to participate in the architecture, they need to interact with each other according to their role. In the following we describe an example of the resulting communication pattern as applied
to the use case in section 3.4.3. The communication
pattern is illustrated in figure 8.
1. The patient goes to the third party service using an HTTPS connection. During the SSL handshake, the patient sends his/her WebID to the service. The service verifies the identity of the patient by comparing the public key in the certificate with the one in the public FOAF profile.
2. The third party service welcomes the patient, and
asks for permission to access the patient’s PHR.
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Fig. 8. Sequence diagram depicting the communication pattern between the user agent, the PCHR platform and the third party service

3. When the patient say “yes” to the request, he/she
is getting sent to the PCHR platform wherein
his/her PHR resides, then the PCHR platform authenticates the patient via WebID and authorises
him/her to add a new entry to the ACL for his
profile.
4. The PCHR platform asks the patient to confirm
the new ACL entry, which specifies that the third
party service denoted by the user specified WebID can now access to the patient’s PHR.
5. Then the patient confirms the creation of the
ACL entry.
6. When the third party service tries to access to the
patient’s PHR data, the PCHR platform verifies
the WebID of the consuming service and checks
the ACL of the patient’s PHR data. If the permission of the consuming service to access the patient’s PHR data is verified, access is granted and
the consuming service can perform read operations on the data.
7. After the service gets the patient’s PHR data, it
compares the patient’s health data with clinical
trials and recommends the matched ones to the
patient.

Providing personalisation on top of the proposed
architecture, requires adapting the personalisation
methodologies in order to take the new kind of user
profiles and background data into account. The Web of
Data provides sources which contain data from different domains or which link users from different communities. These intrinsic links can be followed between data sources, thus providing connections between related data from different domains and identical users in different communities.
In this section, we present two methodologies for
providing personalisation on top of the proposed architecture by exploiting the intrinsic links which are contained in Linked Data.
First we show how to apply collaborative filtering
in order to provide recommendations for user data
which is acquired from multiple sources. Then we propose to use case-based reasoning as a methodology for
personalisation on user profiles which combine data
from multiple topic domains, in order to provide crossdomain recommendations.
Combined, these two methodologies enable personalisation beyond the context of a single service, by taking user profile data into account from all sources of
the users social graph as well as his interest graph.
4.1. General approach: following intrinsic links
The Web of Data is characterised by the links between the different sources. While relational databases
rarely contain links to external data, RDF data can easily provide relations between identifiers from different data sources. In addition to links between different sources, the Web of Data provides connections between related content from different domains and links
between identical users in different communities.
These links between different sources allow us to go
beyond the capabilities of current recommender systems. By using connections between resources from
different sources, domains and communities, we can
provide cross-domain and multi-source recommendations.
Figure 9 shows an example of following the links
between sources in order to provide recommendations.
In this example we are going to use two sources:
The social network MySpace15 which has a special
15 http://www.myspace.com/
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focus on facilitating connections between musicians
and their fans through social networking tools. The
DBTune project16 provides a live representation of
MySpace users and their connections to musicians as
RDF Linked Data. The other data source is DBpedia,
which provides Linked Data for the info-boxes from
Wikipedia pages. As such, DBpedia provides data
about all the different domains which can be found on
Wikipedia.
Using DBTune as a source on its own, lets us only
get data about myspace users and their musical preferences. The musical preferences are expressed in the
links from a user profile to the top artists the user is listening to. This allows us to use collaborative filtering
to match users with similar preferences to each other.
For instance, “Kyle Butler” listens to Johnny Cash,
Elvis and John Cage, while “TheTeacher” listens to
Johnny Cash, Elvis and Metallica. There is an overlap
between the musical preferences of both users as far as
American popular classics are concerned.
The Web of Data allows us to discover links between
user identities, which can indicate that two users in
different communities are identical. For instance, such
links might be contained in a FOAF profile as RDF,
or they could be directly specified as part of either
the MySpace or Wikipedia user profile. Having such
a link between identical users in different communities, allows us to infer that “KyleButler” on MySpace
and “Dexter Morgan” on Wikipedia represent the same
user.
We can now use this link between the two identical
users to follow a link between different data sources.
By using the link from “KyleButler” to “Dexter Morgan”, we can follow it from MySpace to Wikipedia,
thus providing us not just with the musical preferences of this user but also with the wikipedia topics,
which the user has edited. From editing these topics,
we can infer a certain degree of expertise in these topics. “Dexter Morgan” has edited the country page for
the Netherlands, the page for the city of Amsterdam
and the page for the sailing sport.
Now as a third step, we can use all of these explicit links to infer implicit connections between different domains. “KyleButler” has shared musical preferences with “TheTeacher”. By following the link
between these user identities, we could recommend
“Dexter Morgans” topics to “KyleButler” on MySpace. The specific recommendations would depend on
16 http://dbtune.org/myspace/
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Fig. 9. Following intrinsic links between sources from Linked Data
in order to provide recommendations
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Fig. 10. Example of multi-source recommendations as implemented
by Facebook

the recommendation algorithm and on the recommendation domain. E.g. for a travel scenario we could create a holiday itinerary of travel destinations consisting of country and city pages which were edited by
wikipedia users which share a MySpace users musical preferences. This itinerary then could include the
Netherlands and Amsterdam. Another possible scenario would recommending books about sailing to
“KyleButler” if a statistical significant connection between people listening to Elvis and Johnny Cash and
people who have an interest in sailing can be found.
4.2. Multi-source recommendation
First we describe and evaluate a methodology for using federated, structured data for multi-source recommendations. Linked Data about object centred sociality can be used to “fill in the gaps” of a collaborative
filtering algorithm. This allows us to acquire the data
which is needed to mitigate the problems of providing relevant recommendations for new users and new
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items, as well as increasing the value of recommendations in general. We first describe the details of how to
integrate Linked Data for collaborative filtering algorithms using SPARQL, then we describe how this allows us to mitigate the different parts of the data acquisition problem: new users, new items and the sparsity
of background data.
4.2.1. Integrating linked data for collaborative
recommendations
As explained in section 2.1, recommender systems
usually consist of three components. In order to use
Linked Data, we need to extend the architecture of the
recommender system with two components: the data
interface allows accessing URIs via HTTP in order to
acquire RDF data. This provides an abstraction layer
for accessing the data. RDF libraries such as Redland17
provide a data interface component. The integration
service transforms the data from the different sources
into a unified representation, which we describe in the
next section.
Figure 11 shows all the steps of processing Linked
Data for collaborative recommendations: (1) integrating the data about user-item connections from different sources to a common vocabulary. (2) Transforming
the representation of the data from an RDF graph to a
user-item matrix. (3) Applying a specific collaborative
filtering algorithm on the user-item matrix.
Integrating data is necessary, because different data
sources will use different vocabulary to denote the connection between a user and an item. However, as we
are only interested in those connections, extending the
integration service only requires writing one new rule.
Figure 11 shows the vocabulary used by two example data sources: One source uses the foaf:Person
class for the users, mo:MusicalArtist for musicians and myspace:topFriend to connect both.
The second source uses a different vocabulary to express the user-item connections, foaf:Document
indicates the page with user information,
sioc:links_to describes a link from that user
page, and sioct:WikiArticle is a wikipedia article about the topic the user is interested in. By using SPARQL CONSTRUCT queries, we can instruct
the data interface to fetch the data and then provide a
rule for expressing the data with a different vocabulary
[41].
This is the query for transforming the first data
source to FOAF:
17 http://librdf.org/
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CONSTRUCT { ?user foaf:interest ?item }
WHERE { ?user myspace:topFriend ?item .
?user rdf:type foaf:Person .
?item rdf:type mo:MusicalArtist }

The resulting RDF graph of user-item relations
then needs to be transformed into a user-item matrix.
Columns represent users, rows represent items, and
their connection is indicated by a binary value. Representing the user-item connections as a matrix is necessary, because the user-item matrix is typically required by collaborative filtering algorithms for calculating similarity between users or items.
Finally the collaborative filtering algorithm can be
applied to process the user-item matrix into its background data, which might be an item-item matrix, a
user-user matrix or any other data structure [39].
4.2.2. Mitigating the cost of data acquisition
Collaborative filtering algorithms require sufficient
data about users and items in order to make recommendations. We can mitigate the data acquisition problem for collaborative filtering algorithms by utilising
Linked Data sources. They provide data which can be
used to “fill in the gaps” in the background data.
Providing recommendations for new users: Consider the use case of a wikipedia editor creating a new
account on a music recommendation web site. If a new
user joins a web site in order to receive recommendations, then there is no background data available about
the preferences of the user. However, if we can find
Linked Data about the user, which connections him to
the musical artists in the background data of the recommender system, then we can instantly provide recommendations for him. By using the SIOC MediaWiki
exporter18 we can access SIOC data for a wikipedia
editors homepage. This will include links to different
topics for which the user indicates interest or to which
the user has contributed. If the recommender system
has background data about one or more of these topics,
then it can add one row to the user-item matrix, and
provide recommendations for the user.
Adding new items to the inventory: A recommender
system can not recommend a new item until it has been
rated by other users. Using e.g. Linked Data from DBTune [43] about MySpace musicians, we can add data
about the new musician, without waiting for users to
add the item to their preferences. One way to do this,
is to collect all users from MySpace which are con18 http://ws.sioc-project.org/mediawiki/
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Fig. 11. Processing Linked Data for Collaborative Recommendations

nected to the new musician and to at least one musician
for which the recommender system already has background data. If we add this data to the user-item matrix,
there will be one new row for the item and multiple
new user columns. The anonymised data of these users
from MySpace allows us to add indirect connections
between the new item and existing items.
Improving recommendations by reducing sparsity:
If the number of connections between users and items
is low, compared to the total number of items, then
the number and quality of recommendations will be
low. In order to discover similarities between items,
the user-item matrix should provide as many indirect
connections between items as possible. One way to do
this, is by adding new users from a relevant external
source, e.g. from the DBTune MySpace data which are
connected to more then one musician. This will add
multiple user columns, which add to the total number
of connections between users and items. This in turn
provides more background data for the collaborative
filtering algorithm to discover similarities.
4.3. Cross-domain recommendation
In this section we describe a methodology for exploiting data from different topic domains for crossdomain recommendations. The Web of Data provides
sources which contain data from different domains or
which link users from different communities. These
intrinsic links can be followed between data sources,
thus providing connections between related data from
different domains and identical users in different communities. We can reuse the connections between resources from different sources, domains and commu-

preferences

recommendations

implicit
connections

Fig. 12. Example of cross-domain recommendations

nities, as cases which describe the experiential knowledge of users. This allows us to apply case-based reasoning in order to provide cross-domain recommendations.
We first describe how to apply a case-based view
on the Web of Data, in order to supply the different
kinds of knowledge which are required for the CBR
methodology. Then we introduce our lightweight vocabulary for using entities from Linked Data as CBR
cases. We demonstrate how to apply this vocabulary
by discussing an example case base.
4.3.1. A case-based view on the Web of Data
In this section we examine how a case-based view
can be applied to Linked Data, in order to use Linked
Data for the case-based reasoning methodology. Casebased reasoning requires four kinds of knowledge containers [46], each of which can be supplied with structured data from the Web of Data.
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1. Vocabulary knowledge consists of the semantic
components that can be manipulated by a reasoning system.
2. Case knowledge consists of the ‘problemâĂŹ
episodes or instances represented as cases that
can be used to solve similar problems in the future.
3. Similarity knowledge represents the similarity
measures which are used to match cases in a particular domain.
4. Adaptation knowledge is knowledge used to
adapt the solution of the matching case for the
target problem.
Capturing the knowledge for these containers represents a challenge in every CBR system because of
the knowledge engineering costs required in their creation and curation. Vocabulary knowledge may need
to be extracted and ordered, case structures may need
to be designed and features selected, similarity measures may need to be designed and tested and adaptation strategies modelled. We propose that Linked Data
can be used as a knowledge source to ease the creation
of these containers in many CBR systems.
Pre-existing vocabulary knowledge is contained in
the vocabularies and ontologies already deployed on
the Web of Data. Some vocabularies just include class
definitions and relations between classes, such as the
Semantically-Interlinked Online Communities (SIOC)
vocabulary19 . Then there are topical hierarchies, such
as the taxonomy of DBpedia categories. Finally there
general knowledge ontologies expressed in OWL such
as OpenCyc20 .
19 http://rdfs.org/sioc/spec/
20 http://sw.opencyc.org/
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The following types of Linked Data sources provide
data which could be used for mining case knowledge:
Major search engines such as Google and Yahoo
have started to index RDF meta-data which is embedded in web pages. This can be directly used to expose
structured data about user experiences and reviews to
the search engines. Yelp and Amazon for instance are
providing this data, so that e.g. the average rating for
an item can be already displayed as part of the search
results. Social Web sites such as LiveJournal make user
generated content from their users available. This data
is modelled after the principle of object centred sociality [11], connecting users indirectly into communities
via objects of a social focus, such as musical artists.
E-commerce sites use the Good Relations vocabulary to describe their products and their features and
prices, payment options, as well as store locations and
opening hours. BestBuy has released such data about
all of their stores in the US. Broadcasters and news
publishers provide data about media content and usage. The DBTune project makes data about MySpace
users and their connections to musical artists available.
Other sources include the BBC’s catalogue of broadcasts on TV and Radio, as well as play-count data for
different artists played across all of the BBC stations.
Adaptation knowledge still needs to be engineered
for the specific domain of the CBR system. [21] gives
an example of how OWL can be used to model adaptation logic. While similarity knowledge is currently not
available as linked data, Coyle et al. [19] show how
this knowledge can be modelled in XML, and this approach can be adapted for RDF and Linked Data.
4.3.2. CBR vocabulary
In order to use Linked Data for case based reasoning, we are proposing a new, light-weight CBR vocabulary to provide a CBR view on Linked Data. Figure 14 shows the full vocabulary on the left hand side.
While CBML [28] and CaseML [18] have attempted
to define all of the objects and properties which are
broadly associated with CBR, we will just focus on the
few main classes and properties which are unique to
CBR: cases, solutions and case bases.
This very simple vocabulary allows us to create
cases by linking to different objects, properties and
concepts from different data sources and vocabularies
from the Web of Data. This gives us the ability to reuse
case snippets from a massive and increasing data store
which includes many different communities and domains. This allows us to build CBR systems on top of
all this newly available data.
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Fig. 14. The CBR vocabulary and a case base with experiential data for user profiling. Properties from the CBR vocabulary are displayed with
solid lines, all other properties are displayed in dashed lines.

– We define the classes cbr:Case and
cbr:Solution in order to allow a differentiation between a query and potential results or recommendations. Note that a resource can be an instance of both classes at the same time.
– Cases are connected to solutions via the property
cbr:has_solution which can have cases as
subject and solutions as object
(cbr:has_solution has rdfs:domain
cbr:Case and rdfs:range cbr:Solution).
Note that usage of the cbr:has_solution
property is optional, as not every CBR setting requires a solution to be designated in advance.
– Cases are grouped together via the cbr:CaseBase
class, which can be used to represent the different
types of knowledge available to a CBR system.
– Cases are associated to case bases via the property
cbr:has_casebase, which has rdfs:domain
cbr:Case and rdfs:range cbr:CaseBase.
Modelling decisions: As the Web of Data is an open
ecosystem, applications should not make assumptions
about the vocabulary used by data sources and they
should take frequent changes of sources into account
[40]. This has influenced several modelling decisions
for our CBR vocabulary: (a) intentional simplicity
characterises our vocabulary and lowers the barriers
for reusing and integrating external data. This leads us
to model problems as cases, in order to simplify reuse
of external domain data. (b) reuse of existing properties and data types, as we leave the definition of the
properties which represent the actual features of the
data to externally defined vocabularies and ontologies,
as appropriate to the domain of a source. (c) simplified
inheritance and inferencing, as the formal RDF semantics follow the open world assumption, which is only
superficially related to object oriented programming.

Resources are instances of multiple classes as defined
by the properties which the use. Consider as an example, that by using the cbr:has_solution property,
its subject automatically becomes a cbr:Case and
its object becomes a cbr:Solution.
4.3.3. Example: a case base with experiential data
for user profiling
In this example we show how to create an example
case base by using our CBR view on the Web of Data.
This involves three steps: (1) discovering and aggregating relevant data, (2) conversion of external data to
a common format, and (3) authoring of the case base.
The scenario for the example case base is to aggregate
data for user profiles and to use the profiles for personalised recommendations.
First step: discovering and aggregating relevant
data. In order to discover relevant data, different approaches can be used [30]: SPARQL queries to specific data sources, Linked Data search engines such as
Sindice.com or a custom built crawler. The experiential data for our example comes from Amazon.com
reviews and MySpace user profiles. We access the
Amazon data via the Sindice.com search service,
the MySpace data is accessed via the SPARQL endpoint provided by the DBTune.org project.
Second step: conversion of external data. After discovering the data, it needs to be converted to RDF as
a common format. Amazon exposes its data about reviews as RDFa in its HTML pages. This data can automatically be converted to RDF, see [30] for details.
Listing 1 shows the data with one review of the book
“River of Gods”, obtained because the user Benjamin
Heitmann wrote the review. Listing 2 shows data from
MySpace about the musician “Bob Dylan”, obtained
because user Conor Hayes lists him as a favourite
artist. DBTune.org provides a SPARQL endpoint
which directly returns RDF data.
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Listing 1: A book review from Amazon
amazon:RiverOfGodsReview1 review:itemreviewed "Book: River of
Gods, Author: Ian McDonald" .
amazon:RiverOfGodsReview1 review:summary "AIs construct a
black hole to escape the AI police" .
amazon:RiverOfGodsReview1 review:rating "5" .





Listing 2: Data about a musical artist from MySpace





myspace:BobDylan rdf:type http://purl.org/ontology/mo/MusicArtist .
myspace:BobDylan foaf:name "Bob Dylan" .
myspace:BobDylan myspace:genreTag http://purl.org/ontology/
myspace#Folk%20Rock .



Third step: authoring of the case base. After aggregating and converting external data, the entities which
should be part of the case base can be selected. This
can be either done manually or automatically through
the domain logic of the application.
Figure 14 shows the final graph of the example
case base. Only the solid lines represent properties
from the CBR vocabulary. These properties are created through associating the entities representing the
users deri:Hayes and deri:Heitmann to the
case base during the authoring phase. Listing 3 contains all the RDF that is required to define the example
case base.





Listing 3: RDF triples for the example case base
deri:Hayes cbr:has_casebase ex:UserProfiles .
deri:Hayes foaf:interest myspace:BobDylan .
deri:Heitmann cbr:has_casebase ex:UserProfiles .
deri:Heitmann foaf:interest amazon:RiverOfGodsReview1 .

5. Evaluation
In order to show the feasibility of our approach we
present an evaluation of our proposed architecture and
of one of the personalisation methodologies. First we
present a qualitative evaluation of our personalisation
architecture which is based on a well known evaluation framework in the community of research around
privacy enabled technologies (PETs) [51,34]. Then we
present a quantitative evaluation of a prototype for
multi-source recommendation using collaborative filtering.
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5.1. Qualitative evaluation of the proposed
architecture
In order to evaluate our personalisation architecture
with regards to privacy requirements, we follow the
evaluation framework for privacy enhancing technologies (PETs) by Wang and Kobsa [51,34], and our own
list of identified requirements from section 3.3.
Protection of identity: Users can choose to use
multiple identities, each identity being represented
by a unique WebID. Each time a user interacts with
a data consuming service his user agent can allow
him to choose which WebID to use. In this way
pseudonymity, unobservability and deniability of the
user identity are supported. None of the identities need
to be tied to a real world identity, thus supporting
anonymity. Data consumers should not be able to link
user identities, however user profile storage services
need to be trusted in order to maintain unlinkability of
user identities. Self hosting of a user’s profiles however can impact the protection of his identities negatively, if the server can be easily linked to a real world
identity.
Control over the user data: The user stays in control
of his profile data, as the portability of user profiles
allows him to move his profile freely between storage
services or even to host the storage of his profiles on
his own server. Lock-in to a specific ecosystem or to a
specific storage service should not be possible, as the
open standards of RDF, FOAF and SIOC are used for
describing the profile.
Human-computer interaction: Services can provide
an easy user interface for managing the ACL of a user
profile. A user interface example is given in [32]. The
proposed architecture does not require the user to install or understand new software. WebIDs can be used
in contemporary Web browsers such as Firefox, which
support the installation of user generated SSL certificates.
Non-functional requirements: The presented architecture allows any user agent, profile storage service or
data consumer to participate in one universal ecosystem, as all participants will support the same standards
and implement the same communication pattern. The
architecture is scalable, as there are no bottlenecks or
central points of failure, due to the decentralised nature
of the used standards. For profile storage and data consumption existing standards and infrastructure from
the World Wide Web and the Web of Data, such as
HTTP and RDF are reused, thus making future adoption by service providers easy.
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This shows that the proposed architecture allows us
to create an ecosystem in which users can protect their
identity, they have control over their own data and the
interaction with the technology is easily understandable. The architecture also has the properties of universality, scalability and reuse of existing infrastructure.
This allows users to benefit from an ecosystem which
provides privacy and security while enabling portability of user identities at the same time.
5.2. Quantitative evaluation of the multi-source
recommendation
To demonstrate the validity of our approach for
multi-source recommendation on structured data, we
have augmented the data of a closed recommender system with Linked Data. We describe how a music recommendation service can augment its data by linking
musical artists to DBpedia and then to MySpace data,
and then harvesting data about users musical preferences. This shows that Linked Data can enable providing recommendations for new users, it can improve
recommendations by reducing the sparsity of the background data, and it can be used to add new items to
the recommender system. This significantly improves
the precision and recall of the recommendations when
compared to Last.fm recommendations for the same
artists.
To demonstrate the validity of our approach, we
augment the data from a real collaborative music recommender system with Linked Data, and significantly
improve its precision and recall.
Smart Radio was the first on-line music streaming and recommendation service [26] which operated
on similar principles to Last.fm but pre-dated it. The
Smart Radio used a closed database as background
data for the recommendation algorithm. However as a
research proof-of-concept it only had a limited number
of users and items: 190 users and 330 musical artists.
We have expressed the user-item connections of the
Smart Radio background data as Linked Data using the
FOAF vocabulary. The users have been anonymised
for this, and all musical artists have been linked to
both DBTune MySpace data and DBpedia. We then
used the links from Smart Radio artists to MySpace
artists to reduce the sparsity of background data, as
explained in the previous section. This added 11000
users from MySpace and around 25000 new connections between users and artists. We then created useritem matrices for the Smart Radio FOAF data and the
combined FOAF data from Smart Radio and MySpace.

As recommendation algorithm, we applied a binary
cosine similarity measure from [47]:
cosine(i1 , i2 ) =

count(i1 , i2 )
count(i1 )count(i2 )

(1)

This is a very simple baseline recommendation algorithm, which can be used to compute an item-item similarity matrix. Each entry in the item-item matrix expresses the similarity between two items. count(i) is
the number of users who have a connection to item i,
and count(i1 , i2 ) is the number of users who have a
connection to both item i1 and item i2 . Ranking the
entries in row i provides the most similar items to i.
In order to evaluate the recommendation results, we
compared them to the last.fm recommendations for
the same artist: Bartists is the set of all artists in the
background data, Rlastf m (a) is the set of last.fm recommendations for artist a. Then D(a) = Bartists ∩
Rlastf m (a) is the set of relevant recommendations for
artist a. For a second recommendation R(a) we can
then define precision and recall [31]: Precision is the
number of relevant artists in a specific recommendation divided by the total number of recommendations,
while recall is the number of relevant artists in a recommendation divided by the number of relevant artists
in our background data:
precision(R(a)) =

recall(R(a)) =

|R(a) ∩ D(a)|
|R(a)|

|R(a) ∩ D(a)|
|D(a)|

(2)

(3)

Results: Computing the average recall and precision
for both data sets, shows that augmenting the Smart
Radio data significantly improves the recommendations. Using only Smart Radio data we get an average
precision of 2% and average recall of 7%. By augmenting the Smart Radio data with Linked Data from MySpace we get an average precision of 14% and average
recall of 33%. This increase in the relevance of the recommendations shows that our approach is a viable first
step.

6. Related work
We now discuss related work in the areas which
are related to the contributions of this article. First we
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discuss work related to our proposed privacy-enabled
personalisation architecture. We discuss existing approaches for privacy-enhanced personalisation, and the
most deployed existing standards for decentralised social networking. Then we discuss related work for
our presented personalisation methodologies, by listing work related to our multi-source recommendation approach, followed by work related to our crossdomain recommendation approach.
6.1. Privacy-enabled personalisation architecture
Privacy and personalisation are currently at odds [51].
In order to provide a personalised experience it is necessary for a website to have access to data about that
same user. However users can feel reluctant in sharing
their personal data with a website, as they fear their
data can be misused or traded with unknown entities.
Different approaches to manage the identity and
the profile data of the user have been suggested both
inside of the recommender systems community as
well as from the industrial Web standards community in general. In this section we will first provide
a short overview of privacy-enhanced personalisation
approaches. Then we will introduce the most prominent current standards for identity management and
decentralised social networking.
6.1.1. Privacy-enhanced personalisation
According to Wang and Kobsa [51] the existing approaches for enhancing personalisation to enable user
privacy fall into these categories:
Pseudonymous personalisation allows users to remain anonymous towards a personalised system, whilst
enabling the system to still recognise the user in different sessions so that it can cater to the user personally. This also allows the user to keep different parts
of his online activity on the same service apart (e.g.
professional use and private use), as used by Arlein et.
al [4].
Distributed personalisation, in which either the storage of the user data is distributed or the computation
of the recommendation. This enables better privacy for
the user, as each user controls the storage and the distribution of his own data. Miller et. al [38] propose
a peer-to-peer algorithm called PocketLens. The algorithm first aggregates data from the direct neighbours
in the P2P network and then generates an item-to-item
similarity model based on this data. Then peers incrementally share the item-to-item model and use this to
update their own model. This model then can be used
to generate recommendations for a user.
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Cryptography enhanced methods for personalisation treat the privacy-preserving computation of recommendations as secure multiparty computation problem, where users and different websites jointly conduct computations based on their private data without
the need to trust each other. In order to achieve this the
user data can be transmitted in an already encrypted
state [15], it can contain randomised errors which cancelled out during the computation, or it can use obfuscation or aggregation to hide a single users preferences
amongst the data of a group of users [6].
Of these privacy-enhanced personalisation approaches,
the work of Arlein et. al [4] from 2000 is most similar to our contributions. Arlein presents an architecture for so-called “global customisation”, which enables third party services (called “merchants”) to collect data about a user and share it between sites using
a “profile database”. Users are represented in the architecture as personas which are stored on a “persona
server”. Every user can have multiple personas, and
the privacy of the user is protected because the profile database only knows about personas without being
able to link personas to real users.
While our architecture has similar goals in allowing
the sharing of user profile data for recommendations
while maintaining the privacy of the user at the same
time, we use different technologies for this which were
not available in 2000. By combining existing standards
and infrastructure to achieve these goals our architecture can be easily integrated into the emerging Web of
Data from the start.
6.1.2. Decentralised social networking standards
Outside of research on privacy enhanced personalisation, standards have been developed for identity management and decentralised social networking.
Some of these standards such as OpenID are widely
used by now, while other standards are missing industry adoption, depending on the maturity of the standard. We introduce the most prominent industry standards for authentication, authorisation and profile data
exchange in the following.
OpenID21 is a standard for decentralised authentication of a user. It provides a way to prove that an end
user owns an identity URL without passing around the
password of the user to a third party service. OpenID
is completely decentralised meaning that anyone can
choose to be a third party service (“consumer” in
OpenID terminology) or hub site (“identity provider”)
21 http://openid.net/specs/
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without having to register or be approved by any central authority. Users can pick which hub site they wish
to use and preserve their identity as they move between hub sites. As of December 2009, there are over
1 billion OpenID enabled accounts and approximately
9 million sites have integrated OpenID consumer support, such as Google and Yahoo.
OpenID provides the means to decouple identities
from real users, thus enabling pseudonymous personalisation. However OpenID is not well suited for machine agents and it requires a large overhead in terms
of the number of HTTP connections which are required to gain access to a secured resource [50].
OAuth22 specifies a protocol for decentralised authorisation of resource access. It specifies how a user
can authorise a third party service (called “client” in
OAuth terminology) to access parts of his profile (his
“resources”) on a hub site (“resource owner”). Instead
of using a user’s password to access parts of his profile
at a hub site, third party services obtain access tokens
which are used to access the protected resources. In
addition to removing the need for users to share their
password, users can restrict access to a limited part of
their data and they can limit access duration.
OAuth is used by two of the most popular current
social websites (Twitter and Facebook) to authorise
third party services for accessing data from user profiles. OAuth complements OpenID, as it provides delegation of authorisation on top of the authentication
through OpenID identity URLs. However this thight
integration also means that OAuth requires a multitude
of HTTP connections, which will lead to scalability
problems for decentralised authorisation on the Web of
Data.
OpenID itself does not provide any mechanism to
exchange profile information, although it is possible
to link an OpenID identity to a profile data such as
a vCARD document. However OpenID attribute exchange23 provides a protocol accessing profile data
and provides a data model for storing it. The OpenID
attribute exchange standard has not reached industry
wide adoption, as it specifies a very limited vocabulary
for expressing a user profile and it does not allow easy
extensions to this vocabulary.

22 http://tools.ietf.org/html/
draft-ietf-oauth-v2
23 http://openid.net/srv/ax/1.0

6.2. Personalisation methodologies
6.2.1. Multi-source recommendations
“Foafing the Music” [16], might be the first recommender system for music which used RDF data. In
order to provide its recommendations it crawled data
from a large number of web sites, such as Amazon,
Eventful.com, music newspapers, and music blogs
(about 1100 different sources). The user preference
data is stored as FOAF data. The recommendation
algorithm combines knowledge-based and contentbased approaches. No evaluation of the recommendation results is performed. While this recommender system saves preferences as FOAF data, it does not use
RDF data or Linked Data as background or input data
of the recommendation algorithm.
[41] describe the Linked Data from the music domain, which could be used for recommendations.
However the suitability of Linked Data for different recommendation algorithms is not discussed, and
no implementation is described. [44] describe their
work on the Music Ontology, which can be used to
encode meta-data about music and connect it to the
LOD cloud. Based on this, an approach for providing
content-based recommendations is discussed, which
uses not only meta-data but also the audio signal of the
music for recommendations.
[48] compares the efficiency of recommendation
systems built using data from the public web as background data, with recommender systems using closed,
private data sets. Search engine and web crawler results are used to build a user-item matrix for a collaborative filtering algorithm. The recommendation results are evaluated against the results of recommender
systems from the same domain with a private, closed
data set. The evaluation shows that the results are on
an equal level. However, the collaborative filtering algorithm does not use RDF or Linked Data as background data. [7] introduces different approaches for
exchanging data about users or items between collaborative recommender systems. However, the underlying technology for storing and exchanging data is not
discussed.
6.2.2. Cross-domain recommendations
Case-Based Reasoning (CBR) has made great inroads on the Web as a means of automated technical support and product recommendation. However, it
still is open to the criticism made by Kitano and Shimazu that its focus on domain specific problems has
led to closed and inflexible data models, typically iso-
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lated from other information infrastructures and standards [33]. With the subsequent growth of the Web,
there have been several attempts by the CBR community to standardise the different parts of CBR’s knowledge containers to enable interoperability and wider
dissemination of case-based technology [27,49,52,25,
19]. Several iterations of the XML-based Case-Based
Markup Language (CBML) [27,25,20,19] were developed between 1998 and 2004, though practical adoption of the language was low. Concurrent work on distributed and multi-casebase reasoning, while assuming case-base interoperability, did not specify how that
might be achieved (see [42] for an overview). Lack
of adoption may have been partly due to the cumbersome manner in which the structure and the semantics
of the case data were described in XML. We suggest
that a greater impediment was the lack of real data and
real contexts in which distributed case-based reasoning
would have been required.
Despite the conventional focus on reasoning from
a single case base, the idea that case knowledge can
be distributed in several places has been recurrent in
CBR research from its earliest days. Kolodner [35],
Barletta and Mark [5] and Redmond [45] all proposed
approaches in which case snippets were linked to form
a full case episode. Redmond [45] argued that a casebased reasoner cannot know in advance which parts of
different cases may be useful during a problem-solving
episode. Therefore, storing cases as a linked network
of snippets allowed for more flexible retrieval possibilities than their storage as monolithic cases.
While the approach we propose focuses on developing case views of the emerging Web of Data, we
draw inspiration from the ideas in this early work. Kitano and Shimazu’s proposal [33] for a less domainfixated role for CBR led to several research initiatives
focusing on how the then new XML standards could
be used to develop standard case representation formats [27,49,52]. Several instantiations of Case-Based
Mark-up Language (CBML) were subsequently developed with the aim of facilitating case base interoperability and wider dissemination and integration
of case-based systems on the Web [25,20,19]. With
the emergence of XML schemas, Hayes and Cunningham proposed a version of CBML that wrapped existing XML domain data to produce domain-compliant
case views [25]. The work in this paper shares this
perspective. Subsequently, Coyle et al. produced versions of CBML capable of representing hierarchical
and object-oriented case data [20] as well as similarity
knowledge [19]. Unfortunately, despite concurrent re-
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search on distributed/multi-case based reasoning, none
of the CBML research gained much traction. This may
have been partly due to the cumbersome manner in
which XML encoded the structure and the semantics
of the case data. Another impediment was the lack of
real data and real contexts in which distributed casebased reasoning would be required.
In this paper we suggest that the emergence of the
Web of Data, not only provides data, but a context and
real requirement for reasoning with cases. As we discuss in the next section, the Web of Data is described
using the Resource Description Format (RDF). There
has been some work on an RDF-based Case Markup
Language, CaseML [18]. However, it suffers from the
same problems as the earlier versions of CBML in that
it shoehorns existing data into a rigid case format, thus
hampering interoperability with existing vocabularies
and schemas. Furthermore, it subscribes to a view of
a closed RDF-based system, which can integrate data
from specific controlled sources, but which does not
expect to operate on open data from the Linked Data
cloud. In contrast, we propose a flexible, lightweight
case vocabulary for creating case views on the Web of
Data, an open data environment where new vocabularies are regularly added.
The Web Ontology Language (OWL) has been proposed for representing cases in an interoperable way.
[8] discusses the general applicability of OWL for case
representation in biology and medicine. [21] propose
using C-OWL with contexts to model the perspectives
of different viewpoints. These approaches do not address the cost of engineering the knowledge required
for the case base and the OWL reasoning. Our approach is orthogonal, in that it focuses on authoring
and curating the knowledge required to bootstrap a
CBR system from the Web of Data.

7. Conclusion and future work
In this paper we addressed the problem of preserving user privacy while seeking to integrate multiple
personal information sources. The default architectural
solution requires a centralised hub with users reliant
upon the good will of the service provider to ‘do no
evil’. We argue that in order to maintain user trust and
support the challenge of heterogeneous data integration must be addressed by algorithmic, architectural
and policy-based innovations. As such, we presented
an architecture for privacy-enabled user profile portability based on existing standards. We described the re-
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quirements for privacy-enabled sharing of profile data
for data-mining and modelling, and we illustrated our
approach with a use case from the e-Health domain.
In addition we have described two methodologies for providing personalisation on top of the proposed architecture and the Web of Data. First we described and evaluated a methodology for using federated, structured data for multi-source recommendations. Then we described a methodology for exploiting data from different topic domains for cross-domain
recommendations. Combined, these two methodologies enable personalisation beyond the context of a
single service, by taking user profile data into account
from all sources of the users social graph as well as his
interest graph.
We argue that innovations in reconciling heterogeneous data sources must also be matched by innovations in architecture design and recommender methodology. The problem is simply not one of creating a
richer, centralised database on which to create innovative new models, but of designing flexible recommender systems that can cater to differing degrees of
data access and control.
Previous research has established the importance of
maintaining user trust [17] for successful adoption of
personalisation technology. To build systems in which
engendering user trust is a fundamental principle requires researchers to solve the challenge of data integration for recommendation systems by algorithmic,
architectural and policy-based innovations.
As future work, we plan to implement more elaborate prototypes for our personalisation methodologies.
We will improve our multi-source collaborative filtering recommender prototype, and perform a quantitative evaluation using a larger dataset. In addition we
plan to implement our cross-domain personalisation
methodology, and perform a user-based evaluation for
it. Regarding our proposed privacy-enabling personalisation architecture, we plan on implementing a profile
data storage service, and a data consumer, in order to
evaluate the feasibility of the architecture using current
web browsers as a user client.
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