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Abstract. The explosive growth in web documents presents a rich opportunity to use this information to support knowledge
discovery, by synthesizing and reasoning over statements and relationships expressed in those documents. However, the use of
natural language in these documents means that the information cannot be directly used for computational analysis; it must
be transformed into a computable representation. Natural Language Processing systems are being developed to perform this
transformation, and the results of their processing can be stored and made available for knowledge discovery applications via
structured annotations over documents. In this work, we sought to examine models to capture text-mined annotations. We first
examine the utility of existing community-based models for representing annotations, primarily that of the Open Annotation
Data Model (OA) and the NLP interchange format (NIF). We then propose a new model consisting of named graphs that separate
annotations from resource descriptions. Our work overcomes limitations of existing models, provides interoperability between
OA and NIF, and can be deployed to describe any kind of text annotation.
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1. Introduction

The World Wide Web (WWW), which is largely com-
posed of a Web of Documents, offers access to an
incredible amount of digital content. However, while
these documents are relatively easy for humans to read
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and understand, they pose a a substantial challenge for
machines to correctly parse and interpret. This is be-
cause the structure of natural language expressions is
often ambiguous, and their full meaning remains elu-
sive [37,31,30].

In contrast, Linked Data (LD), which is known also
Web of Data or Web 3.0, offers a new way of publish-
ing and sharing data in a standardized manner that is
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amenable to computation [8]. A large portion of the
LD exposes the deep web as it is generated from struc-
tured resources such as XML documents or relational
databases [9]. LD supports powerful information pro-
cessing involving inference engines [3] for data in-
tegration, question answering, consistency checking,
and knowledge discovery. However, it remains but a
small fragment of the overall web and more must be
done to transform the Web of Documents into a Web of
Data.

With their contrasting and complementary features,
it is natural to seek to interlink these two knowledge
resources. For instance, generating links from the enti-
ties and relations in Web of Documents to LD will en-
able users to learn more about these resources. More-
over, by linking LD entities to text, users can learn the
contexts in which these are referenced.

The practice of creating links between these two
Webs is often referred to as annotation; in which some
portion of a natural language text in the Web of Docu-
ments is connected to a structured element in the Web
of Data. For example, a mention of the protein α-
synuclein in a natural language text such as a biolog-
ical journal publication may be linked to the UniProt
entry uniprot:P37840 that provides structured infor-
mation about the entity [19,28,39,36]. A text annota-
tion in this context involves identifying the portion of
text of interest and associating it with an identifier for
an entry in a database. Annotations are produced in a
number of scientific pursuits such as linguistics [42]
and biology [10]. Annotations of scientific literature
have been produced manually, as has been done in the
CRAFT corpus of scientific literature, [20,4,49,21], as
well as automatically, such as in the CALBC project
for the scientific literature [44].

In this paper, we examine existing community-
based models for semantic annotations of text, and
propose a novel model to address existing limitations
and create new levels of interoperability. We begin
with a general discussion of the nature of annotation
versus resource description, in which we explore the
idea that annotation concerns both resource descrip-
tions and provenance descriptions, where provenance
is as defined by Allemang and Hendler, as “informa-
tion about the source of a statement” [3]. Finally, we
present examples to demonstrate the advantages of the
proposed method, and show how it complements ex-
isting methods.

Fig. 1. OA core model

2. Related work

Linked data is increasingly being used to represent tex-
tual data and the results of natural language processing
[2,14,48,35,51,15,16,43,50]. As such, several propos-
als for the representation of text annotations have been
put forward. Here, we examine the Open Annotation
(OA) model and the NLP Interchange Format (NIF).

2.1. Open Annotation (OA)

The Open Annotation (OA) or Open Annotation Data
Model is a framework designed for a common, RDF-
based specification for annotating digital resources
[46,45]. As of writing this paper, the latest specifi-
cation is published as community draft 2, which is
the product of the W3C Open Annotation Commu-
nity Group jointly founded by the Annotation Ontol-
ogy (AO) initiative [18] and the Open Annotation Col-
laboration1.

Figure 1 shows the core model of OA, where the
class oa:Annotation is the key element: every piece of
annotation is represented as an instance of the class. It
connects the body of an annotation to the target of the
annotation. The semantics of the connection is broadly
understood as “aboutness” [25].

The OA model, and its related models, e.g. the
Annotation Ontology, have their root in the Annotea
model [32]. A large part of the core model, i.e., the An-
notation class, and the separation of body and target2,
is inherited from Annotea. Annotea was originally de-
veloped to facilitate RDF based representation of an-
notations to web documents. As such, the content of
annotation was targeted for human consumption:

1http://www.openannotation.org/
2Although it was not called target in Annotea, but rather identified

by the two properties annotates and context, essentially the structure
is the same.
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By annotations we mean comments, notes, expla-
nations, or other types of external remarks that can
be attached to any Web document or a selected part
of the document without actually needing to touch
the document (Annotea Project - Overview3).

The successors of Annotea have put efforts to extend
the scope of annotation toward more formal descrip-
tions [25].

We characterize the annotation model of OA, and
its related models, as a reification model; this will be
discussed further in section 3.

2.2. NLP Interchange Format (NIF)

NLP Interchange Format (NIF) is a product of the
NLP2RDF community project [27]. Having been de-
veloped for interoperability of natural language pro-
cessing (NLP) tools, it embraces vocabulary developed
for NLP representation, e.g., the Ontologies of Lin-
guistic Annotation (OLiA) [13]. NIF offers annotation
representation at various levels of granularity, one of
which provides compatibility with OA (NIF-OA) [27].
Compared to the OA model, we characterize NIF as
a model oriented for more plain resource description.
See section 3 for discussion of this point.

2.3. Alternative Annotation models

A number of models for annotation of text have been
proposed, both for general text annotation (e.g., the
Linguistic Annotation Framework, LAF, ISO 20084)
and specifically for the biomedical domain [22]. Most
proposed models have employed the representation
language of XML [6,29,22]. However, graph struc-
tures have been argued to be central to the logical
structure of annotation [7], making RDF a natural fit
for the representation. The semantic web language of
RDF has been further argued to have advantages for
linguistic annotation, in enabling interoperability [48],
reasoning [12] and querying capabilities [47].

2.4. A note on text span representation

To specify a part of text (or of other media types,
e.g., image) as an annotation target, OA has devel-
oped specifications for Selectors. NIF also defines URI

3http://www.w3.org/2001/Annotea/
4http://www.cs.vassar.edu/~ide/papers/LAF.

pdf

Fig. 2. Semantic description of a picture with its subject. The illus-
tration is taken from RDF 1.1 Primer5, then truncated to save space.

scheme for specification of parts of text. There are
also other approaches. For example, PubAnnotation
is a public repository which provides dereferenceable
URIs for text spans [33]. With the availability of these
options, specifying parts of text for the purpose of an-
notation is no longer a critical issue. In this paper, we
therefore skip detailed explanation on how to specify a
part of text, assuming that one of these existing meth-
ods can be used with equivalent effect.

3. Resource description vs. Annotation

Figure 2 and 3 illustrate simple use cases of RDF and
OA, respectively.5 In Figure 2, the video La Joconde a
Washington is described to have the painting The Mona
Lisa as its subject, while in Figure 3, the picture of
Eiffel Tower is annotated with the DBpedia entry Eif-
fel_Tower. Although the representations are quite dif-
ferent from each other, their goals are essentially the
same: to state that the artwork has a particular subject.
This question of “When to use which?” thus naturally
arises. To find the answer to the pragmatic question,
however, we first aim to develop an answer to a more
general question: what is an annotation (as opposed to
a resource description)?

5The illustrations are taken from official documents of
RDF and OA RDF 1.1 Primer (http://www.w3.org/
TR/2014/NOTE-rdf11-primer-20140225) and Open
Annotation Cookbook (Semantically Tagging an Image)
(http://www.w3.org/community/openannotation/
wiki/SE_Semantically_Tagging_an_Image)
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Fig. 3. Annotation of a picture with its subject. The illustration is taken from Open Annotation Cookbook (Semantically Tagging an Image)5,
then truncated to save space.

When the original model forming the core of OA
was designed within the Annotea project, the defini-
tion of annotation was rather clear-cut: an external re-
mark that can be attached to any Web document or a
selected part of the document (see Section 2.1). How-
ever, as the OA community has worked to generalize
the scope of OA annotation, the definition has become
much broader:

An annotation is considered to be a set of con-
nected resources, typically including a body and
target, where the body is somehow about the target.
(Open Annotation Data Model6)

Note that the definition is quite close to that of RDF
assertion:

Asserting an RDF triple says that some relation-
ship, indicated by the predicate, holds between the
resources denoted by the subject and object. (RDF
1.1 Concepts and Abstract Syntax7)

6http://www.openannotation.org/spec/core/
20130208/index.html

7http://www.w3.org/TR/rdf11-concepts/

These two definitions are quite similar; each empha-
sizes the connection of two resources: the body and the
target in OA, and the subject and the object in RDF.
On the other hand, the difference of OA annotation as
compared to (plain) resource description is character-
ized as follows:

– OA models a typical type of association, i.e.,
aboutness.

– OA additionally aims to capture more than the
association of two resources, specifically prove-
nance.

We can therefore characterize (general) resource de-
scription and (OA) annotation as follows:

While a resource description focuses on the rela-
tionship of two resources in general, an (OA) anno-
tation captures a typical relationship of aboutness
between two resources, together with additional in-
formation (mostly provenance) about the relation-
ship.

Now, let us discuss how the two representations are
different from each other. While the RDF assertion di-
rectly connects the video (La Joconde a Washington;
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euro:04802) and the subject resource (The Mona Lisa;
wikidata:Q12418) through a predicate, e.g.:

euro:04802
determs:subject wikidata:Q12418 .

the OA model requires the creation of an instance of
the class oa:Annotation to connect the picture and the
subject resource through it:

ex:anno a oa:Annotation ;
oa:hasBody dbpedia:Eiffel_Tower;
oa:hasTarget alturl:xxbxn .

Note that however the OA example could be repre-
sented as a direct statement8, e.g.:

dbpedia:Eiffel_Tower
rdf:about alturl:xxbxn .

but the OA model requires it to be reified into an in-
stance of the class oa:Annotation, in order to support
attachment of annotation-related meta-data. It shows
that the OA model may be understood as a kind of
reification model. On the other hand, NIF does not use
reification, so we characterize it as a plain resource de-
scription model.

4. Limitations of the OA model

The OA community has made significant contributions
to the formal representation of annotation, and it has
been generally well conceived for their stated purpose
[26,52]. However, we argue that it has critical limita-
tions when it comes to complex applications like mul-
tifaceted text annotation. Here, we discuss this issue
from various perspectives.

4.1. Expressiveness

When we want to describe that a certain word in a sen-
tence is a noun, a straightforward way to do so would
be to directly state it. For example, in NIF, it will be
represented like this:

ex:textSpan1 nif:oliaLink penn:NN .

8Although we use the predicate rdf:about to represent the about-
ness relationship, the precise semantics is not important here.

where ex:textSpan1 indicates the word we want to de-
scribe of and penn:NN indicates the noun class we
want to describe of the word with. For the association
of the two resources, NIF uses the general predicate
nif:oliaLink.

However, the semantics the predicate nif:oliaLink
bears is very thin: it merely links a string to a URI from
one of the OLiA Annotation model. Alternatively, we
may use a semantically richer predicate for the associ-
ation, e.g. rdf:type:

ex:textSpan1 rdf:type penn:NN .

The choice of the predicate rdf:type is motivated from
the fact that the part-of-speech tag set of Penn Tree-
bank was intended to “classify” the words (or to-
kens) in natural language sentences. Thus, each part-
of-speech tag, e.g. penn:NN, may be regarded as a
class whose instances are the tokens to be classified
into it.

In following discussion, we will stick to using the
property rdf:type; its semantics and its computational
properties, e.g. transitivity, are widely understood.
Note that, however, in this paper we stay neutral with
respect to the specifics of annotation model includ-
ing vocabulary and schema, leaving the choice of it
to the annotators. While we support reuse of existing
ones, e.g., those embraced in NIF, we also see vocab-
ulary for describing linguistic perspectives is under-
developed. We thus encourage anyone with linguis-
tic expertise to develop new ones to represent what is
missing in existing vocabularies, according to the spirit
of semantic “web”, which encourages distributional
and autonomous contribution.

OA model wants every piece of annotation to be de-
scribable for provenance tracking, thus reifies it into
an instance of the class oa:Annotation. The body and
the target of the annotation are then connected to each
other through the annotation instance, as follows:

ex:anno1 a oa:Annotation ;
oa:hasBody penn:NN ;
oa:hasTarget ex:textSpan1 .

Due to reification, the piece of annotation becomes ad-
dressable and can be described for various meta-level
information, e.g. provenance. However, as a side ef-
fect, the direct assertion that the word is a noun is lost:
it becomes only implied by the OA core model.

One may argue that this is an intended feature of the
OA model, since annotation should be treated as a sort
of hearsay. However, while the argument might have
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Fig. 4. An example of ambiguous annotation in OA

been valid when the Annotea model was introduced,
now that we have a elaborate mechanism of represent-
ing provenance, e.g PROV [5], which is all about re-
liability or trustworthiness of assertions, it is not clear
whether annotation producers really want to lose the
ability to reference direct assertions. This loss of di-
rectness is in fact a well known issue of the reification
mechanism in RDF [41].

Another problem of the OA model, particularly
when it comes to representation of multifaceted anno-
tation, is that there is no mechanism to represent spe-
cific meaning of the body-target association. As men-
tioned in section 2.1 and 3, in OA model, the associa-
tion is represented by the core structure which is fixed
regardless of the actually intended meaning of the as-
sociation. The meaning of the association is broadly
abstracted to “aboutness”.

Figure 4 illustrates a potentially problematic case:
the phrase A noun phase (NP) is annotated with the
resource representing NP, but it is not clear whether
the annotation means that the syntactic category of the
phrase is NP (syntactic annotation) or it means that the
topic of the phrase is NP (semantic annotation). In fact,
in Figure 3 also, it is not clear what the association of
the body and target resources really means.
Due to the lack of a feature to represent different types
of associations, in OA model, it is hard, perhaps im-
possible, to represent complex annotation which re-
quires various semantics on the associations. For ex-
ample, Figure 5 illustrates a mix of syntactic and se-
mantic annotations. By syntactic annotation, the noun
phrase, A noun phrase, is annotated as NP. Mean-
while, by semantic annotation, it is stated that the noun
phrase refers to the concept NP. It means the noun
phrase and the concept NP are associated twice in dif-
ferent meanings. The current OA model cannot repre-
sent such multifaceted annotation. The current NIF vo-
cabulary also lacks sufficient terms to differentiate the
two types of associations which are very common in
text annotation.

Fig. 5. Multifaceted annotation involving syntactic and semantic an-
notations

4.2. Reciprocal contribution

Suppose we want to state that a certain part of a text
refers to the protein α-synuclein, as illustrated in Fig-
ure 6. A straightforward way may be as follows9:

textspan:a-synuclein
ex:refers_to uniprot:P37840 .

Note that, in RDF, when two resources are associated
to each other through a triple or a chain of triples, it
usually increases information of both. We call this re-
ciprocal contribution. When an annotation is stated as
a direct association of two resources, like the example
above, we can expect the same effect, and the state-
ment may be considered to be annotation to both re-
sources, not only either of them: the text span is an-
notated with the semantic resource it refers to, and the
protein is annotated with the context in which it is
talked about.

Particularly, the type of annotation shown in Fig-
ure 6 is called a named entity grounding or normaliza-
tion, which often means linking named entities in text
with corresponding database entries. For that type of
annotation, the effect of reciprocal contribution is im-
portant because usually that type of annotation is pro-
duced through a collaboration between textminers and
database developers, and both sides would want to pro-
duce contribution to their resources.

An equivalent representation in OA model is as fol-
lows:

ex:anno1
a oa:Annotation ;
oa:hasBody uniprot:P37840 ;
oa:hasTarget textspan:a-synuclein .

9Throughout the paper, we use the notation textspan:xxx to in-
dicate the URI of a specific part of text which has the string xxx,
for brevity. In actual data, OA text selectors, URIs in the NIF URI
scheme, or an equivalent should be used; see Section2.4
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Fig. 6. A description that a specific expression of text refers to the specific protin α-synuclein.

One observation is that the semantics of the asso-
ciation reference is abstracted into aboutness by the
OA core structure. We reserve the concept of refer-
ence, as in the refers_to relation in later examples,
for the mapping from text strings to referents in the
world, particularly entities in linked data stores, such
as the Uniprot example above, where the text string α-
synuclein maps to the entry for uniprot:P37840 in the
Uniprot database. It is analogous to the linguistic con-
cept of the pairing between a signifiant (signifier) to a
signifié (that which is signified) [23,40].

Another observation, on which this section is more
focused, is that, with the two resources in association,
OA model forces one to be the target and the other to
be the body of an annotation. So, to get the same effect
of reciprocal contribution, we need another instance of
OA annotation.

ex:anno2
a oa:Annotation ;
oa:hasBody textspan:a-synuclein ;
oa:hasTarget uniprot:P37840 .

It is again a problem caused by the feature of the OA
model where two different goals,

– to associate two resources and
– to describe the structure of the annotation,

can be achieved at the same time through the same
mechanism: the core model.

4.3. Incremental development

The problem we focus in this section is that in OA
model there is no consideration for incremental devel-
opment. Incremental development is an important fea-
ture of RDF, in that it enables distributional and evolu-
tionary development of data sets. It is further directly
relevant to natural language processing systems that
produce annotations from prior annotation steps or ex-
isting annotations, in compositional analysis[35].

Let us resume the α-synuclein example introduced
in the previous section. As already discussed, the asso-
ciation can be stated directly:

textspan:a-synuclein
ex:refer_to uniprot:P37840 .

When we want to describe it as an annotation created
by someone, e.g., John, if we use OA model, the whole
statement needs to be reconstructed almost from the
scratch:

ex:anno1
a oa:Annotation ;
oa:hasBody uniprot:P37840 ;
oa:hasTarget textspan:a-synuclein .

Then, we can describe provenance of the annotation:

ex:anno1 oa:annotatedBy ex:John .

However, it is a destructive, rather than incremental,
development, because in the end the original assertion
is destroyed. One may argue that the original assertion
can be kept, without needing to be destroyed. How-
ever, as there is no mechanism to maintain the trace
between the OA representation and the original asser-
tion, technically it is the same that the original asser-
tion disappears in the realm of OA representation. It is
actually a well known problem of reification in RDF.

As an alternative way to make the assertion address-
able, we advocate the use of named graphs instead of
reification; we present this proposal in more detail in
the next section.

5. Two layer approach

In previous sections, problems with the OA model
were discussed from various aspects. We attribute the
reason of the problems to the core model, which is
designed to accomplish the following steps (without
strict order):

1. to associate two resources,
2. to specify which is the describing (body) and

which is the described (target),
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3. to conceal direct assertion of the association.
4. to make the association addressable, and
5. to describe the association as an annotation.

We consider only the first step is about actual annota-
tion (the content of annotation). We call this step the
resource description layer (because it is no more than
resource description). At this step, relevant resources
should be able to associated without limitation to ex-
pressiveness. Thus we advocate to use plain RDF state-
ments. One may use one of the existing vocabularies,
e.g. NIF ones. However, NIF ones are still semantically
very thin, allowing mere connections between lexical
resources and descriptors. To enable richer semantic
computation, vocabularies with richer semantics have
to be developed.

We argue that the second step is unnecessary, or at
least we do not want to be forced to implement it al-
ways, in preference to achieving reciprocal contribu-
tion (See section 4.2). The third step is to prevent the
statement from being involved in reasoning. Recently,
however, as provenance recording is recognized as an
important feature of data development, estimating re-
liability based on provenance is regarded as a much
more elaborate way of determining the involvement a
statement in reasoning10. We thus argue for avoiding
the third step, in preference to using proper provenance
description, using, e.g. PROV [5].

For the step 4, we advocate to put the statements
in resource description layer into named graphs rather
than reifying them, so that the statements can be pre-
served as they are. Following Carroll et al., a named
graph is defined as “an RDF graph which is assigned
a name in the form of a URIref” [11]. We say this step
creates an annotation description layer. Then, meta in-
formation about the annotation can be attached to the
named graphs. For example, to implement the step 5,
the named graphs may be described as instances of an
annotation class, e.g. oa:Annotation.

Let us demonstrate how the new model works with
the example in Figure 6. We have already seen that the
association between the two resources, the text span
and the protein, can be clearly represented by simple
RDF statements (without reification).:

textspan:a-synuclein
ex:refers_to uniprot:P37840 .

10http://www.w3.org/TR/prov-o/ [5]

The description is at the resource description layer. To
make it addressable, we put it in a named graph, creat-
ing an annotation description layer:

textspan:a-synuclein
ex:refers_to uniprot:P37840 ex:anno3 .

Then, it can be described for meta level information,
e.g., provenance:

ex:anno3 oa:annotatedBy ex:John .

If necessary, it can be explicitly described as an anno-
tation:

ex:anno3 a oa:Annotation .

The example demonstrates that how smoothly all the
steps of the OA core model can be achieved in an incre-
mental way in the proposed approach. In other words,
it solves the problem of OA regarding incremental de-
velopment.

It also solves the problem regarding reciprocal con-
tribution. Note that the description at the resource de-
scription layer consists of plain RDF statements which
preserves all the features of RDF including reciprocal
contribution. If necessry, the target of the annotation
may be explicitly represented, e.g.

ex:anno3
oa:hasTarget textspan:a-synuclein .
oa:hasTarget uniprot:P37840 ex:anno3 .

The example shows that, in the proposed approach, a
piece of annotation may be explicitly described to have
multiple annotation targets, in a reciprocal way.

The proposed representation is also more expressive
than OA model. Note that as it allows any RDF state-
ment in its annotation body (the resource description
layer), there is no limitation in terms of expressiveness
as long as it is allowed in RDF. For example, the multi-
faceted annotation illustrated in Figure 5 can be stated
as follows:

textspan:A_noun_phrasea
a penn:NP .

textspan:a_phrase
a penn:NP .

textspan:A_noun_phrase
ex:refers_to penn:NP .

textspan:a_phrase
ex:refers_to ex:Phrase .

penn:NP
rdfs:subclassOf ex:Phrase .
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Here, the first two statements represent syntactic an-
notation, while the next two represent semantic anno-
tation. Note that last statement may not be a part of
annotation, but rather a piece of information supplied
by a model of linguistic knowledge. The statements
are all at the resource description layer. An annotation
description layer then can be created to describe them
at a meta level. In fact, annotation description can be
made in a much more flexible way than OA model. We
explain it in the next section in a more detail.

5.1. Flexibility

In the proposed two layer approach, descriptions at the
resource description layer are put into named graphs.
It increases flexibility of provenance recording. In the
case of the OA model, each individual statement will
be reified. It is however only an extreme case in the
two layer model which can be implemented by putting
each statement into a named graph, e.g.

textspan:A_noun_phrase
a penn:NP ex:anno1 .

textspan:a_phrase
a penn:NP ex:anno2 .

textspan:A_noun_phrase
ex:refers_to penn:NP ex:anno3 .

textspan:a_phrase
ex:refers_to ex:Phrase ex:anno4 .

Then, provenance also can be recorded individually for
each statement, e.g.

ex:anno1 oa:annotatedBy ex:annotatorA .
ex:anno2 oa:annotatedBy ex:annotatorA .
ex:anno3 oa:annotatedBy ex:annotatorB .
ex:anno4 oa:annotatedBy ex:annotatorB .

However, we are also free to group relevant statements
into same graphs, e.g.

textspan:A_noun_phrase
a penn:NP ex:anno1.

textspan:a_phrase
a penn:NP ex:anno1 .

textspan:A_noun_phrase
ex:refers_to penn:NP ex:anno2 .

textspan:a_phrase
ex:refers_to ex:Phrase ex:anno2 .

In the example, the first two and the next two state-
ments are grouped into the graphs ex:anno1 and
ex:anno2, considering that they are syntactic and se-
mantic annotations, respectively. Provenance record-
ing can then be much simplified, e.g.

ex:anno1 oa:annotatedBy ex:annotator1 .
ex:anno2 oa:annotatedBy ex:annotator2 .

Note that in NLP or TM annotation, annotation is
often result of some global optimization, e.g., a Viterbi
process, rather than of individual decisions. In the case,
grouping relevant pieces of annotation and recording
provenance for such groups make more sense than
recording provenance to individual pieces of annota-
tion. Actually, many types of NLP or TM annotation
fall into the case, e.g., part-of-speech tagging, parsing,
co-reference resolution, relation/event annotation, and
so on.

Even with such a kind of annotation as named en-
tity recognition (NER) [17], which is often regarded
as result of individual local decisions, group-oriented
provenance recording makes good sense. Note that a
recent common practice of manual annotation involves
manual correction after initial automatic annotation, as
illustrated in Figure 7. For the example, the initial au-
tomatic annotation may be represented as follows:

textspan:Parkinson’s_disease
ex:refers_to uniprot:Q8N537 ex:anno3 .

textspan:a-synoclein
ex:refers_to uniprot:P37840 ex:anno3 .

ex:anno3
a oa:Annotation ;
oa:hasTarget textspan:the_sentence ;
oa:annotatedBy ex:auto_annotator1 .

Here, assume that textspan:the_sentence indicates the
entire sentence of the example. After manual correc-
tion, the revised annotation may be represented as fol-
lows:

textspan:a-synoclein
ex:refer_to uniprot:P37840 ex:anno4 .

ex:anno4
prov:wasRevisionOf ex:anno3 ;
prov:wasAttributedTo ex:annotator1 .

It represents (1) that ex:anno4 is a revision of ex:anno3,
and (2) that the revision is attributed to the annota-
tor ex:annotator1. See how the removal of the erro-
neous piece of annotation is represented. This type of
revision is hard, unless impossible, to be represented
if provenance recording is maintained individually for
each NER statement.

Precisely speaking, for the above explanation to
hold, the group of annotation needs to be declared as
an exhaustive one as protein annotation, e.g.

ex:anno4 a ex:ProteinAnnotation ;
a ex:ExhaustiveAnnotation .
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Fig. 7. A description that a specific expression of text refers to the specific protin α-synuclein.

Otherwise, the open world assumption which is a de-
fault of Semantic Web will make the revision unclear.
In fact, it is a very important, but often neglected, is-
sue when NLP or TM annotation is migrated to Se-
mantic Web. Note that the performance of an auto-
matic annotation is often evaluated in terms of preci-
sion and recall, by comparing the result of automatic
annotation against a gold annotation. However, such
an evaluation, particularly of precision, does not make
much sense if open world assumption is applied to the
gold annotation. Therefore, the ability to describe the
closeness (or openness) of a group of annotation is
very important. However, it is something that cannot
be achieved using OA model. The feature is also miss-
ing in NIF.

5.2. Conciseness

With the two layer approach, the descriptions of the
content and the container of annotation are clearly
separated into two layers. Thanks to the separation,
queries over the annotation, particularly those for an-
notation content become tidier. In other words, when
searching for specific content of annotation, users can
concentrate on describing the content of interest. In
this section, we demonstrate it using the annotation ex-
ample in Figure 5. Assume that we have the following
statements to represent the annotation:

textspan:A_noun_phrasea
a penn:NP ex:anno1 .

textspan:a_phrase
a penn:NP ex:anno1 .

textspan:A_noun_phrase
ex:refers_to penn:NP ex:anno2 .

textspan:a_phrase
ex:refers_to ex:Phrase ex:anno2 .

penn:NP rdfs:subclassOf ex:Phrase .
ex:anno1 a oa:annotation ;

oa:annotatedBy ex:annotator1 .
ex:anno2 a oa:annotation ;

oa:annotatedBy ex:annotator2 .

For detailed explanation of the statements, see sec-
tion 5. Table 1 shows some queries to search over the
annotation. Among them, queries 1, 2, and 3 are all to
retrieve the spans that are annotated as noun phrases.
However, query 1 represents that the user has no inter-
est in the source of the information, query 2 represents
that the user wants the annotation stating the informa-
tion, and query 3 represents that the user want only the
annotation produced by a certain annotator. Here, the
point is that the user does not need to worry about the
annotation description layer unless he/she wants to, as
shown in query 1. In OA model, a query equivalent to
the query 1 and 2 would be as follows:

SELECT ?span WHERE {
?a oa:hasBody penn:NP ;

oa:hasTarget ?span .
}

Below is an OA model query equivalent to query 3:

SELECT ?span WHERE {
?a oa:hasBody penn:NP ;

oa:hasTarget ?span ;
oa:annotatedBy ex:annotator1.

}

Unlike in the proposed two layer approach, in OA
model, for every association, the target and body have
to be explicitly specified. In the simple example, the
difference may seem not so big a deal. However, the
increase of complexity is equivalent to that when RDF
is restricted to allow only reified statements.

5.3. Compatibility with prior models

5.3.1. Compatibility with OA and NIF
The proposed two layer model is perfectly compatible
with NIF: we can use NIF for the resource description
layer, and PROV for the annotation description layer.
We however have discussed a motivation for further
developing vocabulary for finer-grained semantics for
multifaceted annotation in section 4.1.
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Table 1
Queries to search over the annotations illustrated in Figure 5

No Goal Query Results

1 To retrieve all the noun phrases
SELECT ?span WHERE {

?span a penn:NP .
}

textspan:A_noun_phrase,
textspan:a_phrase

2 To retrieve all the spans annotated
as noun phrases

SELECT ?span WHERE {
GRAPH ?anno {

?span ex:refers_to penn:NP .
}
?anno a oa:annotation .

}

textspan:A_noun_phrase,
textspan:a_phrase

3 To retrieve all the spans annotated
as NP by annotator1

SELECT ?span WHERE {
GRAPH ?anno {

?span a penn:NP .
}
?anno oa:annotatedBy ex:annotator1.

}

span:A_noun_phrase,
span:a_phrase

4 To retrieve all the spans that refer to
a kind of noun phrase

SELECT ?span WHERE {
?span ex:refers_to penn:NP .

}
textspan:A_noun_phrase

5 To retrieve all the spans that refer to
a kind of phrase

SELECT ?span WHERE {
?span ex:refers_to ex:Phrase .

}
textspan:A_noun_phrase,
textspan:a_phrase

To make it compatible with OA model, however, we
need a little bit of cost. To use the current OA model
with the two layer approach, we can use the body of the
OA core model as the container of resource description
layer. As recent revision of the OA model [1] allows
the body of an annotation to be a graph; this approach
is therefore legitimate within the OA model.

To maximize the benefit of the two layer approach,
however, a little bit of modification is required to OA
model: to allow the annotation instance itself to be a
graph. With this one modification, the two layer model
becomes perfectly compatible with OA model. The
modification actually makes a good sense. In current
OA model, while the body of an annotation is allowed
to be a graph, the provenance of the annotation is sup-
posed to be attached to the annotation instance. So, it
is not clear whether the provenance is about the body-
target association, the content of the body, or both. We
think what is intended is the last interpretation. How-
ever, it is not clear how the mechanism may work to
propagate the provenance, which is attached to the an-
notation instance, to the content of the body. If the an-
notation instance itself contain the content of annota-
tion, the interpretation of provenance becomes clearer,
and in fact it is more compatible with PROV.

5.3.2. Compatibility with PubAnnotation and
NanoPublications

In prior work [50], we demonstrated the adaptation
of the OA model to PubAnnotation, a text annotation
repository which provides a RESTful web interface
and uses a simple JSON-based representation model
for annotations [34]. We further argued for the com-
patibility of the approach with the nanopublications
model [38,24], through the use of named graphs for
the annotation content. The revised model we have
presented here shares this characteristic, and is there-
fore also directly compatible with the nanopublication
model, as follows:

ex:np1
np:hasAssertion ex:anno3;
a np:Nanopublication .

This nano-publication can in turn have its own prove-
nance associated with it (e.g., using PROV and the
np:hasProvenance predicate).

6. Conclusions

In this paper, we surveyed existing approaches to
annotation representation in semantic web, particu-
larly with the focus on annotations produced in the
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context of natural language processing. Our survey
highlights important issues with respect to representa-
tion of annotations, e.g. multifaceted annotation, recip-
rocal contribution, incremental development, prove-
nance recording for group of annotations, necessity
of closed world assumption for exhaustive annotation,
and so on. Our analysis includes a call for best practice
termed the two-layer approach:

1. Describe the relationship between text spans and
other resources using plain RDF statements (re-
source description layer);

2. Place the statements in named graphs (creation
of annotation description layer); and

3. Specify the provenance of the annotation in a
separate named graph (annotation description
layer).

This two layer approach builds on previous sugges-
tions in the applicability of named graphs for prove-
nance description [11]. Finally, it provides a mecha-
nism of interoperability for existing annotation mod-
els.
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