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Abstract. We describe an approach to find similarities between RDF datasets, which may be applicable to tasks such as link
discovery, dataset summarization or dataset understanding. Our approach builds on the assumption that similar datasets should
have a similar structure and include semantically similar resources and relationships. It is based on Frequent Subgraph Mining
(FSM) techniques, used to synthesize the datasets and find similarities among them. In addition, string matching techniques are
used for improving obtained results. The result of this work can be applied for easing the task of data interlinking and data
reusing in the Semantic Web.

1. Introduction

Since the creation of Linked Open Data Cloud1 ini-
tiative in 2007 with 12 datasets, to its last update in
2014 with 570 datasets, the number of Linked Datasets
has grown enormously. This growth trend suggests that
in few years, selecting appropriate datasets to link our
datasets to, is going to become harder and harder. The
same applies to the task of finding the dataset that may
contain useful information for us, according to our
needs. The work presented in this paper is focused on

1This work has been developed within WeLive project, founded
by the European Union’s Horizon 2020 research and innovation pro-
gramme under grant agreement No 645845.

*Corresponding author. E-mail: m.emaldi@deusto.es.
1http://lod-cloud.net/

providing some steps forward into some of the afore-
mentioned limitations: finding datasets to link to, find-
ing datasets that provide support to our needs or under-
standing or summarizing datasets.

Our main contribution is an approach to find similar-
ities among RDF datasets based on their graph struc-
ture, which can be used for solving the aforementioned
problems. The main challenge that we have to deal
with stems from the fact that, due to the size of many
of the graphs derived from these RDF datasets, a di-
rect comparison among their complete structure is not
applicable. Therefore, a Frequent Subgraph Mining
(FSM) based approach is proposed. FSM techniques,
widely used in the domains of chemistry and biology
to find similarities and correlations among different
chemical compounds and molecules [2,5,14], allow
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extracting the most frequent subgraphs from a single
graph or a set of graphs. Given that RDF datasets are
graphs, we think that the combination of techniques
based on the summarization of RDF graphs, the identi-
fication of the most frequent subgraphs and application
of string matching techniques can provide good results
on finding related datasets.

An example of an application of the work proposed
in this paper is related to dataset interlinking. As stated
in section 2, when using existing dataset interlinking
tools, the user have to select the input datasets whose
links are going to be searched. Nowadays, there are
two main approaches to select these datasets: applying
the brute force for applying all the possible pairs of
datasets to the interlinking tool; or requesting the user
for selecting the most suitable datasets under her/his
beliefs, a task that is becoming harder and harder be-
cause of the growth of the Linked Open Data Cloud.
Proposed solution can ease this task suggesting a sub-
set of related datasets, with the consequent reduction
of the search space.

In summary, in this work a new approach for synthe-
sizing and finding similarities among RDF datasets is
presented. Specifically, this approach proposes the use
of FSM techniques to synthesize these datasets and the
application of string matching techniques for improv-
ing obtained results. The approach proposed in this
work can be used for easing the task of interlinking
new datasets, and data reuse through finding similar
datasets.

The rest of the paper is organized as follows. In Sec-
tion 2 the previous works in semantic dataset brows-
ing, interlinking and summarization, and Linked Data
source discovery are presented. In Section 3 some def-
initions and concepts about graph mining and string
matching techniques are explained. Section 4 de-
scribes our new approach based on FSM and string
matching techniques. In Section 5 both proposed ap-
proaches (without applying and applying string match-
ing techniques) are evaluated against a set of datasets
from Linked Open Data Cloud. At last, in Section
6, conclusions and future research challenges are ex-
plained.

2. Related Work

There are four research fields related to possibles
usages of the work presented in this paper: semantic
dataset browsing, interlinking and summarization, and
Linked Data source searching.

2.1. Semantic Dataset Browsing

Works under this field provide search capabili-
ties over linked datasets. From a set of terms, these
browsers find resources in which these terms appear.
Most of these works use techniques given from in-
formation retrieval field like TF-IDF (term frequency-
inverse document frequency) (Sindice [26], Sig.ma
[27]), and some works offer more complex techniques
for refining the results. Examples of works that en-
able polishing obtained results are OntoSelect and Fal-
cons. OntoSelect [3] crawls the Web looking for on-
tologies and stores their classes and properties, and
their names and labels into a database. For exploring
this database, OntoSelect offers an interface for allow-
ing making queries based on the name of the ontology,
its language, its labels, classes and properties or im-
ported ontologies. In the same way, Falcons [4] crawls
the Web and constructs structures named “virtual doc-
uments”. A virtual document is a textual description
of a RDF document, allowing the creation of an index
pointing from terms to each document. While retriev-
ing search results, Falcons classifies them according
their relevance (similarity between the search terms
and the document) and popularity (how many time ap-
pears a search term in a document). Other works ap-
ply algorithms like PageRank or similar for classify-
ing given results. OntoKhoj [21] applies OntoRank,
an algorithm derived from PageRank, for establishing
the relevance of each results based on their relation-
ships. Alike OntoKhoj, Swoogle [6] applies an algo-
rithm named Rational Random Surfer.

Independently of the grade of complexity of each
work, they all need an input generated by the user,
ergo, a set of terms. If they are used to search for re-
lated datasets, generating a set of relevant terms from
a given dataset for looking for other datasets in which
these terms appear can be a hard work depending on
the size of the source dataset, since these works do not
provide any tool for fulfilling this task. On the other
hand, these works are focused on searching ontological
classes or instances of these classes and do not treat the
dataset as a whole. In addition, these works do not ap-
ply a previous filter on the datasets against they search
the terms given by the user. Proposed work can be use-
ful in this area when a term is found in a dataset, for
prioritizing related datasets when searching for more
results.
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2.2. Semantic Dataset Interlinking

The aim of works under this category is about given
a pair of datasets, establishing links between them,
based on a set of rules defined by the user. Most of
these works use different properties from resources
within a dataset for establishing owl:sameAs links
among them. Oriented to the domain of music, GNAT
[22] calculates the distance between different RDF
graphs based on the distance of the literals appear-
ing on each graph. On the other hand, Silk, applies
different rules like transformations, metrics and ag-
gregations defined by the user for finding equivalent
instances between pairs of different datasets. LIMES
[19] applies the theory of metric spaces for optimizing
the task of pairing instances from different datasets.
For that, LIMES extracts a set of exemplars which rep-
resents the entire dataset and are paired with the near-
est instances of the dataset. When matching instances
from another dataset with the given dataset, these in-
stances are compared with exemplars, selecting the
most similar, and discarding the instances not related
to selected exemplar, reducing the search space. On the
other hand, RDF-AI [24] uses ontology matching tech-
niques for matching different datasets.

Regarding to the objective of the work proposed in
this paper, one of the most important lack of works in
this area is that the user has to select a pair of datasets
to establish new links between them. The solution pro-
posed in this paper can be used to select these input
datasets easily.

2.3. Semantic Dataset Summarization

Although dataset summarization is not the final goal
of this work, we have considered interesting to analyse
most remarkable works in this field, although they are
oriented for creating human-readable data summaries,
instead of machine-readable summaries that are used
in the proposed work. In [1] and [8], the main objective
is to extract topics from datasets to elaborate a suitable
description. Similar to the work proposed in this paper,
in [1] the graphs are converted to “abstract graphs”.
An abstract graph is a graph that disposes the ontolog-
ical classes of the instances in the vertices and the re-
lationships among these instances in the edges. Once
these abstract graphs are generated, the labels from the
vertices and edges are extracted as the topics that con-
form the summary. On the other hand, [8] applies NER
(Named Entity Recognition) techniques against literals
from the graphs for finding their correspondent DBpe-

dia2 entity. Once these entities are found, their cate-
gories are extracted for generating the summary.

2.4. Linked Data Source Searching

Works under this category are the most related with
the work described in this paper: given a dataset and
a set of datasets, finding candidate datasets for estab-
lishing links among them. In [20], they extract liter-
als from rdfs:label, foaf:name or dc:title
properties and search these literals in Sig.ma, grouping
the results by source dataset. They consider that more
instances a source has, more chances to be linked with
original dataset has. The mayor weakness of this ap-
proach is that Sig.ma is no longer harvesting new data,
so it is no a suitable solution for recently published
datasets. [16] uses naive Bayes classifiers for establish-
ing a ranking of related datasets based on correlations
among them. Through this ranking the search space
can be reduced. At last, in [17] they use already ex-
isting links for establishing new links among datasets.
Opposite to these solutions, our work tries to solve the
cold-starting problem assuming the absence of exter-
nal links.

3. Background

3.1. Frequent Subgraph Mining

As described in Section 4, frequent subgraph min-
ing techniques are used for generating a summarized
sample of large datasets. The main objective of FSM is
to extract all frequent subgraphs from a single graph or
a set of graphs. We assume the definitions from [13]:

– Labeled graph: A labeled graph can be repre-
sented as G(V,E, LV , LE , ϕ), where V is a set
of vertices, E ⊆ V × V is a set of edges; LV

and LE are sets of vertex and edge labels respec-
tively; and ϕ is a label function that defines the
mappings V → LV and E → LE . G is a directed
graph if ∀e ∈ E, e is an ordered pair of vertexes.

– Subgraph: Given two graphs G1(V1, E1, LV1
,

LE1 , ϕ1) and G2(V2, E2, LV2 , LE2 , ϕ2), G1 is a
subgraph of G2, if G1 satisfies: i) V1 ⊆ V2, and
∀v ∈ V1, ϕ1(v) = ϕ2(v), and ii) E1 ⊆ E2, and
∀(u, v) ∈ E1, ϕ1(u, v) = ϕ2(u, v).

2http://dbpedia.org
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The main hypotheses of this work establishes that
analysing the structural characteristics of datasets, can-
didate datasets for establishing links could be found.
As analysing the entire structure of some large graphs
is computationally expensive, the most frequent sub-
graphs have been extracted from each dataset. FSM
technique has been selected for fulfilling this task due
its popularity in fields like biology or medicine.

Multiple state-of-the-art tools implement FSM. In
Table 1 a summary of the most relevant features of
each solution is shown. These features are the follow-
ing ones:

– Single graph/Transactions: according to [13]
there are two different FSM problem formula-
tions. In the first one, single graph based FSM,
only a single very large graph is analyzed. In
graph transaction based FSM the common sub-
structures are extracted from a set of medium-size
graphs (named transactions).

– Directed graphs: applying directionality to graphs
increases computational cost considerably. For
this reason, many of the solutions do not imple-
ment this feature.

– Labeled vertexes: solution allows (or not) la-
beled vertexes in input graphs.

– Labeled edges: solution allows (or not) labeled
edges in input graphs.

As shown in Table 1 only SUBDUE and DPMine
cover all features to be suitable for dealing with the
characteristics of RDF graphs. As in this approach we
want to extract the most common subgraph from each
dataset, the solution that supports single graphs has
been selected, i.e. SUBDUE.

Given a single, directed and labeled graph, SUB-
DUE [12] extracts the most frequent substructures.
SUBDUE defines the most frequent subgraph as the
subgraph that once replaced by a single node, com-
presses most the original graph. Assuming thatG is the
original graph, S is the candidate subgraph to be eval-
uated, size(G) and size(S) are the size ofG and S re-
spectively and size(G|S) is the size of G compressed
by S, the total compression rate can be calculated as:

value(S,G) =
size(G)

(size(S) + size(G|S))
(1)

where:

size(G) = (|vertex(G)|+ |edges(G)|) (2)

SUBDUE can be parameterized to adapt its behav-
ior to the different input graphs. To facilitate the un-
derstanding of the application of SUBDUE in Section
4 some of these parameters are explained:

– inc: this parameter allows the incremental analy-
sis of large graphs, avoiding the consumption of
all the memory of the system by large graphs and
allowing the preview of partial results. To perform
the incremental analysis, the input graph has to
be split in different and numbered files. SUBDUE
analyses these files in order, aggregating results
of the files previously analyzed to the current file.

– limit: limits the number of candidate substruc-
tures that SUBDUE takes in consideration in each
iteration. The default value is |edges|

2 .
– prune: prunes the graph discarding useless sub-

structures.

3.2. String Matching Techniques

As can be seen in Section 4, string matching tech-
niques have been used to improve the results obtained
when performing the evaluation described in Section
5. These techniques, applied on document retrieval and
ontology matching systems, calculate the distance be-
tween two strings. Among the different techniques for
comparing strings, ones classified by [7] as “string-
based methods” and “language-based methods” have
been used. For defining each technique, the notation
established by [7] is followed: S represents a set of
strings, i.e. a sequence of letters of any length over an
alphabet L : S = L∗. ∀s, t ∈ S, s + t represents the
concatenation of strings s and t, while |s| represents
the length of the string s, i.e. the number of characters
it contains. s[i] for i ∈ [1 . . . |s|] stands for the letter in
position i of s.

Following string-based methods have been used in
this work:

– String equality: String equality is a similarity σ :
S × S → [0, 1] such that ∀x, y ∈ S, σ(x, x) = 1
and if x 6= y, σ(x, y) = 0.

– Substring similarity: Substring similarity is a
similarity σ : S× S→ [0 . . . 1] such that ∀x, y ∈
S, and let t be the longest common substring of x
and y:

σ(x, y) =
2|t|

|x|+ |y|
(3)



M. Emaldi et al. / Discovery of Related Semantic Datasets based on Frequent Subgraph Mining and String Matching Techniques 5

Table 1
Summary of relevant features of each FSM solution. A complete
description and comparison among them can be found at [13].

Solution Single Graph /
Transactions

Directed
Graphs

Labeled
Vertexes

Labeled
Edges

SUBDUE Single Graph 4 4 4

AGM Transactions 4 8 4

FSG Transactions 8 4 4

DPMine Transactions 4 4 4

MoFA Transactions 8 4 8

gSpan Transactions 8 4 4

FFSM Transactions 8 4 4

GREW Single Graph 8 4 4

Gaston Single Graph 8 4 4

gApprox Transactions 8 8 8

(h/v)SiGraM Single Graph 8 4 4

– Edit distance: Given a set Op of string operations
(Op : S → S), and a cost functionw : Op → R,
such that for any pair of strings there exists a se-
quence of operations which transforms the first
one into the second one (and vice versa), the edit
distance is a dissimilarity δ : S × S → [0 . . . 1]
where δ(s, t), is the cost of the less costly se-
quence of operations which transforms s into t:

δ(s, t) = min
(opi)I ;opn(...op1(s))=t

(
∑
i∈I

wopi
) (4)

For this work the Levenshtein distance have
been applied as cost function. Lenveshtein dis-
tance calculates the minimum number of editions
needed for turning a string into another different
string. This edit distance establishes the same cost
for all edit operations.

– SMOA distance: SMOA (String Metric for On-
tology Alignment) distance [25] calculates the
distance between two strings based on both their
similarities and dissimilarities. SMOA calculates
the similarity between two strings as follows:

Sim(s1, s2) = Comm(s1, s2)−Diff(s1, s2)

+winkler(s1, s2)

(5)

Comm function computes common substrings
between s1 and s2. Once the largest substring is
found, it removes from both strings and repeats

the process again. When all the substrings have
been computed, their lengths are summed:

Comm(s1, s2) =

2 ∗
∑

i length(maxComSubStringi)

length(s1) + length(s2)

(6)

On the other hand, Diff function computes the
differences between compared strings. As the au-
thors of SMOA distance consider that these dif-
ferences have less weigh than the similarities,
their use the Hamacher product [11] for comput-
ing them:

Diff(s1, s2) =

uLens1 ∗ uLens2
p+ (1− p) ∗ (uLens1 + uLens2 − uLens1 ∗ uLens2)

(7)

where p ∈ [0,∞), and uLens1 and uLens2 rep-
resents the normalized length of the unmatched
substring from strings s1 and s2 respectively.
At last, winkler represents the method devel-
oped by Winkler [28] for improving the results
obtained through this distance. Given this SMOA
similarity, the SMOA distance is computed as fol-
lows:

smoaDiff(s1, s2) = 1− Sim(s1, s2) (8)
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Regarding to language-based methods, an extrin-
sic thesauri, i.e. WordNet [18] has been used for com-
puting the basic synonymy. Inspired by Ontosim3,
given two terms this method computes the distance
among the synonyms of these terms, including the
terms themselves. If one of these distances is smaller
than the distance between the original terms, this dis-
tance is returned. In the opposite case, the distance be-
tween the original terms is returned.

4. Frequent Subgraph Mining Approach

4.1. RDF Graph Synthesis Model

In order to apply the RDF graph synthesis model
presented in this paper, some modifications have been
done to the original RDF graph model. It is impor-
tant to note that these transformations do not strictly
preserve the meaning of the RDF model, but we
do not consider that property important for our ap-
proach. However, after applying these transformations,
a proper interpretation of the graph still can be done.
As can be seen in this section, the aim of these transfor-
mations is to simplify the graph for easing the task of
extracting the most common substructures. In this sec-
tion, transformations are applied to the triples shown
in Listing 1 and represented graphically in Figure 1,
to ensure the correct understanding of the presented
model.

1 @prefix : <http://example.org/resource/> .
2 @prefix foaf: <http://xmlns.com/foaf/0.1/> .
3 @prefix rdf: <http://www.w3.org/1999/02/
4 22-rdf-syntax-ns#> .
5 @prefix dcterms: <http://purl.org/dc/terms/> .
6 @prefix aktors: <http://www.aktors.org/ontology/
7 portal/> .
8
9 :Tim_Berners-Lee rdf:type foaf:Person ;

10 foaf:name "Tim Berners-Lee" ;
11 foaf:mbox "timbl@w3.org" ;
12 foaf:homepage <http://www.w3.org/
13 People/Berners-Lee> .
14
15 :pub1 rdf:type aktors:Article-Reference ;
16 aktors:has-title "The Semantic Web" ;
17 dcterms:creator :Tim_Berners-Lee ;
18 aktors:published-by "Scientific American" .

Listing 1: RDF triples used for explaining applied
graph synthesis.

3http://ontosim.gforge.inria.fr/

:Tim_Berners-Lee

"Tim Berners-Lee"

"timbl@w3.org"

<http://www.w3.org/People/Berners-Lee/>

foaf:homepage

dcterms:creator

rdf:type

foaf:name

foaf:mbox

foaf:Person

aktors:has-title

:pub1

aktors:Article-Reference

rdf:type

"The Semantic Web"
"Scientific American"

aktors:published-by

Fig. 1. Resultant graph from the triples in Listing 1.

The first transformation applied to RDF graphs con-
sists in replacing URIs from the subjects of resources.
Since they are unique identifiers of resources, URIs in
subjects will generate a large amount of unique nodes
which do not belong to any candidate substructure, in-
creasing the difficulty of finding frequent subgraphs.
To avoid this, these URIs have been replaced by the
ontological class (or classes, if it is represented by
more than one class) of the resource, represented by
the rdf:type property if any, as can be seen in Fig-
ure 2. If a resource has no a rdf:type predicate as-
sociated, this resource is discarded.

foaf:Person

"Tim Berners-Lee"

"timbl@w3.org"

<http://www.w3.org/People/Berners-Lee/>

foaf:homepage

dcterms:creator foaf:name

foaf:mbox

aktors:has-title

aktors:Article-Reference

"The Semantic Web" "Scientific American"

aktors:published-by

Fig. 2. Resultant graph after replacing URIs with the ontological
class of the resource.

The next transformation is about managing inter-
linked resources. Establishing links among resources
from different datasets is one of the most important
features in Linked Data publication. For this reason,
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a large amount of internal and external links can be
found in linked datasets. Managing external links, adds
to the computational cost generated by the analysis
of each triple, the delay generated by retrieving the
information pointed by them through the Web. Fur-
thermore, one of the challenges of this work was to
solve the cold start problem when looking for related
datasets. For these reason, external links have been re-
moved. Despite this, in Section 6 the influence of ex-
isting links is briefly analyzed. In Figure 3, the result-
ing model after elimination of external links can be
seen. In this model a structure representing a publica-
tion and its author can be seen, as a synthesis of triples
presented in Listing 1.

foaf:Person

"Tim Berners-Lee"

"timbl@w3.org"

dcterms:creator

foaf:name foaf:mbox

aktors:has-title

aktors:Article-Reference

"The Semantic Web" "Scientific American"

aktors:published-by

Fig. 3. Resultant graph after removing external links.

Regarding to the literals, although they have been
maintained in proposed model, there are no literals in
any of most frequent structures extracted during the
evaluation. The explanation for this situation is simi-
lar to the explanation given about the URIs in subjects:
with so much variety of different literals, the probabil-
ity to form part of a candidate substructure is minimal.

4.2. Extraction and Comparison of Most Frequent
Subgraphs

We apply SUBDUE to the graph obtained as a re-
sult of the previous transformations. According to [13],
SUBDUE’s runtime and resource consumption do not
grow linearly with the size of the input graphs, mak-
ing it hard to do an estimation of the total runtime or
knowing whether the process is going to finalize in a
reasonable amount of time. The ideal parameters for
getting a balance between affordable runtime and ob-
taining an appropriate number of candidate substruc-
tures are still subject of experimentation, but limiting
the number of candidate substructures to 5, applying
the incremental analysis capabilities and pruning the
input graph seem to be appropriate parameters to start
finding this balance.

Once the most frequent substructures from different
datasets are extracted, the comparison among them has
been done through SUBDUE’s gm (Graph Matcher)
tool. Given a pair of graphs, this tool computes the
cost of transforming the largest graph into the smallest
one, returning the number of transformations done. In
this case, all transformations (addition, removal or re-
placing of a node) have the same cost. As this number
of transformations is not normalized by default (it de-
pends on the size of the input graphs), the normaliza-
tion shown in Equation 9 has been applied to the re-
sult. Finally, the similarity between both substructures
is calculated as can be seen in Equation 10.

Costnormalized =

Cost

|vertexeslargestGraph|+ |edgeslargestGraph|
(9)

Similarity = 1− Costnormalized (10)

4.3. Application of String Matching Techniques

Although the promising results given at evaluating
this work (Section 5), some lacks at computing the
similarity among datasets belonging to the same do-
main but described through different ontologies have
been detected. This issue can be seen in Figure 4. In
this figure the most frequent subgraphs from datasets
Hedatuz4 and Risks5 are shown. Apparently, and con-
sidering their most frequent subgraphs, both datasets
describe academic publications. However, the devel-
oped system is unable to detect any relatedness be-
tween them despite of the existing similarity between
the terms foaf:Person and aktors:Person,
and aktors:Article-Reference and bibo:Ar-
ticle. When trying to solve this issue, the use of
string matching techniques has been proposed with the
aim of pairing similar terms found in different sub-
graphs.

Different string matching methods used within this
work have been previously explained in Section 3.2.
These methods have been used for finding similari-
ties among the local part of the URIs from classes
and properties from different ontologies used to de-

4http://datahub.io/dataset/hedatuz
5http://datahub.io/dataset/

rkb-explorer-risks
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aktors:Article-Reference

aktors:Person

aktors:has-author

bibo:Article

foaf:Person

dcterms:creator

hedatuz.g risks.g

Fig. 4. Most frequent subgraphs from RISKS y Hedatuz datasets.

scribe the dataset. As explained in Section 4.1, these
classes and properties are the labels of the gen-
erated synthesized graph. For example, given the
URIs <http://purl.org/ontology/bibo/
Article> and <http://www.aktors.org/
ontology/portal#Article-Reference>, the
distance between the local part of each URI, i.e. Arti-
cle and Article-Reference, is computed. As explained
in Section 5, the system has been evaluated both ap-
plying different methods separately and computing the
geometric mean from the results of all the methods.
Even knowing that there exist more complex aggre-
gation and weighting methods, a straightforward geo-
metric mean has been chosen as proof of concept. This
issue is discussed in Section 6.

In Figure 5 an example of the resulting graph after
replacing similar strings from the graph from Figure
4 by common identifiers can be seen. These common
identifiers allow finding new similarities between these
subgraphs.

9107168b-8bda

68db8153-7857

aktors:has-author

9107168b-8bda

68db8153-7857

dcterms:creator

hedatuz.g risks.g

Fig. 5. Most frequent subgraphs from RISKS y Hedatuz datasets
after replacing similar terms by common identifiers.

4.4. Implementation

This work has been implemented following the
workflow shown at Figure 6. The different stages of
this workflow have been implemented as independent
tasks:

– Generation of IDs and replacement of sub-
jects: as can be seen in Listing 2, SUBDUE has
its own format for representing graphs. This for-

Generation of IDs

SUBDUE file 
generation

A.g B.g C.g D.g

E.g G.gF.g H.g

String
Similarity

YES

NO

Graph matching

String matching

Most frequent 
subgraph extraction

A'.g B'.g C'.g D'.g

E'.g G'.gF'.g H'.g

A''.g B''.g C''.g D''.g

E''.g G''.gF''.g H''.g

Fig. 6. Succession of different stages of the graph matching process.

mat requires to assign an unique ID to each ver-
tex. At this first step, the RDF graphs are iterated,
replacing the subject of each resource by its on-
tological class if the property rdf:type is pre-
sented and unique and consecutive IDs are as-
signed to each generated vertex.

– SUBDUE file generation: once the IDs are as-
signed, the relationships among generated ver-
tices are analysed in order to generate edges.
Once these edges are generated, the final SUB-
DUE file from each graph is generated.

– Most frequent subgraph extraction: at these
step the most frequent subgraph of each RDF
graph is extracted with SUBDUE and previously
generated input files.

– String matching: if usage of string matching
techniques is requested, the subgraphs are pro-
cesses in order to find similar terms among them.

– Graph matching: at last, similarities among
these subgraphs are found with SUBDUE’s Graph
Matching (gm) tool.

The implementation of this work and baselines (sub-
section 5.2) can be found at https://github.
com/memaldi/lod-fsm.

5. Evaluation

Presented approach has been evaluated against
datasets from Linked Open Data Cloud. The develop-
ment of the evaluation follows these steps. First, a gold
standard has been created for determining the effec-
tiveness of both developed system and baseline solu-
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1 v 1 foaf:Person
2 v 2 "Tim Berners Lee"
3 v 3 "timbl@w3.org"
4 v 4 aktors:Article-Reference
5 v 5 "The Semantic Web"
6 v 6 "Scientific American"
7 e 1 2 foaf:name
8 e 1 3 foaf:mbox
9 e 4 1 dcterms:creator

10 e 4 5 aktors:has-title
11 e 4 6 aktors:published-by

Listing 2: Representation of the graph from figure 3
in SUBDUE. In files 1-6 the vertices are represented
while in files 7-11 the edges are represented.

tions in terms of precision and recall. These baseline
solutions (or baselines) are simple solutions that solve
proposed problem in a simple way, with the aim of es-
tablishing a baseline to be surpassed by the new so-
lution. At last, the results given from proposed solu-
tion (with and without applying string matching tech-
niques) are compared with the results given by base-
line solutions. The evaluation has been done only in
terms of efficacy because the developed work has been
designed to be launched in batch and without the in-
teraction of the end-user, so that, the efficiency is not
considered a key factor to be evaluated.

5.1. Gold Standard

For constituting the gold standard, two different
sources have been checked. The first source, inspired
by [16], consists on checking already existing links
among datasets used in this evaluation. The links
among these datasets have been extracted through the
property links:<target_dataset_id> from
The Datahub6 entry of each dataset, as this property is
requested for publishing datasets in the LOD Cloud.
But, when evaluating the proposed solution, many
links that are not described in The Datahub were dis-
covered. These links could not appear in The Datahub
for many reasons: related dataset have been published
after the publication of the source dataset and the pub-
lisher has not checked them, or simply, the publisher
did not know the existence of these related datasets.
The absence of these valid links could provoke a situa-
tion in where the developed system could recommend

6http://datahub.io

datasets that, in fact, are valid results but considered as
false positives by the gold standard.

To solve this issue, a second source have been used
to form the gold standard. This source consisted on
surveying different researchers on Semantic Web and
Linked Data for determining the validity of these new
relations among datasets. These surveys have been
performed through a web application7 that shows to
researchers different pairs of datasets, to determine
if there was any possible relationship between them.
These datasets were represented by the title, descrip-
tion and resources published in their The Datahub’s
entry. Three options were allowed for each pair of
datasets: “yes” if they consider that there was a pos-
sible relationship between them, “no” if they consider
the opposite, and “undefined” if they were not sure
about the possible relationships. Each pair of datasets
have been evaluated by three different researchers.
This approach arises another issue: the number of
different pairs resulting from the combination of all
the datasets employed during the evaluation ups to
2,3468. Considering that each pair have to be evalu-
ated three times, this number increases to 7,038 eval-
uations to be done by selected researchers (21). Con-
sidering that this number of evaluations is too high, the
number of dataset pairs have been reduced consider-
ing the evidence proposed by [8]. The authors of this
work consider that if a pair of datasets have common
links to the same datasets, they could be related. From
these evidence, only datasets that are linked to com-
mon datasets have been included, reducing the num-
ber of evaluations to 594. Once all the evaluations have
been done, the Fleiss’ Kappa [9] coefficient reveals an
agreement among the reviewers of 41%, which means
a moderate agreement according to [15]. At last, for
constituting the gold standard, relations extracted from
The Datahub have been complemented with relations
which in the survey have been approved by at least two
of three reviewers.

At the time of writing, an unique gold standard
has been created for evaluating the developed system.
However, a more suitable solution could be to develop
a different gold standard depending on the topic of the
datasets whose similarities are going to be extracted
(biology, statistical government data, academical pub-

7https://github.com/memaldi/
ld-similarity-survey

8The complete list of used datasets can be found at http://
apps.morelab.deusto.es/iesd2015/datasets.csv
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Fig. 7. Graphic representation of the evidence proposed by [8]. If
link share-rate among datasets {A,B,C} and D is high, links could
exist among {A,B,C} y D.

lications, etc.). This work is going to be attempted in
the future work.

5.2. Baselines

For weighting the results given by proposed solu-
tion, three baselines have been developed. The first
baseline is based on the evidence that as more ontolo-
gies are shared between a pair of datasets, more related
they are. The relation degree between a pair of datasets
is calculated as follows, being N the set of ontologies
used to describe the dataset D:

score(D1, D2) =
N1 ∩N2

max(|N1|, |N2|)
(11)

The second baseline, similarly to the first one, takes
the common ontologies between a pair of datasets to
establish their relation degree, but establishing a rank-
ing based on the usage of the classes and properties
of each ontology used within each dataset. The dis-
tance between different pair of rankings have been cal-
culated through a normalized Kendall’s Tau:

K(τ1, τ2) =
∑
i,j∈P

K̄i,j(τ1, τ2) (12)

At last, the third baseline calculates the relation de-
gree between a pair of datasets calculating the Jac-
card distance among all the triples of each dataset. Be-
cause the URIs of resources are unique in each dataset,
only the predicate and the object of each triple have
been compared. Being T1 and T2 the pair of datasets
to be compared, the Jaccard distance is calculated as
follows:

dJ(T1, T2) =
|T1 ∪ T2| − |T1 ∩ T2|

|T1 ∪ T2|
(13)

0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
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F1
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Fig. 8. Results obtained at performing evaluation of the proposed
work without applying string matching techniques.

5.3. Results

In Figure 8, results obtained by the proposed solu-
tion without applying string matching techniques are
shown, in terms of precision, recall, F1-score and accu-
racy. As can be seen, the precision overpasses a value
of 0.8 from a threshold of 0.4, reaching a maximum
value of 0.9. On the other hand, the maximum value
of recall is about 0.51, decaying from a threshold of
0.3, offering a result that is not as good as expected.
This situation is promoted by the fact that higher the
threshold is, the requested similarity between pair of
graphs is higher too. Thus, there are pairs of datasets
detected as related by our solution but their relation de-
gree is not as high as expected. These results show that
recommendations done by the proposed solution are
valid in a high percentage (low number of false pos-
itives), although there still are many related datasets
that the solution omits. However, this recall value is
improved when applying string matching techniques,
as explained in Section 5.3.1.

5.3.1. String Matching Techniques
Next, string matching techniques presented in Sec-

tion 3.2 have been applied. In this evaluation two dif-
ferent thresholds can be appreciate: a) the threshold
from it is considered that a pair of graphs are candi-
date to be linked, and b) the string matching thresh-
old from it is considered that a pair of terms represent
the same concept. For readability reasons, instead of
presenting all the threshold/string matching threshold
combinations for all employed string matching meth-
ods, only the best combinations for each method are
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Fig. 9. Results obtained when applying the string equality.
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Fig. 10. Results obtained when applying the substring distance.

presented. In Figure 9, the best combination applying
the string equality can be seen. Results obtained when
applying this method are very similar to results ob-
tained without the application of any string matching
method, being the recall slightly higher.

When applying the substring similarity, the varia-
tion appreciated in given results is higher than in re-
sults given when applying string equality, as can be
seen in Figure 10. This is explained because the string
equality is a very rigid metric compared to the oth-
ers. The main improvement when applying this string
matching method is about the recall, getting betters re-
sults so far in this paper.

The following evaluated method is the Levenshtein
distance, as shown in Figure 11. As can be seen at the
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Fig. 11. Results obtained when applying the Levenshtein distance.
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Fig. 12. Results obtained when applying the SMOA distance.

end of this evaluation, this is the method which most
improved the given results. The main reason of this
behaviour is because this method is more flexible than
the rest of methods used. In its best F1-score (0.67),
the precision reaches a value of 0.59 while the recall
reaches a value of 0.78.

Regarding to the SMOA distance, results given
when applying this method are similar to results given
when applying the substring distance, as can be seen
at Figure 12. Same as Levenshtein distance, SMOA
distance is more flexible than the rest of the methods
used. In comparison with the Levenshtein distance, at
its best F1-score SMOA distance improves the recall
about 0.02 but decreases the precision about 0.05.
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Fig. 13. Results obtained when applying the basic synonym distance.

After evaluating the string-based methods, used
language-based method has been evaluated. In Figure
13 results obtained applying the basic synonym dis-
tance are shown. As can be seen, results obtained ap-
plying this method do not highlight against results ob-
tained applying any of the string-based methods. How-
ever, there are more complex language-based methods
like cosynonymy or Resnik semantic similarity [23]
that could enrich obtained results.

At last, in Figure 14 the aggregation of all string
matching techniques through the geometric mean is
shown. This mean represents the overall trend of all ap-
plied methods: the optimum F1-score around 0.6, the
precision between 0.5 and 0.6, and the recall between
0.6 and 0.7. As discussed in Section 6, in future work
this mean will be replaced by a weighed mean, as-
signing different weights to each method. For selecting
suitable weighs same regularization techniques used in
Machine Learning domain will be applied.

As summary, in Table 2 the best results obtained
for each string matching method are shown. As can
be seen the best F1-score is achieved by the Leven-
shtein distance. In Figure 15 the results obtained by
this method and the results obtained without apply-
ing any string matching techniques are presented. As
can be seen, the initial solution slightly overcomes to
the solution which applies the Levenshtein distance
in terms of precision. However, this last solution im-
proves the recall at nearly 20% and the F1-score is no-
tably higher. So that, these results confirm that string
matching techniques improve the results obtained at
discovering candidate datasets to be linked.
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Threshold

0.0

0.2

0.4

0.6

0.8

1.0
String matching threshold: 0.3

Precision
Recall
F1
Accuracy

Fig. 14. Results obtained when aggregating all string matching tech-
niques through the geometric mean.

Table 2
Best results obtained when applying string matching techniques.

Method F1-score Precision Recall

String equality 0.58 0.64 0.54
Substring similarity 0.63 0.68 0.54

Edit distance (Levenhstein) 0.676 0.59 0.78
SMOA distance 0.64 0.54 0.80
Basic synonym 0.671 0.65 0.69

Geometric mean 0.65 0.55 0.79

5.3.2. Baselines
Once the best method for recommending candidate

datasets to be linked has been chosen, results obtained
by the application of this method have been compared
against the baselines explained in Section 5.2. In Fig-
ure 16, the comparison among the results obtained by
the proposed work and the baselines is shown. As can
be seen, proposed solution obtains good results regard-
ing to precision, despite the recall is not as well as de-
sired, begin overcame by Baseline #1. Regarding to
the F1-score, proposed solution obtains a suitable bal-
ance between the precision and recall, despite being
surpassed by Baseline #1 when applying higher thresh-
olds.

However, despite the Baseline #1, sometimes, reaches
better results than proposed solution, this can be ex-
plained observing the evolution of the Linked Open
Data Cloud. As can be seen, many datasets chosen to
evaluate this work9 are part of RKB Explorer platform

9http://apps.morelab.deusto.es/iesd2015/
datasets.csv
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Fig. 15. Comparison among the results obtained applying the Levenshtein distance and without applying any string matching techniques.

[10]. These datasets, related to academic and research

domain, have been generated by the same processes

and methodology, so they share common namespaces.

For this reason, Baseline #1, which establishes simi-

larities among datasets based on their common names-

paces, reaches so successful results. Because the status

of many datasets (offline SPARQL endpoints and the

lack of RDF dump) a more varied gold-standard have

not been elaborated. This issue is discussed deeply in

Section 6. In Figure 17, the comparison among the re-

sults given by the proposed solution and baselines ex-

cluding datasets from RKB Explorer are presented. As

can be seen, despite of the recall remains under Base-

line #1, the precision obtained by proposed solution is

well above the values reached by the baselines. In the

same way, the F1-score obtained by proposed solution

is higher than the score achieved by the baselines.

6. Conclusion and Future Work

In this work, a solution for recommending related
datasets and easing the task of dataset interlinking has
been presented. From the evaluation presented in Sec-
tion 5, two main conclusions can be reached:

– Given results demonstrate that through the struc-
tural analysis of RDF datasets it is possible to de-
terminate a set of candidate datasets to be inter-
linked. As exposed in Figure 8, applying FSM
techniques a results with a precision around the
80% have been obtained. This means that around
the 80% of the datasets recommended by this so-
lution are valid candidates to be interlinked. On
the other hand, in the best cases, the recall is
around the %40. We are conscious about that this
is a real issue that should be solved, but consider-
ing the state of the art in recommending candidate
datasets to be interlinked, we consider that giving
a small set of valid datasets to the user is a good
starting point for further research.
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Fig. 16. Comparison among the results obtained by the proposed solution and the baselines.

– As explained in Section 4.3, string matching tech-
niques have been selected for improving the re-
sults obtained when evaluating this work. As can
be seen at Figure 15, with the application of string
matching techniques, given results vary consid-
erably. Despite the slight decrease of precision,
with the application of these techniques the re-
call is increased considerably, paving the way for
solving the issue presented on the first conclusion.

These promising results confirm that the work de-
veloped can generate valid candidate datasets as input
for tools like SILK, because it eases selecting input
datasets to be interlinked.

Regarding to the baselines, in Section 5.3.2 the com-
parison among the proposed solution and the baselines
is presented. As explained in this section, one of the
baselines obtains good results because the common
source of many datasets. The elaboration of a more
heterogeneous gold standard could be the solution for a
proper evaluation. This could not be done because the

actual status of many datasets in the LOD Cloud. For
extracting the datasets used for evaluating this work,
the RDF dumps of the datasets where used. If the RDF
dump were not present, a set of SPARQL queries were
launched against their SPARQL endpoints. However,
this could not be possible because many SPARQL end-
point did not response or they were not able to re-
sponse to complex or iterative queries. At the time
of evaluating this work, from 535 SPARQL endpoints
monitored by SPARQL Endpoint Status website10,
only 266 (49.72%) endpoints were online. Addition-
ally, many of them had connection problems in the past
24 hours, so SPARQL’s OFFSET and LIMIT clauses
have been used for avoiding the overload of endpoints,
without any success in the most of cases.

This situation invites to think over about a) the
reason because many datasets have become inaccessi-
ble and b) the reason because these datasets have not

10http://sparqles.ai.wu.ac.at/availability
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Fig. 17. Comparison among the results obtained by the proposed solution and the baselines excluding datasets from RKB Explorer.

been removed from the LOD Cloud group from the
DataHub. Whatever the reason, there is a need for cre-
ating tools and mechanisms for easing all steps of the
publication and maintenance of Linked Open Datasets.
We believe that the work presented in this paper will
contribute in a positive way in the process of genera-
tion and publication of Linked Open Data.

At last, in the near future, we would perform these
improvements:

– Evaluate different parametrizations of SUBDUE
for extracting more representative subgraphs.

– Employ the latests tools for the analysis of graphs
like Spark GraphX11 or Apache Giraph12 for im-
proving the efficiency of the extraction of most
frequent subgraphs, especially when dealing with
huge graphs.

11http://spark.apache.org/graphx/
12http://giraph.apache.org/

– Find the optimal subgraph size. When extract-
ing the most frequent subgraph from a dataset,
the smallest subgraph is prioritized. Establishing
a minimum graph size for these subgraphs could
help improving obtained results.

– Include already existing external links from datasets
for improving results. Although one of the goals
of this work is to deal with the cold-start problem,
the analysis of the links generated by the work
itself could help on improving the recommenda-
tions given.

– Apply more complex string matching techniques
and employ other aggregation methods like weighed
mean.

– Increase the number and variety of datasets used
for developing the gold standard. On the other
hand, different gold standards for each analysed
domain could be developed.
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