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Abstract. Recent statistics* show that privacy is vaguely understood by people. Yet, users’ perception is that social media is the
least secure method for sharing private information.

Keeping user resources private should always be a user option. Nevertheless, when users do not share any information their
expectancies of having better search results or recommendation are lowered. Furthermore, is might suppress or remove the
serendipity of results thus not allowing users to collect or gain more knowledge on areas related to those they are interested in,
but are not directly related to or easily searchable (known-unknowns or unknown-unknowns).

This work addresses several issues between privacy and information recommendation and how to establish the yin and yang
of both. It proposes an architecture that provides means and support for publishing resources in a private manner, hereby making
websites behave like meshes of dereferenced resources from different web domains, yet complying with the established access
policies. Users resources are kept private, yet reachable and discoverable until full authorised disclosure is requested to the user.
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1. Introduction

The World Wide Web (WWW) is continuously
growing in terms of information, users and services.
The demand for information and services is increased
by this growth of users which itself translates into a
constant rise of suppliers for both information and ser-
vices. Most current information systems are moving
towards the Internet, information is stored in several
web servers on the Internet and people are using social
networks to connect with others and share resources
among themselves.

When Sir Tim Berners Lee’s invented the web of
hypertext, mostly known as WWW, one of the estab-
lished rules was that hyperlinks were relationship an-
chors between hypertext documents written in Hyper
Text Markup Language (HTML) [1].

In Web 1.0, users mostly consumed data that com-
panies made available. In that period, users contri-
bution to the growing web of data was mostly lim-
ited to developing and maintaining their own personal
web page. When a user wished to refer to a resource
provided by others, he would create a hyperlink on
his1 own homepage to refer to such resource, indepen-
dently of the domain where it was hosted.

Hyperlinking enriched the whole concept of the
Web. Users knew exactly where their resources resided
as they are dereferenced and attainable by both humans
and machines via a Uniform Resource Identifier (URI)
in a hyperlinked fashion.

At that time, domain servers did not provide ap-
propriate authorisation access to resources, hence pub-

1While the arguments used in this work equally apply to both gen-
ders, from this point forward, only male pronouns are used.
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2 The Yin and Yang of Privacy and Recommendation

lished data was mostly available free of restrictions
for public access. Besides, there were not too many
tools that enabled online collaboration. Other non-web
based technologies existed like chat rooms and news-
groups, but none of these relied on hypertext. Online
communication and collaboration between users was
still quite rudimentary.

As the WWW evolved to Web 2.0, many notable ap-
plications appeared and became popular such as web
forums (e.g. phpBB2, vBulletin3), followed by per-
sonal blogs (e.g. Blogger4, Wordpress5) and nowadays,
Facebook6 and Twitter7 among others, became impor-
tant in human behavioural modelling. Like in real life,
internet-based relationships evolved and users started
publishing information and interacting with each other.

Emergent groups of users gave rise to small commu-
nities of interest all over the WWW. This trend took a
professional path upon the emergence and consolida-
tion of social networks intended for business and pro-
fessional purposes (e.g. LinkedIn8).

Users started to engage more on web applications
and they commenced sharing resources among them
and having preponderant control over what and how
they would share their resources.

Conversely, many stopped worrying about their own
personally-developed home pages, such that the con-
cept of a personally-developed home page rapidly
faded out and was replaced for the one provided by
Web 2.0 applications such as e.g. Facebook, Google+,
Tumblr, Microsoft Live, to name a few. Using such
platforms is one of the simplest ways of publishing in-
formation, even though mostly unstructured – i.e. text,
photographs, multimedia files, and other types of con-
tent. All the information is, at most, solely categorised
by tags or keywords.

With the advent of Web 3.0, also known as the Se-
mantic Web, resources’ minimum granularity can be
reduced to a triple in the form of <subject, predicate,
object> where each part is a URI (except the object
that can also be a primitive value), thus forming a web
of fine-grained interlinked resources. Resources are se-
mantically described by ontologies which are them-
selves sets of triples. Large and interlinked repositories

2https://www.phpbb.com
3https://www.vbulletin.com
4https://www.blogger.com/
5https://wordpress.org/
6https://www.facebook.com
7https://twitter.com/
8https://www.linkedin.com/

of triples emerged and continue enlarging into the so
called Linked Data (LD). When these repositories are
free of access authorisation restrictions they become
Linked Open Data (LOD) repositories.

The emergent Web 4.0 will exploit this linked (open)
data and respective semantics to provide advanced
intelligence-based services to users [2].

2. Context

The process of engendering data and sharing re-
sources is now much simpler than with the Web 2.0 but
with a major trade-off – most of the sharing actions are
only perceived inside closed domains that act as data
silos.

As the web evolved, more than just hypertext doc-
uments became supported, thus being able to host and
hyperlink any other kind of resource.

Yet, contrary to the early adoption of an amassment
of publicly accessible hyperlinked resources nowa-
days, due to the proliferation of different access con-
trol policies, this mesh of hyperlinked resources is not
achieved for access-protected resources.

This makes access-protected resources second-class
citizens of the WWW when it comes to being hyper-
linked or embedded in different domains than the one
where those resources are hosted. In fact, most of the
privately owned and shared resources remain only ac-
cessible within the hosting domain and by users en-
rolled on that domain that have been given access to
the resource.

Web applications are hosted inside domains that are
typically identified by a name9 [3] and each domain
defines a realm of administrative autonomy, authority
or control on the WWW.

Most of these internet-based services require some
sort of authentication and rely on centralised systems
forcing users to have a different identifier (account) for
each organisation or website the user interacts with.
Such system’s properties are barely transposed from
one domain to another thus making each web applica-
tion more distant and apart from each other.

Resources protected by one system’s credentials are
not accessible through other system’s credentials, pro-
moting difficulties while browsing, searching, generat-
ing and sharing resources between users and systems.
These are referred as resource and application islands.

9http://en.wikipedia.org/wiki/Domain_name
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Fig. 1. Cross-Domain Sharing

This is more or less innocuous when each user’s social
network remains in the same domain but quite the op-
posite when users register and share resources on mul-
tiple different domains and web applications across the
WWW.

The concept of an Internet made of inter-domain hy-
perlinks is becoming more and more disused as more
immense companies thrive to keep all the resources
within their domain premises (e.g. Facebook, Google,
Apple). Hyperlinks are still used a lot, but most of
them only refer to publicly obtainable content (inside
or outside a particular domain).

An illustration of this situation can be depicted
in Figure 1 where a user (i.e. John) can define ac-
cess restrictions for a particular resource (i.e. protect-
edResource.png) and share it with other users (e.g.
Mathew) that are registered in the same domain (i.e.
Web Domain 2). Nevertheless, users that are not regis-
tered in the same domain (e.g. Amelia) and resources
that reside elsewhere (e.g. WebPage.html) cannot ac-
cess or render the protected resource.

Searching, retrieving and recommending meaning-
ful information from the “open web” is a knowledge
and time-intensive task that is aggravated by the cross-
systems’ access restrictions applied to protected re-

sources. Additionally, as users become more depen-
dent on big platforms, they also lose part of the control
over their resources’ privacy and hosting location and
become limited to the rules imposed by each of those
domains.

On existing popular web applications, there are typ-
ically some different methods for users to share re-
sources among them. They can opt for:

Resource Domain Hosting Resources are created and
hosted inside a particular web application and
sharing only takes place inside that domain;

Resource Dereferencing This method allows a re-
source to be used by other resources and web do-
mains by simply referring to it via a hyperlink.
Typically, the web application automatically gen-
erates a preview/snapshot (i.e. creates a copy) of
the resource that is hosted in the other web do-
main;

Long, Pseudo-Undecipherable URIs This method
uses URIs that are automatically generated by the
domain where the resource is hosted. For security
reasons, these should not be publicly shared, i.e.
in a publicly accessible web page, otherwise the
protected content would be publicly exposed.
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2.1. Challenges

By analysing previous observations about cross-
domain resource sharing, several limitations were
identified, corresponding to challenges in the scope of
this work.

2.1.1. Weak Cross-Domain Security
Different authentication and authorisation processes

adopted by each domain realm prevent cross-domain
sharing of resources based on the identity and role of
the user accessing the resource. Instead, a weak secu-
rity mechanism based on a pseudo-indecipherable re-
source’s URI is used.

Users should be able to share resources according
to the identity of the user accessing the resource, inde-
pendently of the resource’s location and the origin of
the request.

2.1.2. Poor Cross-Domain Directory Service
Because it is difficult and insecure to share resources

in a cross-domain manner, the user tends to duplicate
each resource in several domains. Every time a re-
source is copied, another URI is generated to identify
that resource. In the end, the user has not just one, but
two identical resources that are identifiable by two dif-
ferent URIs.

Avoiding resources duplication and multiple identi-
fication is one of the existing problems in the WWW,
especially when dealing with shared resources. Users
upload a certain piece of information only once and
refer to it in other places, in multiple occasions.

2.1.3. Poor Sharing Mechanisms
Current resource sharing mechanisms provide lim-

ited expressivity for the specification of access policies
because they are based upon static user identity and
roles, which limits the establishment of more complex
rules, for example:

– “share this photograph with all my friends”;
– “share this document with my boss”;
– “share this photograph with everyone at yester-

day’s event”;
– “stop sharing project documents with someone

that left the project team”.

Users should be able to specify resource access re-
strictions based on expressive yet abstract rules that
support dynamic evaluation of roles played by the re-
questing user while complying with existing policies.

2.2. Goal

Managing user resources and their (sharing) access
policies in the WWW is hard, tedious, time consuming
and error-prone. Resource recommendation, searching
and sharing of privately owned resources is therefore a
main issue on the web.

This work aims at providing a solution that will help
each user in the process of managing and sharing re-
sources in the Web in an efficient (i.e. with minimal
user and resource intervention) and effective (i.e. be-
ing able to achieve expressiveness and finer granularity
sharing) way. Furthermore, being able to provide ex-
plicit and anonymous annotations about private or pro-
tected resources, enables the usage of recommendation
engines for helping with this task.

3. Background Knowledge

This section provides an insight about recommenda-
tion processes, resources that are currently not easily
shared because of access policy restrictions and Au-
thentication, Authorisation and Accountability (AAA)
architectures. A systematisation of the user’s con-
sciousness about resources is presented, which will be
helpful in perceiving the importance of the recommen-
dation process in the scope of this work and how it can
influence results serendipity.

3.1. Reference Architecture

In [4] the authors present a conceptual architec-
ture for Authentication, Authorisation, Accountability
(AAA) in the Internet. While the Internet Engineering
Task Force (IETF) memo does not specify a standard
of any kind, it lays down the nomenclature and the ar-
chitecture commonly found in modern AAA systems.
Furthermore, when included as part of multi-domain
decentralised AAA system, the conceptual architecture
sets the stage for defining protocol requirements be-
tween engaged systems.

Commonly accepted names for the various entities
involved in the architecture are: Policy Enforcement
Point (PEP) [4,5,6,7], Policy Decision Point (PDP)
[4,5,6,7], Policy Information Point (PIP) [4,7], Policy
Retrieval Point (PRP) [4,8] and Policy Administration
Point (PAP) [7,9,10]. Other existing architectures use
the concept of an IDentity Provider (IdP) that offers
features as creating and maintaining users identity. A
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components diagram that depicts the entities involved
in the reference architecture is presented in Figure 2.

In [11] the author suggests a typical operation pat-
tern for providing resource authorisation, which com-
plies with the sequence diagram presented in Figure 3.

In this operational pattern, the PEP is responsible for
intercepting access requests sent from the user when
performing an action on a resource. The PEP, on be-
half of the user, requests authorisation for accessing
the resource. The request is forward to the PDP, which
is the entity that has the engine for evaluating access
policies. It uses information provided by the PEP and
the specified access policies to determine if the user
should be allowed or denied access to the resource.

The PDP uses the PRP and PIP to retrieve policies
and attributes referenced in the policies. The PAP is the
system entity used for managing the access policies.

When the PDP finishes the evaluation of access poli-
cies, it returns an answer to the PEP stating whether
access has or not been granted to the user. When access
is granted, the resource is retrieved from the hosting
server.

Next sections provide fundamental and more de-
tailed description about each architecture’s entity, by
addressing their overall operation in providing authen-
tication and authorisation.

3.1.1. IDentity Provider
According to the authors of Security Assertion

Markup Language (SAML)10: IdP is “a kind of service
provider that creates, maintains, and manages identity

10https://www.oasis-open.org/committees/
download.php/21111/saml-glossary-2.0-os.html

information for principals11 and provides principal au-
thentication to other service providers within a federa-
tion, such as with web browser profiles”.

Within the AAA architecture, the IdP has the re-
sponsibility of generating identity for new users, by al-
lowing new users to create a virtual identity, thus gen-
erating the corresponding user’s credentials.

3.1.2. Policy Enforcement Point
According to the joint effort made by the IETF Pol-

icy Framework Working Group and the Distributed
Management Task Force (DMTF)/Common Informa-
tion Model (CIM) [4,5,6]: PEP is the entity of the AAA
reference architecture where policy decisions are en-
forced.

It performs access control and guaranties autho-
risation access to resources, by making decision re-
quests to the PDP and enforcing authorisation deci-
sion. It is also mentioned in other access control archi-
tectures e.g. eXtensible Access Control Markup Lan-
guage (XACML) [7].

Typical PEP responsibilities consist of:

– providing a single, yet decentralised point of ac-
cess where user access to a resource is enforced
[11];

– transferring the request details to a PDP for eval-
uation and authorisation decision [11];

– enforcing the decisions of the PDP.

3.1.3. Policy Decision Point
According to the joint effort made by the IETF Pol-

icy Framework Working Group and the DMTF/CIM

11While SAML provides a distinction between end user and prin-
cipal, in the scope of this work, principal is considered as a synonym
of user.
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Fig. 3. PEP Pattern [Sequence Diagram] (adapted from [11])

[4,5,6]: PDP is the entity of the AAA reference archi-
tecture that evaluates the applicable policies and ren-
ders an authorisation decision.

This entity makes policy decisions for itself or for
other network entities that request such decisions. In
particular, according to [7] the PDP is used by the PEP
for evaluating policies in order to determine if a par-
ticular user is granted access or not to a particular re-
source, application or service when an access request
is performed.

Each evaluation engine depends on the specified
policy notation and may differ according to different
access policy languages and frameworks e.g. XACML,
etc. The authors in [12] suggest extending XACML by
introducing a semantic inference engine and using at-
tributes that specific services may require.

3.1.4. Policy Administration Point
According to [7,10]: PAP is the entity of the AAA

reference architecture that enables users to build and

manage access policies over resources. A PAP has the
responsibility of administering or defining access poli-
cies over existing resources. The level of granularity,
expressivity or inference of access policies differs ac-
cording to the used access policy language. PAP must
adapt to the access policy language in order to allow
their usage to a full extent.

3.1.5. Policy Information Point
According to [4,7]: PIP is the entity of the AAA ref-

erence architecture that stores the information about
users and resources against which access policies are
evaluated. Typical PIP responsibilities consist of:

– storing users and resources;
– respond to additional information requests.

While these are the typical responsibilities of a PIP, it
can also store resources that can be hosted or derefer-
enced in a WWW scope.
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3.1.6. Policy Retrieval Point
According to [4]: PRP is the entity of a AAA ref-

erence architecture where policies are retrieved from a
policy repository.

Typical PRP responsibility consists of providing ac-
cess to the policy repository. While there are some ev-
idences about PRP in [4,8], over time, the responsibil-
ity of the PRP in the AAA framework has moved to the
PIP. In fact, for the time being, it seems that PRP usage
has become deprecated. An example of this is XACML
[7] that never refers to the PRP and its responsibilities
are performed by the PIP.

3.2. Cross-Domain Authorisation, Languages and
Frameworks

There are a few other authentication and authori-
sation models in the area of cross-domain authorisa-
tion e.g. TAAC12, Transparent Accountable Datamin-
ing Initiative (TAMI)13 [13] and Priv.ly [14].

The development of TAAC seems to have ceased.
Information related to it can now only be found
through the Internet web archives.

TAMI uses an approach based on OpenID-Connect
authentication [15]. It is browser-dependent, forcing
users to install tabulator [16] or its plug-in in the Fire-
fox browser.

Priv.ly is a product developed by the Privly Foun-
dation that emphasises on enforcing user’s content
privacy on the web. Its implementation is based on
a client-side approach but only accessible for users
that install a browser extension (available for Chrome,
Firefox and Opera client browsers). It is similar to
what is proposed by the previous approach, also client-
browser-dependent and limited to textual information.

3.2.1. Languages & Frameworks
Depending on the adopted access control design,

there are several policy languages that can be applied
to the specification of access policies:

KAoS Services Framework (KAoS) [17] Is a lan-
guage that has been adopted in specifying ac-
cess control policies that conform to ontologies.
It is one of the first efforts for representing access
policies using semantic web languages (i.e. Web
Ontology Language (OWL)).

12http://www.pipian.com/blog/2008/12/12/
taac-in-action/

13http://dig.csail.mit.edu/TAMI/

REIN [18] Is a decentralised framework for repre-
senting and reasoning over distributed policies
in the Semantic Web that accepts different pol-
icy ontologies but requires the use of Notation3
(N3)14 rules. It provides an extensible and dis-
tributed framework for representing and reason-
ing over policies.

Semantic Web Rule Language (SWRL) [19] Is a se-
mantic web rule language that uses a combination
of OWL DL and OWL Lite sublanguages of OWL
with the Unary/Binary Datalog RuleML sub-
languages of Rule Markup Language (RuleML)
[20]. Each rule is formed by an implication be-
tween an antecedent (i.e. body) and consequent
(i.e. head). Whenever the conditions specified in
the antecedent hold, the conditions specified in
the consequent must also hold.

XACML [7] It is a standard that defines a declara-
tive access control policy language in Extensi-
ble Markup Language (XML) and a processing
model that describes how to evaluate access re-
quests according to defined policy rules. Its ac-
cess policies are based on the attributes of the sub-
ject, the resource and the environment.

Ontologies are the common domain representation
paradigm for the proposed a system. An ontology [21]
is a formal, explicit specification of a shared conceptu-
alisation. It is an artefact used to acquire and represent
knowledge domain descriptions i.e. conceptualisation
of the domain according to a shared vocabulary. Ac-
cordingly, unless otherwise explicitly stated, domain
descriptions are embodied in ontologies and ontologies
represent domain descriptions.

Some of the presented languages do not work with
OWL ontologies (but provide different kinds of func-
tionalities like logic programming).

3.3. Location Awareness vs. Knowledge Awareness

A user’s consciousness about something can be
characterised according to two dimensions15: percep-
tion of reality and reality of perception.

Applying such rationale to resources’ location and
users’ knowledge awareness of those (cf. Figure 4), re-
sources can be classified as:

14http://www.w3.org/DesignIssues/N3Logic
15http://en.wikipedia.org/wiki/There_are_

known_knowns
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Known-Knowns These are resources whose exis-
tence and location are known by the user e.g. a
photograph is taken of a person, and the person
knows about its existence and location.

Known-Unknowns These are resources a user admits
he knows nothing about until he finds them e.g. a
person finds a photo by chance on which he ap-
pears, knows its location but was not aware of its
existence.

Unknown-Knowns These are resources that the user
does not know how to find, but knows about their
existence, e.g. a photo is taken of a person, the
person knows about its existence but does not
know about its location. With time and searching
investment the person might get to its location.

Unknown-Unknowns These are resources whose ex-
istence the user is not even aware of e.g. a photo is
taken of a person but the person does not know its
existence or where to locate it. These type of re-
sources would only come up on searches related
to the user if contextual information is used.

Recommender systems are conceptually fit to help
users perceive resources as (useful) known-knowns.

3.4. Recommendation

Recommendation is something that has become part
of everyone’s daily lives. To reduce uncertainty and
help coping with information overload when trying to
choose among various alternatives, people usually rely
on suggestions given by others, which can be given di-
rectly by recommendation texts, opinions of reviewers,
books, newspapers, etc. [22].

When deciding between which product to buy, users
want to be able to read opinions from other buyers [23]
and tend to follow them as they are considered expe-
rienced users [24]. Users are willing to follow others’
recommendations and to give back to the community.

Currently, recommendation is widely used in elec-
tronic commerce [25,26,27]. In e-commerce web ap-
plications trust is based on the feedback of previous
online interactions between members as shown by the
authors in [28,29].

With the Internet’s continual evolution, recom-
mender systems have also evolved. While initially
recommendation was only used in e-commerce web-
sites for recommending similar or most bought items,
nowadays the process of recommendation has im-
proved such that the recommendation of friendship
and/or relationship between users of a social network
has become a quite common task on typical social
web applications. There are other areas in which rec-
ommendation is also relevant, such as resource rec-
ommendations on websites (e.g. Pinterest), documents
(e.g. Slideshare, Pocket) and users (e.g. LinkedIn,
Facebook, Google+). In their essence, recommender
systems rely on two basic elements:

User/Item Actions Represents user actions upon items
and may include a possible rating.

Item Similarities Represents the associations between
users or between items. Most recommender sys-
tems provide off the shelve algorithms to calcu-
late item similarity during the recommendation
process.

The output of a recommender system is a scored list
of recommended items to users. The maximum num-
ber of retrieved recommendations is specified by the
value of AT.

The classification presented in the previous section
emphasises the fact that the same existing informa-
tion is perceived differently by users. There are differ-
ent reasons for these different perceptions, including
(i) access policy restrictions and (ii) information over-
load.

Access policy restrictions prevent users to access
resources that would be of their interest. The recom-
mender system mediates between the owner (that owns
the resource and can grant access to it) and the benefi-
ciary (that is interested in the resource). Recommender
systems will:

– recommend the owner with access policies to
grant access permissions to another user upon the
resource;
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– recommend the beneficiary to request access per-
missions for a certain resource that is not acces-
sible and that is a known-unknown, unknown-
known or unknown-unknown to the reader.

Information overload “occurs when the amount of
input to a system exceeds its processing capacity” [30].
In this context, information overload occurs because
the owner is not able to match the large number of his
protected resources with the potentially large number
of interested readers. In that sense, recommender sys-
tems will:

– recommend the owner with suggestions of poten-
tially interested users that are not able to access
the resources;

– recommend the beneficiary, which is overloaded
by the quantity of users that he/she would have
to contact to request access to known-unknown,
unknown-known or unknown-unknown resources.

4. Discussion

This section provides an overview about some of the
problems on which typical Internet users incur as in-
formation consumers or producers.

4.1. User Multiple Identity

User Multiple Identity is a continual problem that
assaults the Internet. Every time a user registers on a
web domain, that person is given a new virtual iden-
tity. This raises conflicts when defining access poli-
cies in a single place for resources hosted on multiple
web domains. As a result, it becomes more difficult to
uniquely identify each person when they use different
virtual identity/credentials for every different web do-
main. This work assumes that every person is uniquely
identified by a URI.

4.2. Cross-Domain Profile Semantic Heterogeneity

In a distributed and decentralised Internet, the def-
inition of social relationships must occur in a stan-
dard format, common to all web domains. Practically
all web domains allow users to register their identi-
fication but do not allow them to share it with other
domains in a standard and automatic way. For exam-
ple, when people change their address, that change is
not automatically perpetuated throughout all the do-
mains where the person has been registered, because

the domains are not linked together. Each person’s so-
cial identity should remain the same independently of
where that person is registered. Moreover, a change in
the social network should have immediate impact on
all web domains and not solely on the one where the
change is registered. This proposal adopts W3C stan-
dards for representing people’s identity, profiles and
social networks that comply with the distributed and
decentralised principles of the Internet.

4.3. Cross-Domain Authentication

In order to achieve a globally and distributed In-
ternet, users must be able to authenticate in any do-
main without relying on specific third-party domains.
For the moment, the most common way for allow-
ing cross-domain authentication is by relying on fed-
erated single-sign-on providers e.g. OpenID-Connect,
googleID, OAuth, Facebook Connect. Contrary to
what happens with federated single-sign-on processes,
the authentication process should occur only between
the web domain and the user, independently of other
authentication mediators. This proposal is based on the
adoption of a non-federated single-sign-on authenti-
cation solution that provides distributed cross-domain
authentication.

4.4. Cross-Domain Authorisation

To enable decentralised control over resources,
users and resources must be uniquely identified by
URIs. While users have that unique identity, through
the adoption of a unique identity, web domains must
be able to provide and expose unique URIs for hosted
resources. In this proposal, access to resources is given
when the requesting user provides proper credentials
and the resource’s author has specified an access policy
that grants that resource access by the requesting user.
Unless stated as public, all resources must undergo an
authorisation process.

4.5. Contextual Information Loss

Users can explicitly or implicitly provide informa-
tion to the system. When they create and maintain their
profile, create their identity or set up their social net-
work, they are explicitly stating information. Never-
theless, based on their actions and behaviours, they are
implicitly allowing systems to capture additional and
meaningful information that can be reused later on.
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When users host resources on a web domain they
are in fact performing an upload action of a resource
to a specific web domain. After the upload action, an
author relationship between resource and person is es-
tablished and implicit knowledge is created. By creat-
ing this knowledge, it is possible to associate resources
with users, something that is typically lost or not ex-
posed in common web domains.

In order to capture such knowledge, action sensors
are introduced in this proposal for recording user ac-
tions and contextual information. These action sen-
sors capture and exploit implicit user actions and be-
haviours in order to provide a better and smoother web
experience without compromising users privacy, be-
cause those annotations are always private unless oth-
erwise stated by the author.

4.6. Expressiveness Problem of the Access Policy
Language

Most web domains offer access policies manage-
ment over hosted resources that are based and con-
strained by an Role Based Access Control (RBAC) ap-
proach where a static definition of groups of users and
resources must be accomplished apriori before these
can be used to define access policies.

The lack of contextual information and knowledge
expressiveness in these access control policies does not
allow dynamic grouping of resources and/or users to
be created based on the resource attributes or user pro-
files. Consequently, this kind of dynamic grouping is
disabled on such environments.

In this proposal a simple, yet more expressive and
semantic policy notation is used. Resource and user
groups become dynamic sets, specified by semantic
rules, that are only determined when enforcing access
policies. For example, resources from different events
can be grouped together by making use of their cre-
ation date and location and people groups can be cre-
ated based on the event’s guest list.

4.7. Expansion Problem of the Access Policy
Language

Resource attributes, annotations and any other kind
of non-proprietary information is disregarded by web
domains if these do not recognise that information or
format. Similarly to what happens in Object Oriented
Programming, the access policy notation used by these
web domains should be open for extension and closed
for modifications as enunciated by the Open/Closed

Principle [31]. This work proposes an expansive ac-
cess policy management system where access policies
are defined in a single place.

4.8. Semantics of the Access Policy Language

Web domains organise information according to in-
ternal and proprietary formats instead of using e.g. on-
tologies to capture the formal semantics and represen-
tation of information.

While some web domains provide simple inference
mechanisms i.e. being able to dynamically populate a
“Family” group by having into consideration manually
established relationship levels between people, those
web domains are not capable of inferring first or sec-
ond degree relatives.

Not being able to address the semantics implied in
family ties, automatically limits the sharing possibili-
ties with those in the “Family” group, because it does
not automatically allow subsets of that group to be
used (e.g. first and second degree relatives). This does
not allow the specification of access policies derived
from existing knowledge. To achieve these fine seman-
tic inference capabilities, the proposal adopts semantic
rules for the specification of access policies.

4.9. Cross-Domain Compliance of the Access Policy
Language

When all the resources related to a particular mat-
ter are hosted on a single web domain, granting access
to those resources is less difficult than when the re-
sources are hosted on different web domains, because
compliance of access policies between all the involved
domains must be accomplished by the author.

Even when sharing options are similar on multiple
web domains, their specification is not interchangeable
in a way that can be exported from one domain to be
used in the other.

Not only are users faced with different access policy
management systems with different users’ identities,
but also the fact that most of these web domains work
with proprietary access control policies. Unless access
is given in a one-to-one user resource rule, permissions
will most probably end up being different in those do-
mains. This proposal focus on adopting a central ac-
cess policy management, that complies with semantic
World Wide Web Consortium (W3C) standards, elimi-
nating the need for duplication or redundancy of access
policies for the same resource in different domains.
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4.10. Cross-Domain Resource Hosting

Given the existing surplus of web applications, peo-
ple should embrace these and use them according to
their specific needs. At the moment, when people up-
load resource bundles, those resources cannot automat-
ically be hosted on different web domains according
to each specific resource type and user’s preferences.
Web domains are not prepared for fully decentralised
resource-hosting based on the resource type, nor do
users have a way to specify in a cross-domain per-
spective where should a particular type of resource be
hosted when creating them.

This work provides a mechanism capable of dis-
tributing content on appropriate web domains, accord-
ing to the specified preferences in user profiles.

4.11. Multiple Renderings of Compound Resources

A compound resource is a first-class resource com-
posed by other first-class resources. A compound re-
source is addressable by a URI and access policies can
be defined for it independently of its inner resources.
Not all users are able to visualise all resources equally,
hence different views of the compound resource must
be rendered according to each specific user’s access
policies.

The proposed approach is based on the fact that each
resource is uniquely addressable and for that, each URI
can have access policies that must always be preserved.
Access policies are always enforced as close as pos-
sible to the resource. This means that for accessing a
compound resource, the compound resource’s hosting
web domain is only responsible for enforcing access
policies for the compound resource. Inner resource’s
hosting web domains are responsible for enforcing ac-
cess policies for those resources.

4.12. Known-Unknown Situation

Firstly due to existing access policies and secondly
due to privacy constraints, cross-domain indexing and
search engines are only capable of retrieving publicly
accessible resources.

Today’s web domains and recommendation engines
are still not capable of allowing this kind of index-
ing and awareness about private or protected resources.
This proposal uses a recommendation engine that,
given a domain knowledge and sufficient rules, is capa-
ble of analysing resources contextual information and
recommend user’s access policies to those resources,
while preserving user privacy.

4.13. Unknown-Unknown Situation

Sometimes users that do not share common inter-
ests, or similar tastes or belong together in any social
network can be related by a thin line that puts them in
the cluster of others. For example, by comparing pho-
tographs’ annotations that provide location and time
they were taken with information from other user’s
physical performance record from jogging (that disclo-
sures that person’s location at a precise time), it is pos-
sible to frame both users in the same space ant time
window.

This proposal uses knowledge and rules that can
be expanded and enhanced by users in order to
facilitate this kind of reasoning and discovery of
unknown-unknown resources. As a result, if the meta-
information is correctly represented according to for-
mal specifications, the recommendation system can
propose the recommendation of access policies to re-
sources on the same space and time window.

4.14. Insecure Sharing

When people host resources on a web domain and
wish to share them with others, typical web domains
demand that the users who were given access to re-
sources must be registered on that domain so that they
have a domain user identity in order to specify ac-
cess policies. Nevertheless, not every person wishes to
be registered in every existing domain from which re-
sources can be shared.

To overcome this matter, most existing web domains
offer a mechanism for allowing unregistered users to
gain access to those resources. The sharing process is
achieved through an insecure method, which assigns
the resource a completely random, and very hard to de-
cipher URI that is sent to unregistered users. Some of
these sharing methods allow a password to be defined
that should be sent to the user along with the URI for
the shared resource.

This proposal states that access to resources must al-
ways be achieved by means of access policy definition
that do not require such kind of insecure sharing in or-
der to overcome the problem of unregistered users.

5. Proposed Architecture

This section describes the architectural model for a
system capable of accomplishing the envisaged goal of



12 The Yin and Yang of Privacy and Recommendation

Web Domain

Policy
Enforcement

Point

Policy
Information

Point

Identification
Provider

Point

Policy
Decision

Point

Policy
Administration

Point

Policy
Recommendation

Point

User Resource Author

Manage 
Access
Policies

Maintain
User Profile

Get
Identity/Credentials

Access or 
Publish 

Resources

Request: 
Authentication;
Authorisation

Get
Resource 

Get: User; Resource
Store: Provenance;

Traceability;
Content

Get
Extra

Information

Get
Access
Policies

Get
Recommendations

Get:
Users; Resources;

Traceability; 
Provenance

Retrieve/Store:
Access Policies

Evaluate
Authorisation

Request

Request
Authentication
(Relying Party)

HTTP Client

Get/Set: User Profile 
Get Extra Information

Fig. 5. Proposed Architecture

the work, by solving the enunciated and systematised
problems.

The decentralised structure is capable of provid-
ing authentication, authorisation, access control man-
agement and recommendation based on resources,
users, provenance and traceability information in a dis-
tributed and decentralised system, by promoting the
usage of action sensors, metadata generators and se-
mantic rules.

It provides the cornerstone into creating a system
capable of providing recommendations of private re-
sources to other users without compromising user’s
privacy. This consists on the anonymisation of users
and resource annotations, where a recommender sys-
tem is only capable of generating similarities between

anonymised annotations and users alias that masker the
real user identity.

This architecture is based on the typical access con-
trol architecture described in section 3.1 but it is novel
in respect to the following aspects:

– despite most of the components maintaining the
same names as in typical architectures, their re-
sponsibilities and features are enhanced to ad-
dress the defined requirements;

– it adds a Policy Recommendation Point (PRP)
that is responsible for the recommendation of ac-
cess policies;

– it boosts these components by replacing legacy
and traditional non-standard formats and proce-
dures with new data representation by using se-
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mantic web standards, capable of a better and ex-
plicit knowledge and information description.

In particular, managed and exploited information is
a cornerstone of this work, namely:

Resources Represent anything in the world that can
be referred (either physical or virtual). The pro-
posed architecture considers and exploits the re-
sources’ unequivocal identity, information con-
tent, meta-information, provenance and traceabil-
ity information.

Users Are a special kind of resource representing a
human or artificial agent in the system. The pro-
posed architecture considers and exploits users’
related resources such as identity, profiles, prefer-
ences, social relationships, generated actions and
contents.

As described previously in the reference architec-
ture, an application that provides AAA is typically
composed by the following components (i.e. Identi-
fication Provider Point (IDP), PEP, PIP, PDP, PAP).
With the inclusion of the PRP, the architecture com-
ponents displayed on Figure 5) have the following re-
sponsibilities and features.

5.1. Identification Provider Point

The IDP provides users with a new virtual identity
and appropriate credentials. This component replaces
the IdP mentioned in the reference architecture, be-
cause more features have been added and the name did
not comply with the other components. The following
features are enhanced or added:

– allows identity generation and credentials for
users;

– allows managing each user’s internal and social
identity in the virtual world;

– provides an authentication relying party service
that allows legacy domains that do not pro-
vide Friend Of A Friend + Secure Socket Layer
(FOAF+SSL) authentication to validate the users
credentials.

5.2. Policy Enforcement Point

The PEP enforces user’s authentication and guaran-
tees controlled and authorised access to resources. The
following features are enhanced or added:

– typical basic authentication methods are replaced
by FOAF+SSL distributed cross-domain authen-
tication.

– enforcement is no longer achieved by using local
access policies, but instead it is replaced by a dis-
tributed and decentralised method which does not
rely on local access policies;

– action sensors capture user generated actions and
content.

5.3. Policy Decision Point

The PDP evaluates access policies in order to decide
if a user should or not be given access to a resource.
The following features are added or changed:

– replaces traditional role or attribute based autho-
risation mechanisms by an authorisation mecha-
nisms capable of handling semantic, declarative
and expressive access policy languages;

– provides decentralised access policies evaluation
that are used in a cross-domain perspective;

– obtains, if necessary, semantic information from
the PIP for evaluating a particular access policy;

– offers reasoning capabilities over more expressive
access policy rules that exploit the system’s se-
mantics.

5.4. Policy Information Point

The PIP manages the information needed for the au-
thentication, authorisation and recommendation pro-
cesses. Responsibilities formerly provided by the Pol-
icy Retrieval Point are now assigned to this compo-
nent. The following features are added or enhanced:

– management of information related to:

∗ resources’ content, including their type, at-
tributes/properties and preferred hosting do-
main;

∗ provenance and traceability information over
user generated actions and content;

– generating and publishing information according
to an explicit and public semantic specification
(i.e. ontology).

– a proxy anonymity service is implemented be-
tween the PRP and the PIP. This service ensures
that private resources’ annotations are authored
using an anonymous alias.

5.5. Policy Administration Point

The PAP enables users to manage access policies
over existing resources. The following features are
added or enhanced:
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– access policies are specified by rules instead of di-
rectly assigning user to resources or placing users
in particular roles;

– proprietary access policies over resources im-
posed by closed domains are replaced by far more
flexible and expressive rules that capture the ra-
tionale behind a particular access policy beyond
current approaches;

– provides and promotes the means to create access
policies not only based on user attributes and re-
lationships, but also on resource attributes;

– provides and promotes the means to define more
complex access policies through semantic rea-
soning over contextual information and meta-
information.

5.6. Policy Recommendation Point

The PRP is a novelty in AAA systems, enabling the
recommendation of access policies to be applied to
users and resources. These are some of the envisaged
responsibilities and features:

– recommend access policies by combining col-
laborative, social content and semantic filtering
methods, thus recommending known-unknown
and unknown-unknown resources to users;

– allow customising the recommendation process,
namely the weights for each filtering method;

– when working with private or protected resources,
the recommendation point can only access those
resources annotations, but does not know to
which user they belong.

In summary, the authentication process adopts a
FOAF+SSL-based approach that enables user authen-
tication in different domains (i.e. distributed), in a way
such that the information and responsibilities are not
centralised in a single entity, but instead it is the re-
sponsibility of multiple entities to perform the authen-
tication between the web domain and the user, with-
out the interference of any third-party authentication
or certifying domain.

The access policy definition language is a W3C rec-
ommendation – a declarative and expressive rule lan-
guage – whose rules are managed and exploited by
components in a distributed and decentralised manner.

An association between resources and authors is re-
quired. Research on this subject has been carried out
in the context of provenance information and the cre-
ation of resource traceability annotations. This process
consists on generating meta-information for users’

generated content and actions, by capturing, creating
and representing that meta-information in the form of
traceability or provenance semantic annotations.

Action sensors detect and capture different user
interactions with the system and common actions
like reading, uploading, scrolling, downloading, etc.
are captured, providing contextual information about
users’ performed actions.

Contrary to typical approaches where user actions
are only kept in local and proprietary repositories, this
approach enables user-actions information to be cap-
tured on multiple domains and accessible in a standard
format.

Provenance and traceability annotations adhere to
the semantics specified by specifically developed and
adopted ontologies, providing more expressivity to
such annotations and the ability to be used in access
policies’ definition and evaluation.

Contrary to different options, presented by differ-
ent web domains that only allow restrictive and propri-
etary access policies (e.g. Google, Facebook), this ap-
proach uses a declarative language for describing ac-
cess policies that allows users to define access policies
that comply with more complex sharing scenarios.

The expressivity of the adopted access policy lan-
guage allows the definition of access policies by us-
ing rules that consider the user’s actions, preferences
and context, and the resource’s context and meta-
information, providing dynamic grouping of resources
and users, instead of having statically-defined or role-
based access policies for each resource.

By using a declarative and expressive semantic rule
language for describing access policies, it is possible
for users to capture the rationale for sharing a resource.
Access policies defined through rules apply to different
resources even if hosted in different domains, reducing
policy re-definition efforts on multiple domains.

The social relationships between individuals contain
the missing link concerning the subjectivity and so-
cial dimension in information management and recom-
mendation systems.

Such relationships can be exploited by classifying
and entrusting the information returned by a service.
In fact, recommended access is accomplished by the
combination of ontologies, social network analysis and
user profiles. Therefore, acting together, knowledge
engineering and social network analysis facilitate ac-
cess to:

– semantically contextualised knowledge, because
it considers the semantics of both the user request
and the requested resource;
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Fig. 6. Source Datasets

– socially contextualised knowledge, because the
system considers the information resulting from
the actions of other users, contributing to the cre-
ation of context and recommendation of appropri-
ate resources.

6. Experiments

The experiments aim was to prove that even when
using using a large dataset of information, semantic in-
formation would improve existing algorithms. For that,
a large set of information and a recommender system
are used.

In these experiments, the recommendation engine
only has access to the resource identifier and its anno-
tations, thus respecting the user privacy.

The recommender engine features a hybrid mecha-
nism that makes use of collaborative, content and se-
mantic filtering techniques. Yet, these features are not
natively supported by mainstream recommender sys-
tems.

Mahout recommender engine is a framework that
provides advanced expansion features and makes use
of collaborative filtering but it does not provide con-
tent or semantic filtering techniques, as these must use
domain-specific approaches [32]. In order to provide
this support for content and semantic filtering tech-
niques, Mahout’s recommendation process was modi-
fied to enable the aggregation of similarities between
items and between users, together with Mahout’s sim-
ilarities generation.

Conducting the evaluation in a real world would
be time-consuming and would hence face cold-start
problems typically associated with collaborative filter-
ing techniques. For these reasons, it was decided that

the system should be evaluated according to an exist-
ing dataset. Several datasets used on the Second Inter-
national Workshop on Information Heterogeneity and
Fusion in Recommender Systems (Hetrec’2011), were
analysed in order to prove their appropriateness for the
desired experiments. After a careful inspection of the
content of the LastFM dataset it was clear that it would
provide more useful information than the one in the
Delicious Dataset or MovieLens, thus promoting the
content and semantic filtering. For this reason, LastFM
was the chosen dataset for the experiments as it suits
the evaluation needs, considering a carefully planned
interpretation and mapping to the ontology used by the
system.

Figure 6 depicts the entities and associations from
LastFM dataset, which is further enhanced with data
from the Freebase and Music Brainz datasets.

Due to the lack of integration and explicit seman-
tics of the source datasets, it was necessary to derive
and integrate the implicit semantics from the existing
datasets into a domain ontology. The mapping stage
is responsible for converting the source datasets into
a domain ontology. This mapping process can be de-
picted in Figure 7. The dotted lines represent mappings
from the source datasets to the domain ontology.

Each lastfm:User individual or instance gives ori-
gin to a domain:User individual. Listen and Tag ac-
tions are combined into the general domain’s Action.
Each LastFM Musical Artist individually originates a
domain’s Musical Artist.

The original lastfm:Tag individuals are interpreted
as domain Musical Genres’ individuals. This is the re-
sult of users’ manual tagging of each Musical Artist.
Yet, while these users’ actions complement the Mu-
sical Artists with associations to Musical Genres, the
original LastFM dataset does not provide information
about each Musical Artist and their related Musical
Genres. In order to simulate the generation of seman-
tic information, when user generated content is cap-
tured, an enrichment process is performed for provid-
ing an association between domain:MusicalArtist and
domain:MusicalGenre.

Domain’s Musical Genre individuals are obtained
by the union of any Freebase Musical Genre:

– whose description matches LastFM’s Tag’s value
by using a reconcile process. In the end of this
process, 4698 of the initial 11946 tags were cor-
rectly reconciled to their semantic equivalent do-
main Musical Genre;
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– that are tagged against the Musical Artist. Free-
base’s and LastFM’s Musical Artist are not di-
rectly associated. Nevertheless, when a Music
Brainz Musical Artist is the same for both Free-
base and LastFM, one may conclude they are the
same.

A transitive property “hasSubGenre” is added to the
domain ontology to relate sub-genres. This “hasSub-
Genre” relation provides the necessary information for
the semantic filtering method.

The specific domain ontology is translated to a
generic ontology that is used by the system. The map-
ping between both ontologies is depicted in Figure 8.

Mahout’s recommendation process recognises users,
items, and similarities between users or between items,
user actions and their weights but does not recognise
or handle ontologies. A mapping between the system’s
ontology and Mahout’s recommender model is neces-
sary to convert the system’s ontology data into a for-
mat that the recommendation engine can use (cf. Fig-
ure 9). The following concepts are obtained form this
mapping:

User Derived from the foaf:Person concept. Each
“foaf:Person” from the system’s ontology is mapped
to “rec:User” in the recommendation dataset.
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Fig. 8. Domain Ontology to System Ontology Mapping.

Item Derived from the “prv:DataItem concept”. Each
“prv:DataItem” is mapped from the system’s on-
tology to the “rec:Item” concept in the recom-
mendation dataset.

Actions Derived from the “provo:Activity” concept.
Each “provo:Activity” from the system’s ontol-
ogy is mapped into a rec:Action in Mahout’s.
For each mapped activity, respective relationships
with the user (“performedBy” property) and items
(“over” property) are created.

User/User Similarities Derived from the “foaf:knows”
property. Each “foaf:knows” property originates
a “rec:UserSimilarity” individual.

Item/Item Similarities Derived from the “isSimi-
larTo” property. This similarity set is the outcome
of the semantic filtering approach.

The weight of each user action, item similarity and
user similarity is obtained by the number of repetitions
that occur during the mapping process. The resulting
dataset represents the input data for the recommender
system.

7. Evaluation

This section describes each configuration’s experi-
ment and respective results. Experiments are charac-
terised according to the following dimensions:

– the recommendation dataset;
– the process of generating the training model and

relevant items;
– the process of generating and aggregating simi-

larities;
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– the recommendation engine configurations (e.g.
AT).

Each experiment has its own configuration of these
dimensions. The experiments were conducted for a top
AT of 25, 50 and 150. Each configuration evaluation
consists in the calculation of average precision, recall
and f1.

A baseline configurations is created using Mahout’s
algorithms without injecting any extra similarities in
the process, e.g. depicted in Table 1 as configuration
C1. Other experiments results are compared to those
of this initial baseline.

The configurations derived from C1 baseline con-
figuration are configured with an item-based boolean
recommender that uses the Log-Likelihood Similari-
ties [32] algorithm as shown in Table 1.

By using the baseline recommender configuration
solely with semantic similarities (i.e. C105), precision
and recall values drop when compared to the baseline
(i.e. C1). Yet, when aggregating both the recommender
system similarities and the semantic similarities, us-
ing an approach without averaging both similarity sets
weights (i.e. C104), it produces better results: preci-
sion is about six per cent higher, recall around twenty-
nine per cent and f1 about ten per cent higher than the
baseline or C109 and C110 which are both obtained
by the normalised value average between both of the
similarity sets used.

Looking at recall and precision values, it is possi-
ble to notice that using a semantic algorithm that only

provides similarities between resources’ annotations is
enough to allow recommender engines to provide a
widen range of recommendations for users, that are
considered useful.

Based on these results, for the given dataset, it is
possible to conclude that an item-based boolean rec-
ommendation enriched with semantic similarities is
better then the compared baseline configuration.

8. Conclusions and Future Work

Despite substantially different from other reference
architectures and frameworks, this work demonstrates
that it is possible to achieve a balance between privacy
and information recommendation, with minimal trade-
off between both.

While the work presented by the authors in [15]
is browser-dependent, forcing users to install tabula-
tor [16] or its plug-in on the Firefox browser, the
proposed architecture realises authorisation over re-
sources with just a technological enhancement on each
HyperText Transfer Protocol (HTTP) web server. This
is achieved by implementing special modules on web
servers, which do not require special client applica-
tions. The system mentioned in [15] has a nucleus that
is responsible for acting as a proxy and maintaining all
the data and URIs to resources, while the proposed ar-
chitecture approach makes use of distributed reposito-
ries to create associations between resources and au-
thors, not requiring a central proxy hub for accessing
files.

TAAC had a particular feature that logged user ac-
cess to resources. Such feature becomes quite useful
when analysing and providing context for resources.
In comparison, the proposed architecture widens that
vision by also providing means for creating traceabil-
ity and provenance information for each user action,
maintaining an association between every available re-
source and its author.

When users adopt a content consumer role, the sys-
tem envisaged in the proposed architecture is capable
of automatically and implicitly capture the users’ ac-
tions. When users adopt a content producer role, be-
sides capturing the user’s actions, the system allows
users to manage their resources’ access policies in a
cross-domain perspective.

Without any sort of information about resources,
recommendation processes would have nothing to data
handle and perform their task. When managing their
resources, authors are enquired about which resource
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Table 1
Experiments Configurations and Results
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C1 L - I B - - - - 150 0,0193 0,6677 0,0376
C104 L S I B S UN - - 25 +0,0605 +0,2874 +0,1005

C104 L S I B S UN - - 50 +0,0143 +0,1988 +0,0266

C104 L S I B S UN - - 150 +0,0054 +0,1496 +0,0103

C105 - S I B - - - - 25 -0,0018 -0,0427 -0,0045

C105 - S I B - - - - 50 -0,0078 -0,1516 -0,0149
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annotations they intend to make public in order for
search and recommender engines to work. This only
happens for private and protected resources where
anonymity is to be preserved. Such annotations are be-
forehand approved by the resource author. Without the
resource author’s approval, annotations are not pub-
lished.

Considering privacy and the recommendation pro-
cess, on one hand there is the Yang of the architecture
– related to privacy – where resources are kept private
and anonymous until their author is requested to dis-
closure them. Even then, author may opt for not dis-
closing resources.

On the other hand, the Yin of the architecture – re-
lated to recommendation – where recommendation en-
gines only use resources’ URI and anonymous anno-
tations generated from the initial resources to drive
the recommendation process for retrieving related re-
sources.

This system has been fully tested on a closed en-
vironment web server. The analysed results show that
when using semantic rules in the recommendation pro-
cess, there is an increase in the number of results pro-
posed to the final user as well as in precision and recall
results.

As future work, research on how to deploy this ar-
chitecture to a client side infrastructure will be carried
on. This will also allow supporting mobile platforms
and provide a wider adoption by users.
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