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Abstract. DBpedia is at the core of the Linked Open Data Cloud and widely used in research and applications. However, it is far
from being perfect. Its content suffers from many flaws, as a result of factual errors inherited from Wikipedia or glitches of the
DBpedia Information Extraction Framework. In this work we focus on one class of such problems, un-typed entities. We propose
an approach to categorize DBpedia entities according to the DBpedia ontology using human computation and paid microtasks.
We analyzed the main dimensions of the crowdsourcing exercise in depth in order to come up with suggestions for workflow
design and to understand their implications in terms of accuracy and cost. We studied three different workflows: an iterative one
based on freetext suggestions assessed by the crowd; one that uses an automatic entity typing tool to shortlist ontology classes;
and a third one in which the user is asked to explore the DBpedia class hierarchy. To test our approach we run experiments on
CrowdFlower using three datasets of 120 entities each, containing classified and previously unclassified entities, and compare the
answers of the crowd with gold standards. Our study showed that each workflow has its merit. The freetext-based design tends to
be more expensive, but leads to accurate and very detailed results, which enhance the existing ontology. Using a shortlist allows
one to complete the task fast and at comparatively lower costs, while further improving the accuracy of the related algorithm.
If time is less of an issue, allowing crowd workers to explore the class hierarchy seems to be a great way to achieve highly
precise classifications. However, none of them seems to perform exceptionally well on entities that the DBpedia Extraction
Framework fails to classify. We discuss these findings and their potential implications for the design of effective crowdsourced
entity classification in DBpedia and beyond.
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1. Introduction

DBpedia is a community project, in which struc-
tured information from Wikipedia is published as
Linked Open Data (LOD) [17]. The resulting dataset
consists of an ontological schema and a large number
of entities covering, by virtue of its origins, a wide
range of topics and domains. With links to many other
sources in the LOD Cloud, it acts as a central hub for
the development of many algorithms and applications
in academia and industry. Still, no matter how popu-
lar, DBpedia is far from being perfect. Its many flaws
have been subject to extensive studies and inspired re-

searchers to design tools and methodologies to system-
atically assess and improve its quality [1,15,38].

In this paper we focus on a particular class of er-
rors, un-typed entities. According to the latest statis-
tics [5], the English DBpedia (version 3.9) contains
4.58 million things, but only 4.22 million among them
are classified according to the DBpedia ontology. This
is due to several factors, including glitches in the ex-
traction process, but also incomplete or incorrect map-
pings from Wikipedia infoboxes to the DBpedia ontol-
ogy [14], and any attempt to fix the problem will most
likely require human intervention [30].

DBpedia relies on a community of volunteers and a
wiki to define and maintain a collection of mappings
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in different languages.1 However, this is a process that
is primarily designed for domain experts; it requires
a relatively high degree of familiarity with knowledge
engineering and the intricacies of both Wikipedia and
DBpedia, and assumes participation is primarily intrin-
sically motivated. While this self-organizing commu-
nity approach works well, it is also acknowledged to
be rather slow and challenging to manage; a substan-
tial share of mappings is still missing [14]. Other forms
of crowdsourcing could be used to improve on these
aspects, most importantly paid microtasks.

Paid microtask crowdsourcing use services such as
Amazon’s Mechanical Turk2 or CrowdFlower3 to un-
dertake work as a series of small tasks that together
comprise a large unified project to which many peo-
ple contribute. It is typically applied to repetitive ac-
tivities that lend themselves to parallelization and do
not require specific expertise beyond the most com-
mon human knowledge and cognitive skills: a paid mi-
crotasks project is broken down into many units that
are self-contained and executed independently by dif-
ferent people for a fee in the range of several cents to a
dollar. The approach has already been used in different
areas related to Linked Data and semantic technolo-
gies [1,4,8,9,22,25]. In particular, [1,8,38] have shown
that it can achieve reasonable accuracy in quality re-
pair and entity typing tasks compared to expert crowds
at a faster turnaround.

This work builds on these promising prospects. We
analyzed the main dimensions of the crowdsourcing
exercise in depth in order to come up with suggestions
for workflow design, which are grounded in existing
literature in cognitive psychology, and to understand
their implications in terms of accuracy and cost. We
studied three alternative workflows: an iterative one
based on freetext suggestions assessed by the crowd;
one that uses an automatic entity typing tool to short-
list ontology classes; and a third one in which the user
is asked to explore the DBpedia class hierarchy. To test
our approach we run experiments on CrowdFlower us-
ing three datasets of 120 entities each, containing clas-
sified and previously unclassified entities, and compare
the answers of the crowd with gold standards.

Our study showed that each workflow has its merit.
The freetext-based design tends to be more expensive,
but leads to accurate and very detailed results, which
enhance the existing ontology. Using a shortlist al-

1http://mappings.dbpedia.org/index.php
2https://www.mturk.com/mturk/welcome
3http://www.crowdflower.com/

lows one to complete the task fast and at comparatively
lower costs, while further improving the accuracy of
the related algorithm. If time is less of an issue, allow-
ing crowd workers to explore the class hierarchy seems
to be a great way to achieve highly precise classifica-
tions. However, none of them seems to perform excep-
tionally well on entities that the DBpedia Extraction
Framework fails to classify. We discuss these findings
and their potential implications for the design of effec-
tive crowdsourced entity classification in DBpedia and
beyond.

Combining entity types from the DBpedia ontol-
ogy with freetext suggestions would offer the right
mix between process efficiency (in terms of time and
costs) and rich information capturing diverse points
of views and counterbalancing potential flaws in the
DBpedia ontology and existing entity typing technolo-
gies. However, our experiments also call for a thor-
ough study of the around 300 thousands of entities that
a sophisticated automatic extraction framework paired
with manually defined mappings fail.

The rest of this paper is structured as follows: we
start with an analysis of the state of the art in Section
2. In Section 3 we elaborate on the main challenges of
the task we aim to crowdsource, explain how they are
addressed by the three workflows mentioned earlier,
and present the implementation of these workflows as
microtasks. Section 4 is dedicated to the design of our
experiments, while Section 4.2 discusses the evalua-
tion results and their implications for applying human
computation and microtasks to similar scenarios. We
conclude with a summary of our findings and plans for
future work in Section 6.

2. Related work

In recent years, researchers have successfully ap-
plied human computation and crowdsourcing to a va-
riety of scenarios which use Linked Data and semantic
technologies. For the purpose of this paper we take a
closer look at two classes of approaches, games with
a purpose (GWAP) and paid microtasks. Both have
many things in common in terms of workflow and in-
terface design, as well as quality assurance, and have
been applied to tasks that are similar to ours.

2.1. Games with a purpose

The Semantic Web community has developed sev-
eral games to lower the barrier of entry in conceptual

http://mappings.dbpedia.org/index.php
https://www.mturk.com/mturk/welcome
http://www.crowdflower.com/
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modeling, ontology population, data interlinking, and
semantic annotation [20,28,29,34,35,36]. These ef-
forts offer great insights into the feasibility of a human
computation approach to Semantic Web-related tasks.
Siorpaes and Hepp were the first to bring GWAPs to
ontology engineering through their OntoGame frame-
work, including games such as OntoPronto [28], in
which topics described in Wikipedia articles are clas-
sified according to PROTON, an upper-level ontology;
SeaFish [35], which produces clusters of similar im-
ages; or SpotTheLink [34], which gamifies ontology
alignment. Most games proposed in OntoGame are de-
signed as multi-players games: users play against or
with each other and achieve points only if their results
coincide. Other researchers have taken up on the idea
and developed their own games for other purposes. For
instance, GuessWhat [20] takes seed concepts from
Linked Data exploiting matching URIs in DBpedia,
Freebase, and OpenCyc, and collects superclass and
property information. It then generates class expres-
sions and asks players to guess the described concepts,
which in turn helps to build a new ontology. FreeAs-
sociation and Categodzilla/Categorilla [36] apply the
GWAP paradigm to semantic annotation scenarios, us-
ing different incentives to influence user behavior. In
FreeAssociation, players are expected to give answers
that are not contained in a ’taboo’ list, a mechanism
by which the game designer enhances the usefulness
of the collected annotations. In Categorilla, answers
have to fit to a category and begin with a given letter -
this allows the designer to order the questions into dif-
ferent difficulty levels. Categodzilla relaxes the rules
set in Categorilla, asking players to answer questions
in three boxes: one using freetext; a second one for
words starting with an ’easy’ letter; and finally a third
one for the ’hard’ letters that are less frequently used.
There is clear empirical evidence that such variations
in task description impact data quality [36], motivating
our search for alternative workflows for the DBpedia
entity typing.

2.2. Paid microtasks

The use of paid microtask platforms to add crowd
and human computing capabilities to Semantic Web
algorithms is equally accepted.

In ontology engineering, the InPhO (Indiana Philos-
ophy Ontology) project [9] used a hybrid approach to
dynamically build a concept hierarchy by collecting
user feedback on concept relationships from Mechan-
ical Turk and automatically incorporating the feed-

back into the ontology. Mortensen et al. [22] did some-
thing similar to verify relationships in biomedical on-
tologies. Sarasua et al. [25] introduced and evalu-
ated the Crowdmap model to convert ontology align-
ment task into microtasks. [23] reported on a micro-
task experiment that uses microtask workers as ontol-
ogy evaluators. For semantic annotations, one of most
cited works is [32], which elaborates on the quality of
crowd-generated labels in natural language processing
tasks, comparing it to expert-driven training and gold
standard data. Closer to our task, ZenCrowd [8] ex-
plored the combination of probabilistic reasoning and
crowdsourcing to improve the quality of entity link-
ing. They extracted the entity name, some contextual
information, and candidate links from the LOD cloud
and published them as microtasks to be assessed by
the crowd. Their findings showed significant improve-
ments in precision compared to state of the art technol-
ogy. Finally, Dbpedia was subject to a series of micro-
task experiments in [1], which proposed a methodol-
ogy to assess Linked Data quality and a workflow by
which parts of this methodology could be executed as a
combination of a contest targeting Linked Data experts
[38] and CrowdFlower microtasks.

This literature was used as foundational reference
for the design of the microtask workflows introduced
in this paper, including aspects such as instructions,
user interfaces, task configuration, validation, and ag-
gregation of results. The main novelty of our work lies
not so much in our effort to run entity typing micro-
tasks on CrowdFlower, but in the systematic study of
a set of alternative workflows. We believe such a anal-
ysis would be beneficial for a much wider array of
Semantic Web and Linked Data scenarios in order to
truly understand the complexity of the overall design
space. This would also allow us to define more differ-
entiated best practices for the use of crowdsourcing in
real-world projects, which are likely to have other bud-
getary constraints than the one-off experiments usually
found in the literature.

3. Approach

3.1. Overview

Two of the most important factors that play into the
success of a microtask approach to DBpedia entity typ-
ing are accuracy and costs. Accuracy refers to the abil-
ity of crowd contributors to submit answers that are
useful, either in direct or aggregated form. Costs cover
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the effort a requester needs to invest to generate the
microtasks and process crowd inputs, as well as the fi-
nancial rewards for the accepted work.

We distinguish between two types of microtasks
based on their input: (W1) those that use as input
only the entity to be classified; and (W2) those that
also offer a list of classes to choose from. In both
cases, the assumption is that the requester will gener-
ate human-readable descriptions of those entities and
the related classes, be that simple labels or more com-
plex summaries extracted, for instance, from DBpedia
or Wikipedia.

Either way, the effort to generate the first type of
tasks is comparatively lower, as there is no need to
compute a list of potential candidates. However, this
is compensated by overhead in post-processing. In the
first instance (W1), the requester needs a means to ag-
gregate freetext inputs into meaningful class sugges-
tions, while in the second (W2) the answer domain is
well-defined. Crowdsourcing literature recommends to
use iterative tasks to deal with W1 scenarios: in a first
step the crowd is generating suggestions, while in the
second it is asked to vote on the most promising ones
[6,7,19].

For the W2 variant, the next question that arises is
how to generate this shortlist. (W2.1) Automatic tools
addressing the same task (such as GATE,4 NLTK,5

Standford NLP,6, Alchemy API,7 and Open Calais8)
are a natural choice; however, they impose clear
bounds on the accuracy of the crowd experiments, as
the crowd cannot validate any answers that the tool
mistakenly ignored (recall) and can be only as precise
as the task input allows (precision). The choice of an
appropriate threshold is also subject of debate in re-
lated literature [26,27]. There is also the option (W2.2)
to show the crowd all possible choices in a finite do-
main - in our case all classes of the DBpedia ontol-
ogy. The challenge then is to find a meaningful way to
explore these choices, as we will discuss later on.

3.2. Workflows

For the purpose of this study we considered three
types of workflows, following the preliminary consid-
erations presented so far.

4https://gate.ac.uk/
5http://www.nltk.org/
6http://nlp.stanford.edu/software/
7http://www.alchemyapi.com/
8http://www.opencalais.com/

– (W1) Freetext: allow for unconstrained input
from the crowd to classify an entity. Iterate to
identify the most promising suggestion.

– (W2.1) Shortlist: use an entity typing tool to gen-
erate candidates, then ask the crowd to choose
from a shortlist.

– (W2.2) Exploratory hierarchy: ask the crowd to
browse through the DBpedia ontology and choose
the best candidate at a certain level in the class
hierarchy.

In the remainder of this section we explain the work-
flows in more detail and their translation into micro-
tasks.

3.2.1. W1: Freetext
The main advantages of this workflow are its sim-

plicity and freedom of choice. Classification is one
of the most common human cognitive skills and the
crowd is not constrained by any unnecessary biases. In
addition, restrictions on category input can sometimes
increase the difficulty of the task [36] and hence im-
pact the overall accuracy.

The outcome depends on how many times the ques-
tions are asked and how the answers are aggregated.
The more answers are collected, the more reliable
the classification [18]. Top aggregated answers can be
voted by the crowd in a second step to identify the most
suitable candidate [19].

3.2.2. W2: Choosing class candidates
While this is indeed one of our most common skills,

cognitive psychology established that people have
troubles with too much choice in classification. This
means both too many classes to consider [13,27] and
too many relevant criteria to decide whether an item
belongs to a class or not [2,11].

Miller’s research suggests that in terms of the capac-
ity limit for people to process information, 7 (plus or
minus 2) is a suitable benchmark [21]. For our work-
flows we hence would ideally use between 5 and 10
classes to choose from. This is mostly a given in the
W2.1 condition, as the confidence of automatic entity
typing algorithms decreases rapidly and the top 10 are
likely to be representative. However, in the W2.2 con-
dition we start from the DBpedia ontology, which has
over 600 classes to choose from.9 The problem persists
even when browsing the ontology level by level, as
some classes have many tens of subclasses (e.g., there

9http://mappings.dbpedia.org/server/
ontology/classes/

https://gate.ac.uk/
http://www.nltk.org/
http://nlp.stanford.edu/software/
http://www.alchemyapi.com/
http://www.opencalais.com/
http://mappings.dbpedia.org/server/ontology/classes/
http://mappings.dbpedia.org/server/ontology/classes/
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are 30 different forms of organizations and 45 specific
types of athletes). In our experiments we look into this
issue and try out microtasks that display both the full
set of choices and a subset with 10 items or less.

Furthermore, theory teaches us that the classes we
pick depend on our level of expertise and on the situ-
ation. Rosch et al. proved in experiments that experts
and newbies make very different classification deci-
sions - people with little insight into a domain tend to
feel comfortable with categories that are neither too
abstract, not too specific, whereas experts are much
more nuanced [24]. The same effect was observed by
[33] or in games with a purpose [37]. Van Ahn et
al. noted that ESP game players adapted their clas-
sification behavior to maximize returns. As the game
was played in pairs, the best strategy for each anno-
tator was to minimize the risk of suggesting a class
label that their opponent would not and hence loos-
ing points. People tended to propose classes that were
less mainstream. As we are working with microtask
platforms, we have to assume that the behavior of the
crowd contributors will resemble newbies in the Rosch
et al. experiments and casual gamers who interacted
with GWAPs.

For our exploratory workflow W2.2 this means that
our aim cannot be to identify the most specific class
in the DBpedia ontology, which matches the input en-
tity. Rosch et al. [24] define a so-called ’basic level of
abstraction’ as the level at which the most distinguish-
able features to differentiate an item from another ap-
ply. This is the level non-experts tend to select most
often. In DBpedia this corresponds, in our opinion, to
the third level of the ontology. Table 1 gives examples
of DBpedia classes up to this level. We believe reduc-
ing the selection of classes to this level of the ontology
is a fair compromise between the relevance of the sug-
gestions and the feasibility of the tasks by microtask
workers. Our experiments seem to confirm this con-
juncture, as we will see in Section 5. A second, more
practical reason to draw the line after the 3rd level in
the class hierarchy was that all entity typing tools we
considered focus on those classes (e.g., Person, Organ-
isation etc.).

3.3. From workflows to microtasks

For each workflow we first queried the DBpedia
endpoint via SPARQL to obtain the name, description,
and link to Wikipedia of each entity. We then imple-
mented the workflow as microtasks, created the gold
standard if needed (see Section 4), set the required

Root (1st level) 2nd level2 3rd level
Thing Activity Game

Sport

Agent Deity

Employer

Family

Organisation

Person
Table 1

Examples of categories at the first three levels in the DBpedia
ontology

CrowdFlower parameters, launched the jobs, and mon-
itored their progress.

3.3.1. W1 microtasks
The idea here is that when the same freetext ques-

tion is asked enough times, the most common basic
categories (in the sense of Rosch et al. [24]) will be
suggested. The answers could be further constrained
to expedite convergence through instructions, by ask-
ing for specific lexical forms (e.g., singular nouns) and
spelling. To identify the most probable class we pub-
lished a second set of microtasks, which took the top
answers (top 3 in our case) and asks the crowd to cast
their preferences. Figures 1 and 2 depict the graphical
user interfaces.

3.3.2. W2.1 microtasks
To generate a shortlist we considered two options:

one which uses Open Calais and nothing else; and a
second one which starts with the Alchemy API and
then maps the results to classes at the 2nd or 3rd level
in the DBpedia ontology, following the same line of
reasoning as for the W2.2 workflow introduced in Sec-
tion 3.1. The script and mapping files are available on
GitHub.10.

We looked at two different entity typing tools for
two reasons. First, we were interested in getting an
overview of the state of the art in this area. Second, as
our ultimate aim is to be able to engineer systems that
combine such tools with crowd computing services,
we wanted to understand whether the results they de-
liver could be used out of the box in microtasks. In
Section 4 we introduce two rounds of experiments (E2
and E3), which studied these effects.

To present the shortlist to the user we preferred mul-
tiple radio buttons to drop-down lists, as they explic-

10https://github.com/amberbu/
DataClassification

https://github.com/amberbu/DataClassification
https://github.com/amberbu/DataClassification
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Fig. 1. W1 microtasks - 1st step

Fig. 2. W1 microtasks - 2nd step

itly display the available options without additional
clicks [16,31]. We also added a category ’other’ to cap-
ture types the automatic tool might have missed (see
also Section 5 on the way this option was used by the
crowd). Figure 3 gives an idea of the corresponding
user interface.

3.3.3. W2.2 Microtasks
The class hierarchy was rendered using the taxon-

omy feature in CrowdFlower. At each level, we also
added a ’none of these categories’ option to account
for possible limitations in the Dbpedia ontology. The
user interface is depicted in Figure 4.

3.3.4. CrowdFlower parameters
Task We used 5 units/rows for each task/page for all
three workflows. This is the same setting as in previous
DBpedia experiments conducted on the same platform
[1]. The worker completes a task by categorising five
entities, including a control question.

Judgement Snow et al. [32] claims that answers from
an average of four non-experts could achieve a level of
accuracy parallel to NLP experts on Mechanical Turk.
We hence asked for 5 judgements per experimental
data and use the same number of judgements for the
W2.1 and W2.2 conditions, as their results were vali-
dated and aggregated in the same way. For W.1 we re-
quired more freetext answers in the 1st step (we ask for
11), and again 5 in the 2nd step. Again, this is in line
with previous experiments from the literature [1,25].
Payment We paid 6 cents for each task consisting of
5 units. This setting took into account existing surveys
[12], as well as related experiments [1].
Quality control We created test questions for all jobs
and required contributors to pass a specified minimum
accuracy rate before working on the units. For W1,
the minimum accuracy rate was set as 50%. The ra-
tionale for not setting it higher was that we wanted to
have access to a very diverse set of views from the par-
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Fig. 3. W2.1 microtasks

Fig. 4. W2.2 microtasks

ticipants; multiple gold answers, including synonyms
were provided for each testing unit to give people a
better idea of the types of answers we were looking for.
For W2.1 and W2.2 we raised the rate at 60%, consid-

ering that the correct answer is likely to be one of the
pre-defined options.
Contributors CrowdFlower distinguishes between
three levels of contributors based on their previous per-
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formance. The highest level accounts for 60% of all
monthly judgments submitted to the platform. We used
this level for all three workflows in order to be able to
compare them in terms of accuracy.
Aggregation For the W2 workflows we used the de-
fault option (aggregation=’agg’), as the task is to
choose from a set of pre-defined options. For W1, we
looked at the first three answers (aggregation=’agg_3’)
based on 11 judgements. We also used aggrega-
tion=’all’ to collect the additional categories suggested
in W2.1 and W2.2 when the crowd felt the best match
was not listed among the suggestions.

3.4. Using the crowdsourced data

The validated and aggregated results may be lever-
aged in several ways in the context of DBpedia. Free-
text suggestions signal potential extensions of the DB-
pedia ontology (concepts and labels) and of the DBpe-
dia Extraction Framework (mappings). Applying the
shortlist workflow gives insight into the limitations of
entity typing technology, while the way people interact
with the class hierarchy is interesting not only because
it gives hints about the quality imbalances within the
DBpedia ontology, but also for research on Semantic
Web user interfaces.

As we will see in the next section, we evaluate the
three workflows on two types of corpora: one with en-
tities that are already classified and a second one con-
taining only unclassified entities. The first type of ex-
periments could be used to test the DBpedia Extraction
Framework. By crowdsourcing the classification of en-
tities which are yet to be classified we could contribute
to the definition of new mapping rules.

4. Evaluation

4.1. Experiment design

4.1.1. Experiment setup
We assessed the three workflows using three cor-

pora, each with 120 entities. The first experiments (E1)
aimed at demonstrating the feasibility of the approach.
We used entities that were already classified in DBpe-
dia and the microtasks configured as explained in the
previous section. In a second round (E2) we did the
same using unclassified entities. Our assumption was
that these entities remained unclassified for a given
reason (that is, they could not be easily classified au-
tomatically due to missing mappings or other reasons)

and that this would reflect on the crowd performance.
Finally, we embarked on a third set of experiments
(E3) with adjusted CrowdFlower parameters in order
to shed light on some phenomena we observed so far.
In particular, we reduced the number of judgements to
see how we could optimize costs vs. accuracy and used
different ways to create the list of candidates for the
W2 workflows.

4.1.2. Data
For the initial round of experiments E1 we chose

120 entities covering the major classes in the DB-
pedia ontology with respect to number of instances:
Person, Place, Organisation, Work, Species, Disease
alongside more general areas such as Activity, Event,
Device, and Celestial Body. Table 3 gives more de-
tails on the composition of the corpus. For the remain-
ing two rounds of experiments, both using unclassified
entities, we selected 240 items randomly and divided
them into two groups.

4.1.3. Gold standard
For E2 and E3 two authors of the paper created a

gold standard using classes at the 2nd and 3rd level
in the DBpedia ontology. This part of the ontology is
also covered by the two W2 workflows. The annotators
worked independently, with an agreement of 0.7772
measured using Cohen’s kappa. To achieve consensus,
the annotators then defined a set of rules to categorize
the entities whose classes did not match. For exam-
ple, an entity such as ’List of Volvo engines’ was even-
tually classified as AutomobileEngine instead of the
generic List, while the ’1989 Western Soccer League’,
which describes the final league standings, was defined
as SportCompetitionResult instead of SportsSeason.

4.1.4. Evaluation Criteria
For each round of experiments we assessed the fol-

lowing aspects:

– The number of answers matching the gold stan-
dard? (represented by Sg)

– The number of answers which are more specific
than the gold standard? (represented by Sc)

– The number of answers which are more general
than the gold standard? (represented by Sp)

We considered the total costs per workflow per
round of experiment as retrieved from CrowdFlower,
as well as the precision of crowd answers according to
Formula 1, where Sg, Sc, and Sp are the parameters
introduced earlier. For the W1 workflow we used both
this basic formula and an altered version of it (For-
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Experiments Data W1
1st step

W1
2nd step

W2.1 W2.2

E1 120 classified
entities

11 judgments
per entity

5 judgments
per entity

5 judgments per entity

automatic suggestions +
manual mapping to DBpedia

5 judgments per entity

all 2nd and 3rd level classes
in the DBpedia ontology
displayed hierarchically

E2 120 unclassi-
fied entities

same as E1 same as E1 same as E1 same as E1

E3 120 unclas-
sified entities
(new)

9 judgments
per entity

3 judgments
per entity

3 judgments per entity

automatic suggestions

3 judgments per entity

no more than 10 classes per
hierarchy level

Table 2
Summary of experiments

Category Person Place Organisation Work Species Disease Misc

No. of Instances 15 15 15 15 15 15 30
Table 3

Overview of the E1 Corpus

mula 2), which considered an answer to match the gold
standard if it used the same or a synonym label; Sgs,
Scs, and Sps are defined analogously. Finally, we
also looked at precision results excluding the answers
more general than the gold standard in order to get an
idea of the degree of classification specificity achieved
(Formula 3). All assessments were undertaken manu-
ally.

P (Sg+Sc+Sp) =
Sg + Sc+ Sp

Totalnumberofentities
(1)

P (Sgs+Scs+Sps) =
Sgs+ Scs+ Sps

Totalnumberofentities
(2)

P (Sg + Sc) =
Sg + Sc

Totalnumberofentities
(3)

4.2. Results

Table 4 lists the results of the three rounds of experi-
ments. The numbers in brackets in the W1 setting refer
to Formula 2.

4.3. General observations

A comparison of E1 and E2 revealed significant dif-
ferences in terms of accuracy and costs; as the experi-
mental conditions were the same, we assume this is a
function of the level of difficulty of the task. The lower
precision achieved in E2 across all three workflows is
an indication that unclassified entities are more chal-

lenging to be characterized not only automatically, but
also by humans. Another striking result is the good
performance of 0.8917 achieved in E1/W2.1. When
general classes are excluded, the score falls to 0.5583,
which means that the actual DBpedia classification
is at times more specific than the shortlist delivered
by Alchemy API. The exploratory workflow outper-
formed the other two in E1 and E2 with a stable, higher
number of classifications that match the gold standard.
Finally, it is worth noting that using freetext sugges-
tions (W1) leads to significantly more specific cate-
gories than the two other workflows (45 vs. 3 and 8 in
E1). We will pick this up again in the discussion.

E2 was the most expensive round of experiments.
This is because of a higher number of judgements col-
lected for the test questions for all three workflows.
An average number of judgements of 21, 39, 59 in
the E1 setting vs. 53, 70, 77 in E2 for each test ques-
tion in W2.2, W2.1 and W1, respectively means that
more contributors were trained in E2. However, this
additional training did not result in accuracy enhance-
ments, which seems to confirm our hypothesis about
the inherent difficulty of the unclassified entities. We
will elaborate on this aspect further in Section 5.

E2 and E3 both used previously unclassified cor-
pora. In E3 we used fewer judgements, which drasti-
cally reduced the overall costs, but also performance in
some cases. A notable precision drop can be observed
for W2.1 and W2.2 as a result of the new task param-
eters. In particular, in W2.1 we used class candidates
directly obtained from Open Calais, without any post-



10 /

E1 W1 - 1st step W1 - 2nd step W2.1 W2.2
Sg 26 (29) 12 (18) 64 79

Sc 44 (60) 45 (72) 3 8

Sp 1 (2) 2 (3) 40 4

P(Sg+Sc) 0.5833 (0.7417) 0.4750 (0.7500) 0.5583 0.7250

P(Sg+Sc+Sp) 0.5917 (0.7583) 0.4917 (0.7750) 0.8917 0.7583

cost($) 29.45 5.581 10.01 14.26

E2 W1 - 1st step W1 - 2nd step W2.1 W2.2
Sg 10 (19) 7 (16) 60 60

Sc 14 (46) 16 (50) 3 14

Sp 2 (3) 1 (2) 12 2

P(Sg+Sc) 0.2000 (0.5417) 0.1917 (0.5500) 0.5250 0.6167

P(Sg+Sc+Sp) 0.2167 (0.5667) 0.2000 (0.5667) 0.6250 0.6333

cost($) 38.02 3.31 23.69 22.82

Experiment 3 W1 - 1st step W1 - 2nd step W2.1 W2.2
Sg 15 (22) 13 (20) 27 51

Sc 11 (30) 9 (41) 21 4

Sp 5 (11) 0 (8) 2 2

P(Sg+Sc) 0.2167 (0.4333) 0.1833 (0.5083) 0.4000 0.4583

P(Sg+Sc+Sp) 0.2583 (0.5250) 0.1833 (0.5750) 0.4167 0.4750

cost($) 9.72 3.31 7.63 6.48
Table 4

Results of the experiments

processing, while in W2.2 we cut down the number of
classes at each level in the hierarchy to no more than
ten. This will be further discussed in the Section 5.
However, fewer judgments per entity did not seem to
affect the accuracy of W1; after crowd voting both E2
and E3 achieved comparable scores (0.5667 in E2 and
0.5750 in E3).

4.4. Results of the W1 workflow

Collecting freetext suggestions was costly, which is
not surprising as we not only asked for extra judge-
ments, but also implemented a second voting step.
Nevertheless, the approach achieved fair levels of per-
formance when synonyms are taken into account. The
classes in the DBpedia ontology seem to be less main-
stream than one might think. The second step is useful.
Precision reaches levels comparable to the W2 work-
flows or higher, even for unclassified entities in E3:
0.575 vs. 0.4 for the alternatives using pre-defined sug-
gestions. We will look at this in more detail later on.

4.5. Results of the W2.1 workflow

Asking people to choose from a flat list of things
was fast. It took us 30 minutes to one hour to complete

the tasks, while the results for the other two workflows
required 2.5 to 3 hours. Contributors found it easy to
identify a matching class, as reflected by the ’Ease of
Job’ metric retrieved via CrowdFlower (the average
score for W2.1 was 3.7 on a five points Likert scale vs.
3.2 for W2.2 and 3.6 for W1).

When using the classified corpus in E1 the crowd
supplied a high number of superclasses. This is mainly
because the entities we choose were from major DB-
pedia categories that can be processed well automat-
ically. This is not the case when considering entities
previously unclassified. In addition, in E3 we did not
massage the results returned by the entity typing tools
into the DBpedia ontology and the precision dropped
by 20% compared to E2. E3 also shows that using
just automatically computed suggestions as task input
is not meaningful. While involving human capabilities
does lead to a raise in precision from 25% to 40%,
the overall scores are still far away from an acceptable
level. This calls for additional studies into the nature
of these tasks, which would give an an idea about the
level of skills required to perform them well, or about
alternative designs and instructions.
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4.6. Results of the W2.2 workflow

Exploring the available space of choices paid off in
terms of precision. This was true both for classified and
unclassified scenarios, at least when compared to class
candidates shortlisted algorithmically. However, the
experiments took time and the tasks were considered
more difficult. Another interesting observation is that
giving people broad choices resulted in disagreements
with respect to the level of generality/specificity of the
entity category. This effect was even stronger when
the entity description gave hints in a certain direction.
Our contributors were biased towards the terms used
in the Wikipedia article documenting the entity and
preferred it to the 3rd level categories the instructions
were asking for. For instance, ’American River (Wash-
ington)’ was correctly categorized as River. Though in
general it is also an instance of the superclass Natu-
ralPlace/Place, few contributors would categorize it as
Place and a few even commented that ’River is not a
place’ when Place was presented as a gold answer in a
test question. Nonetheless, this did not affect the clas-
sification result because once the item was classified
as River, it was considered to be an instance of Place
as well.

5. Discussion and Lessons Learnt

5.1. Are Unclassified Entities Unclassifiable

As noted earlier, there were significant differences
in the performance scores achieved in the three rounds
of experiments. What set them apart was primarily the
type of entities in each corpus. 90 of the 120 enti-
ties in the E1 dataset were from the six major cate-
gories of DBpedia, each populated with a high num-
ber of instances in the 2014 release [5]. This suggests
that these entities most likely have been generated via
good-quality infoboxes and mappings, and are hence
relatively easy to be categorized automatically (or by
humans, as the results showed).

Entities that have not yet been classified automat-
ically told a different story; while the two annota-
tors managed to reach consensus, their inter-annotator
agreement was not higher than 0.7. Furthermore, a
more thorough analysis of the gold standards re-
vealed that both the E2 and the E3 corpora consisted
of entities that were typed into broader classes than
the most popular classes of the DBpedia ontology.
For example, categories such as TimePeriod, UnitOf-

Work, List, Project, PublicService, TopicalConcept
and SportsSeason, which were part of the benchmarks
created by the two experts, are not at the same level
of generality as Person, Place, Organization, Work,
Species, and Disease. While our precision metrics ac-
counted for such level mismatches via the parameter
Sp, they could not deal with those cases in which the
task was so challenging that its results were not even
remotely related to the reality.

Another reason for the difficulties encountered in E2
and E3 was the varying level of generality and speci-
ficity across the DBpedia ontology. At times DBpe-
dia includes relatively close to the root classes that are
unfamiliar for the eyes of a non-expert. For example,
SportsTeam, SportsLeague and SportsSeason are dis-
tinct categories in DBpedia ontology, while someone
less versed with these subtleties would label entities
in these categories either generically as Sports or via
the specific type of Sport they refer to, e.g., Football
or Basketball. 18 entities in the E2 corpus fell into this
category and 15 in E3.

Thirdly, ambiguous entities unsurprisingly caused
disagreement [3]. This was the case with confer-
ence and events such as the ’Middle Atlantic Con-
ferences’,11 which is an Organisation, and the ’Tokyo
Conference’,12 which is rather an Event. There were
two such cases in E2 and three in E3.

Finally, some of the entities in the two corpora were
given names that did not match their descriptions.
Lists are not uncommon in Wikipedia and both anno-
tators involved in creating the gold standard and the
crowd had some trouble deciding whether to classify
the items of the list or the lists themselves. This calls
for a bespoke approach to this sort of entities, which
could be carried out semi-automatically. Similarly, the
’1992 American Professional Soccer League’ from the
entity name itself seems to be a SportsLeague; how-
ever, the description clearly shows this entity is for
the ’final league standings for the 1992 American Pro-
fessional Soccer League season’ 13, and should hence
be categorized as SportCompetitionResult. Most likely
the crowd contributors did not spend much time check-
ing such details in the text description.

11http://en.wikipedia.org/wiki/Middle_
Atlantic_Conferences

12http://en.wikipedia.org/wiki/Tokyo_
Conference

13http://en.wikipedia.org/wiki/1992_
American_Professional_Soccer_League

http://en.wikipedia.org/wiki/Middle_Atlantic_Conferences
http://en.wikipedia.org/wiki/Middle_Atlantic_Conferences
http://en.wikipedia.org/wiki/Tokyo_Conference
http://en.wikipedia.org/wiki/Tokyo_Conference
http://en.wikipedia.org/wiki/1992_American_Professional_Soccer_League
http://en.wikipedia.org/wiki/1992_American_Professional_Soccer_League
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5.2. The Outputs are only as good as the inputs

As evidenced in E2 and E3, the quality of the short-
listed categories had a huge impact on the performance
of the contributors. In E2 we invested effort in curat-
ing the list of classes identified automatically in or-
der to map them to classes at 2nd and 3rd level in
the DBpedia ontology; this was due to our observa-
tion, backed up by cognitive psychology experiments,
that those two levels are most likely to be the ones
CrowdFlower workers are most familiar using. In E3
we relaxed this requirement and implemented a more
straightforward tool-to-crowd pipeline, but the quality
suffered. The aggregated outcome in E2 and E3 in-
clude 27 and 53 entities, respectively, which are cate-
gorised as ’other’. This effect did not occur in E1 that
used classified entities, which can be handled auto-
matically. This also contributes to the ongoing debate
in the crowdsourcing community regarding the use of
miscellaneous categories [3,10]. In our case, using this
option elicited a fair amount of information, even if
it were to be used just to identify a problematic case.
[10] discuss the use of instructions as a means to help
people complete an entity typing task for microblogs.
In our case, however, we believe that performance en-
hancements would be best achieved by studying the
nature of unclassified entities in more depth and look-
ing for alternative workflows that do not involve auto-
matic tools in cases which we assume they will not be
able to solve. A low hanging fruit is the case of con-
tainers, which can be identified easily. For the other
cases, one possible way to move forward would be to
compile a list of entity types in the DBpedia ontology,
which are notoriously difficult, and ask the crowd to
comment upon that shortlist instead of the one more or
less ’guessed’ by a computer program. Another option
would be to look at workflows that involve different
types of crowds.

5.3. Popular classes are not enough

There was a drop in precision from E2 to E3 when
using the W2.2 workflow. Both experiments used un-
classified data, but E3 limited the number of classes
shown to the user at each level of the ontology ex-
plored to at most 10 to reduce information overload
[21]. We used the number of instances per class as a
filter, hence choosing the most popular classes at each
level. This led to a higher share of answers choosing
the ’others’ option (28 in the E3 condition vs only
8 in E2), echoing our observations about the W2.1

workflow. This seems to contradict the assumption that
too much choice is detrimental to accuracy. While this
might have been a factor, precision stayed almost the
same in E3, when we focused on fewer items.

5.4. Do free annotations work

As noted earlier, entities which do not lend them-
selves easily to any form of automatic classification
seem to be difficult to handle by humans as well. This
is worrying, especially if we recall that this is precisely
what people would expect crowd computing to excel
at, enhancing the results of technology. However, we
should also consider that a substantial share of applica-
tions of microtask crowdsourcing address slightly dif-
ferent scenarios: (i) the crowd is either asked to per-
form the task on their own, in the absence of any algo-
rithmically generated suggestions; or (ii) it is asked to
create training data or to validate the results of an algo-
rithm, under the assumption that those results will be
meaningful to a large extent. The situation we are deal-
ing with here is fundamentally new because the ma-
chine part of the process does not work very well and
distorts the wisdom of the crowds.

These effects did not occur when we use free an-
notations. While the precision in E2 and E3 was not
high, it could be improved through the mechanisms we
discussed earlier. This result is consistent with [36].

Iteration and crowd voting had a significant impact
on performance in the W1 workflow, but mostly when
synonyms are considered. This calls for more effective
techniques to validate and aggregate the answers of the
crowd, which do not include manual checks.

5.5. The basic level of abstraction of DBpedia

Across all rounds of experiments, the exploratory
workflow W2.2 led to the greatest number of exact
matches with the gold standard, which is based on the
2nd and 3rd levels of the DBpedia ontology, our pre-
sumed basic level of abstraction. Suggestions from au-
tomatic entity typing tools focus on that part of the
ontology as well; in E1 and E2, the experiments in
which we used curated Open Calais and Alchemy APIs
outputs, 50% of all answers fell in this category. This
shows that our assumption was correct. By contrast,
freetext-based microtasks tend to produce a compara-
tively higher number of more specific classes, in line
with Tanaka’s observations that subordinate categories
are used as frequently as basic-level categories in clas-
sification [33].
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Another aspect which became evident across all ex-
periments was that if the categories suggested in the
two W2 workflows use domain-specific or expert ter-
minology, people tend not to select them. While in the
unbound condition W1 they are comfortable using dif-
ferentiated categories, the vocabulary has to remain ac-
cessible. For example, Animal (sub-category of Eu-
karyote) or Species (superclass of Eukaryote) are used
more than Eukaryote. In all three workflows, if the
more general category is not listed, participants were
inclined towards the more specialized option rather
than higher-level themes such as Person, Place, and
Location. This could be observed best in the freetext
workflow, which had the highest Sc parameter. For ex-
ample, the crowd was inclined to label entities as Ele-
phant or Squirrel, which do not exist in DBpedia at
the levels we considered, instead of using the avail-
able Species, Eukaryote, and Animal class; DBpedia
includes a class Weapon with no classes, but people
show preference for more specific descriptions and in-
troduced the type Gun. Such aspects could inform re-
cent discussions in the DBpedia community towards a
revision of the core ontology.

5.6. People Disagree

It was common in all three rounds of experiments
that some entities are classified into different, more
specific categories than that DBpedia could offer. ’Aal-
sum, Groningen’ is classified as a PopulatedPlace in
DBpedia, but the majority of the judgements consid-
ers this entity as HistoricPlace in the exploratory hi-
erarchy condition, and use a specific category Ham-
let (not in DBpedia) for this entity when allowed to
choose freely. ’Illinois Intercollegiate Athletic Confer-
ence’ is classified as an Organisation in W2.1 as the
aggregated result, with Sport as the second preferred
category and Conference (not in DBpedia) as the third
preferred category. However, the aggregated result for
the W1 workflow shows that Conference and Sport are
the most popular suggestions for that entity. Table 5
lists other examples of the answers we received. Dis-
agreement implies several possibilities: (i) The entity
to be classified essentially belongs to multiple cate-
gories; (ii) More context is needed to make a more in-
formed choice. For instance, some participants stated
that a Race is not a SocietalEvent and Butterfly is not
a type of Eukaryote when answering test questions,
though both classes were offered as (correct) options.

6. Conclusion and Future Work

In this paper, we investigated the application of mi-
crotask crowdsourcing to entity typing in DBpedia and
empirically evaluated crowd performance and costs of
three workflows in three sets of experiments involv-
ing both previously classified and unclassified enti-
ties. In total we evaluated 360 DBpedia entities, among
which 120 were chosen from popular themes of the
DBpedia ontology, and the remaining 240 could not
yet be classified. We manually examined the results
and discussed the main findings. Allowing the crowd
to explore the most common part of the DBpedia on-
tology achieves the best scores in terms of precision
and costs. Having a reasonable shortlist of candidate
classes can speed up the process, but none of the two
work very well on entities that fail the DBpedia Ex-
traction Framework. Free labels paired with iteration
and crowd voting is feasible, but costly, though it might
be unavoidable given the limitations of state of the art
technology to deal with the several hundreds of thou-
sands of things in DBpedia that remain to be catego-
rized properly.

It was interesting to note that the outputs of each of
the workflows was not at the same level of general-
ity. While the 2nd and 3rd level of the DBpedia ontol-
ogy seem to match well the basic level of abstraction
coined by Rosch and colleagues more than 30 years
ago [24], contributors used more specific categories as
well, especially when not being constrained in their
choices to the (often un-balanced) DBpedia ontology.
The experiments also call for more research into what
is different about those entities which make the hard
cases and in our discussion we gave some suggestions
for improvement.

The current study has a number of limitations. First,
the evaluation was performed manually by one per-
son. While it involved mainly comparing crowd an-
swers with an agreed gold standard, some aspects were
more subjective (deciding whether answers not found
in the gold standard are nevertheless valid, as covered
by parameters Sp and Sc in Formula 1. Second, the
first round of experiments E1 used popular categories,
which are handled well via automation, while E2 and
E3 jumped at the other end of the spectrum. The space
in-between is where we expect to find the most benefits
of this type of research, as a thorough understanding
of the parameters that affect crowd performance and
behavior is critical to advancing the state of the art in
entity typing.
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Entity Category

Illinois Intercollegiate Athletic Conference
DBpedia Activity, Sport
Crowd Organisation

Chignon
DBpedia Medicine,Disease
Crowd Medical term, Medical

British Universities Snowsports Council
DBpedia Organisation
Crowd Sport

Arvand Free Zone
DBpedia Agent, Organisation, Company
Crowd Zone, Place

Aalsum, Groningen
DBpedia Place, PopulatedPlace, Settlement
Crowd Hamlet

Table 5
Examples of Different Classification

In the discussion we raised several points that we
believe deserve further experimentation. First, on the
types of entities which are chronically problematic and
the best ways to crowdsource those tasks. Second, on
the use of instructions, different ’species’ of crowds,
and training to achieve an acceptable level of accuracy.
Finally, there is a lot to be done in terms of support for
microtask crowdsourcing projects. The effort invested
in our experiments could be greatly reduced if exist-
ing platforms would offer more flexible and richer ser-
vices for quality assurance and aggregation (e.g., using
different similarity functions).
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