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Abstract. The Web offers plenty of product information that is valuable for supporting customer decision processes. On the one
hand, food product knowledge has been shown to be useful for consumer applications like recipe or dietary recommendation,
for example. On the other hand, product knowledge can be extremely useful for applications in retail stores when it is linked
to a semantic environment map. That way, it can be used to help customers find products they are searching for or highlight
interesting product information like awarded labels or contained ingredients and allergens. Unfortunately, the Semantic Web
lacks a semantically enhanced knowledge graph unifying non-food product information while the existing shopping applications
lack a standardised connection to environment information.

This work proposes NonFoodKG, an open-source non-food to food product knowledge graph integrating modular product
information from the Web as well as accurate environment information from sensor data that can be customised for different
applications and used devices. We describe the design process and modularity of the knowledge graph as well as example ap-
plications of it, including an Augmented Reality shopping assistant to highlight all products containing a given preference like
an ingredient/ allergen or label and a dietary recommendation. We show how a routing application to find product destinations
can easily be used by different agents like smartphone or robot. Thus, NonFoodKG can be seen as an example of one point
of data access in digitisation of retail stores towards omnichannel applications. NonFoodKG links to environment information,
which we create using the KnowRob knowledge processing framework. This connection enables agents to link product to action
knowledge and thereby generalise the product information to be used in different domains while the modular ontologies enable
personalisation of applications. NonFoodKG is publicly available and will be maintained and extended over time in order to
facilitate various applications such as in the retail and household domain.
Resource Website: https://k4r-iai.github.io/NonFoodKG/

Keywords: Knowledge Graph, Web Knowledge Acquisition, non-food ontology, semantic environment map, Retail application,
Robot Application, Augmented Reality application

1. Introduction

In the last decades we have seen many interesting consumer applications in the offline retail domain. The appli-
cations range from mobile [1, 2] or robot shopping assistance [3, 4] over robotic depalletizing and shelf replenish-
ment [5, 6] to click-and-collect services and smart shopping carts.
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Problem While these applications are impressive and a first step towards increased customer decision support, they
often are too customised, meeting only certain consumer profiles. What is more, the same consumer will demand
different product information like its availability and price, ingredients that might cause allergic reactions or harm
the environment, recommendations for complementary products as well as convenient return policies, depending on
the temporal relation to the actual purchase (before, during or after) [7] and the users’ personal relationship to the
device used for information retrieval [8]. In order for applications to turn into omnichannel applications providing
a seamless shopping experience that is independent of the used device or environment [9], we suggest that they
should: a) share one source of data, b) be generalised and hence can be instantiated for a personalisation that takes
into account the temporal relation to a purchase and c) include semantically encoded environment information.

Proposed Approach While online stores often include Web information to further support customer decision pro-
cesses and make recommendations based on them [10], offline retail stores lack this additional knowledge source.
Hence, offline retailers apparently use different data sources than their online counterparts. The latest developments
of the Semantic Web suggest to use ontologies as such knowledge sources. The Semantic Web [11] is an extension
of the current Web [12], aiming at structuring content of Web pages by using standardised formats to represent
entities, their properties and relations in ontologies that can be understood by robotic or software agents. In the
Semantic Web, food ontologies have been a research focus for a while, resulting in partially interlinked domain on-
tologies with consumer applications ranging from agricultural over health specific to recipe centered (e.g. [13–15]).
Contrary to this, non-food product information on the Semantic Web has only been mentioned as support for food
ontologies so far [16]. We claim that non-food product ontologies can lead to as many successful applications as
food ontologies since consumers are just as interested in allergens in cosmetic products or detergent as they are in
food intolerances, for example. The Semantic Web lacks non-food ontologies as well as an information unifying
non-food knowledge graph that could be used as a single source of data for such applications. In this work, we
refer to a knowledge graph as an aggregation of ontologies comprising Web information that allow reasoning about
the contained facts. A non-food knowledge graph can enable a customer browsing the aisles with their smartphone
to highlight all deodorants that were dermatologically tested and come in environmentally friendly packaging, for
example. Additionally, a knowledge graph offers a single access point for applications and therefore solves the
problem of distributed data mentioned above in a).

This work introduces NonFoodKG, a knowledge graph that consists of semantic non-food and food product in-
formation from the Semantic Web and the World Wide Web in modular ontologies that can be combined and cus-
tomised for various applications. To further meet consumer needs in temporal relation to the purchase as stated
in b), we additionally make NonFoodKG accessible through KnowRob [17, 18]. KnowRob is a knowledge pro-
cessing framework designed for cognition-enabled robots that also integrates the socio-physical model of activi-
ties (SOMA) [19], enabling robotic or software agents to reason about environments and actions, amongst others.
Thereby, the agent can assume the temporal relation to purchase (e.g. only during a shopping activity the agent/
device will be in a retail store) or the role of an object or a person at a given time.

We additionally connect NonFoodKG to a Digital Twin store model containing semantic information about ob-
jects a robotic agent perceives in a retail environment, thereby creating a semantic Digital Twin [20]. The concept
of a Digital Twin, “the digital equivalent to a physical product” was introduced by Grieves in 2003 [21]. Using

Fig. 1.: Example shopping applications enabled by NonFoodKG:
left: smart glass shopping support, middle: routing application on HoloLens and robot, right: smartphone shopping

support.
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Digital Twins to create exact virtual representations of the real world has been a technology trend in digitization of
manufacturing and industry [22]. We refer to a semantic Digital Twin as the semantic connection of environment
information into a digital representation of a retail store including offered products, their properties and relations
that can be perceived with a sensor. This unique connection of product to environment information that can be
understood by machines addresses the problem in c).

Contribution In this work we describe the creation of the NonFoodKG knowledge graph and its ontologies. We
showcase the benefits of using a semantic Digital Twin knowledge base that connects location to product informa-
tion in example applications as depicted in Figure 1. The applications use the same basic user profile with different
implementations like highlighting preferences (Fig. 1, left) or showing preferred information (Fig. 1, right), refer-
encing the need to adapt to different consumer needs. We also show how the same information can be used in similar
applications to route a customer to a searched product on different devices (smartphone, smart glasses and robot,
Fig. 1, middle and Fig. 4), referencing differing personal relationships of consumer and device.

The novelty of NonFoodKG lies in its connection of exact location information to modular product information
from the Web, leading to various applications with consumer focus as an embodiment of the contained knowledge,
thereby narrowing the gap to omnichannel applications.

The main contributions of this paper are: first, we create NonFoodKG with its ontologies based on Web informa-
tion and link it to other Semantic Web sources. Second, we generalise environment information in such a way that it
can be used by robot as well as Augmented Reality applications. Third, we showcase the omnichannel applicability
of NonFoodKG in various shopping applications on robot, smartphone and smart glasses.

This work is structured as follows: In Section 2 we show how different kinds of knowledge were acquired for the
use in NonFoodKG. Section 3 describes the components of the NonFoodKG knowledge graph with all ontologies.
The omnichannel applicability of NonFoodKG is shown in Section 4 for example applications, Section 5 concludes.

2. Acquired Knowledge

Knowledge graphs can be created a) manually (which will not be further discussed in the following), b) by access-
ing structured external (Web) sources and c) by accessing unstructured external (Web) sources [23]. NonFoodKG
consists of a location ontology created by accessing a robot map as well as modular product ontologies that contain
structured or unstructured Web information as described in the following.

2.1. Structured External Sources

In order to generalise applications for the use on different devices and in differing applications, we need to have
precise, interchangeable environment information. A standardized map is also beneficial for localization of products
in a store as shown in [2]. We create a location ontology that is linked to precise environment information in a
Digital Twin environment model created through robot stocktaking. A location ontology can be generated for any
store.

The location ontology used in NonFoodKG is created using the knowledge processing framework KnowRob [17,
18]. Since KnowRob is an ontology-based system, the Digital Twin is stored in Web Ontology Language (OWL)
format, allowing for more advanced reasoning on the comprised information. The Web Ontology Language defines
a standard and vocabulary to process information content [24]. Knowledge in OWL format is described using triples
of entities and their relations. The semantic Digital Twin therefore includes object properties, i.e. relations between
individuals, in the following way: <Product_Z> <has_pose> <Pose_A>. It also includes data properties,
i.e. relations of individuals to data like <Pose_A> <has_xposition> <0.29>.

The location ontology is based on the Digital Twin. The positions therein use a fixed reference frame with a given
origin, usually set to a randomly chosen corner of the room that is to be scanned. In contrast to this, Augmented
Reality (AR) devices use the varying device position when starting an application as origin and display its digital
content relative to the device position. To solve this discrepancy for a use of the location ontology in both robot and
AR applications, we encode all product locations in the location ontology relative to shelf positions.
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In the AR shopping applications we then use spatial perception1 and match the world origin of the game to the
reference frame origin of the Digital Twin. We also use world anchors2 for locking shelf positions in the physical
space, a technique that has proven effective in other work [25]. World anchors need to be created once and will be
loaded in every subsequent run of the application. Since the location ontology stores positions of products in relation
to shelf positions, product positions can also be inferred relative to these world anchors. Thus, digital content for
speci�c products or shelves can be displayed.

In addition to the location ontology, we derive product dimension information from the perception system and for
the dimension ontology. The robot uses its RGB and RGB-D sensors to identify the amount of consecutive products
and calculate product width, height and depth.

2.2. Structured Web Information

NonFoodKG integrates and links to structured Web information. When structured data like ontologies are pub-
lished on the Web and linked to each other, they are referred to asLinked Data[26], enabling machines to surf
the Web. On the one hand, we integrate parts of structured Web information like the FoodKG ontologies [15] for
a product-speci�c recipe recommendation. This is done by reusing the food product classi�cation of the FoodOn
ontology [13], which we intertwine with the product classi�cation in the product taxonomy. NonFoodKG also in-
tegrates nutrition information from the Compositional Dietary Nutrition (cdno) ontology [27] as well as nutritional
product information like Nutri-Score, product labels or packaging size for food products from Open Food Facts3. For
food classes, we access product class nutrition information from the FoodData central4 from the U.S. Department
of agriculture. The information is stored in a food-nutrition ontology, which then links to the FoodOn classi�cation
and therefore can be used for food products in the product taxonomy.

On the other hand, we interlink NonFoodKG to existing data sources by re-using many existing URIs and standard
vocabulary as proposed in the Linked Data standards by Bizer, Heath et al. [28]. We do not, however, use the
owl:sameAs property but theoboInOwl:hasDbXref annotation property to interlink two data sources, as
proposed by the gene ontology (GO) consortium [29]. This is due to the fact thatowl:sameAs increases �le sizes
since it creates duplicate entries while theoboInOwl:hasDbXref not only avoids duplicate entries but also looks
more descriptive to a user browsing the ontologies using Protegè5. Both the GO and the FoodOn workgroup are part
of the OBO foundry [30], a community focussing on the development of interoperable ontologies for the biological
sciences6.

The product classi�cation is linked to Wikidata7 and the Product Types Ontology8 wherever possible. We also use
the Good Relations web vocabulary for E-Commerce9. Furthermore, NonFoodKG links to chemical information
about allergens in the Chemical entities of biological interest (ChEBI)10 ontology. The allergen ontology addition-
ally links to other Semantic Web sources like the National Drug File (NDRF) of BioPortal11 or Drugbank12. The
advantage of using many Linked Data sources lies in its adaptability to changes. If a concept is changed in a linked
source, the new information is immediately available in applications.

1Spatial perception in Unity: https://microsoft.github.io/MixedRealityToolkit-Unity/Documentation/SpatialAwareness/
SpatialAwarenessGettingStarted.html

2World anchors in Unity: https://docs.unity3d.com/ScriptReference/XR.WSA.WorldAnchor.html
3Open Food Facts: https://world.openfoodfacts.org/
4Food Data central: https://fdc.nal.usda.gov/
5The Protegè website: https://protege.stanford.edu/
6obofoundry community: https://obofoundry.org/
7Wikidata: https://www.wikidata.org/wiki/Wikidata:Main_Page
8Product Types Ontology: http://www.productontology.org/
9Good Realtions vocabulary: http://www.heppnetz.de/ontologies/goodrelations/v1
10Chemical entities of biological interest: https://www.ebi.ac.uk/chebi/
11NDRF at BioPortal: https://bioportal.bioontology.org/ontologies/NDFRT/
12Drugbank: https://go.drugbank.com/
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2.3. Unstructured Web Information

For creation of the NonFoodKG ontologies we acquire unstructured Web information to create structured knowl-
edge sources that machines can query. In order for NonFoodKG to be usable in various environments, it needs a
general product taxonomy that can be used for different retail domains like drugstores and grocery stores. Most
techniques for taxonomy creation aim at properly modeling a domain by using a pattern-based approach for tax-
onomy induction [31] to learn simple but precise contextual patterns in a Web document. For a more generalised
approach we useInformation Extractiontechniques on online store sitemaps of different retail domains to automat-
ically create a more general product taxonomy.Information Extractiondescribes the process of converting text to
structural information like entities and their relations [32].

Online stores are designed in a taxonomy-directed structure that can be used for Information Extraction. Previous
attempts in taxonomy creation from online stores show its applicability but are spamming the used website to call
children and sibling websites for Information Extraction [33, 34]. Since online stores usually also offer a sitemap in
their robots �le13, we use this sitemap for Information Extraction to avoid spamming of websites and be more time-
ef�cient. Sitemaps of online stores are usually hidden .xml �les that consist of a list of Uniform Resource Locators
(URLs) of children websites so that crawlers can easily access them. For a general product classi�cation we create a
product class structure from sitemaps of two online stores representing different retail sectors, namely Aldi-Nord14

(grocery store) and dm15 (drugstore). We then use Owlready [35] to generate ontologies out of the extracted infor-
mation. The resulting product taxonomies are merged into one global product taxonomy that additionally integrates
parts of the FoodOn food product taxonomy.

We additionally use Information Extraction to acquire product ingredient information from online stores for
use in the ingredient ontology and information like brand, awarded labels, weight, �lling capacity and country of
origin from Codecheck16, a consumer-oriented product information website. Furthermore, product ingredients are
classi�ed as allergens according to information from the U.S. Food & Drug administration (FDA) website17.

3. Composition of NonFoodKG

Now that we have described the data acquired for the NonFoodKG product knowledge graph, we continue to
show some metrics of NonFoodKG, explain the contained ontologies as well their accordance to the FAIR (Findable,
Accessible, Interoperable, Reusable) principles [36] in the following.

3.1. Metrics

Table 1 depicts basic metrics of the NonFoodKG ontologies. These metrics are counts of axioms, classes, indi-
viduals and properties. Axioms are basic statements in ontologies that state hypotheses about what is true in a do-
main, whereas logical axioms secure“the meaning of the logical connectives and quanti�ers”[37] in an ontology.
Classes in ontologies are de�ned concepts that can contain subclasses, thereby forming a hierarchical classi�cation
- a taxonomy. Additionally, classes can contain instances: individuals. Please note that in this work we only use
individuals for unique articles, which is different to approaches in other work. This means that we create a class for
thyme , ormilk, 2.5% fat , which can have various individuals assigned that have equal barcodes but differing
best before dates, for example.

Object properties link two entities in an ontology, while data properties assign a datatype like a name or value to
an individual. Annotation properties are used to annotate entities with additional information like language labels.

The product individuals and data, object and annotation properties are recurring in different ontologies, therefore
their counts are not listed in the table for the overall NonFoodKG.

13A robots �le is the /robots.txt �le located at the root of a website with instructions for web robots on how to crawl the website and which
information can be axtracted.

14Aldi-Nord sitemap: https://www.aldi-nord.de/.aldi-nord-sitemap.xml
15dm sitemap: https://www.dm.de/?view=asSitemap
16Codecheck website: https://www.codecheck.info/
17FDA website: https://www.fda.gov/
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Ontology axioms logical classes individuals object data annotation
axioms properties properties properties

product-taxonomy 8,072 4,516 300 1,506 6 4 21
location ontology 7,721 6,715 7 978 3 8 8
dimension ontology 4,312 3,772 5 549 1 14 6
brand ontology 5,669 4,135 6 1,216 6 7 9
packaging ontology 5,435 4,786 14 574 7 4 6
label ontology 3,341 2,633 16 531 2 5 9
nutrition ontology 3,302 2,398 81 481 0 20 9
food-nutrition ontology 92,926 74,143 3,418 83 11 41 17
LinkFoodOn ontology 214 28 28 0 2 0 15
Non-food ingredient ontology 16,921 14,141 26 2,157 3 4 9
allergen ontology 892 300 33 197 3 2 11
NonFoodKG 148,805 117,567 3934

Table 1: NonFoodKG ontology metrics

3.2. Ontologies

As depicted in Figure 2, the product builds the core of NonFoodKG. The modular ontologies in NonFoodKG
have different foci that can be used to retrieve additional product information for different retail applications.

Product Taxonomy A customer entering a store to buy products from their shopping list will rather search for
a product class (e.g.“Where is the cereal?”) than search for a speci�c product name. Other shopping applications
try to solve this by remembering previously bought items [2] or offering a limited set of product categories that
can be chosen from [38]. Using a product taxonomy to retrieve information about the product class offers some
advantages: there is a broader range of products to be chosen from as well as the possibility to infer parent, sibling

Fig. 2.: Overview of NonFoodKG ontologies and their links to external sources.
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and children classes. Hence a shopping assistant can route a customer to the shelf holding cereal even if the store
offers cereal in a broader context likegrain products . What is more, if a customer is actually searching for
a speci�c product from a certain brand which is not available in the given store, a product taxonomy can easily
be used to retrieve parent or sibling class information to enable routing to the shelf with the next best solution
or substitute products. Each product instance in the product taxonomy is assigned the Global Trade Identi�cation
Number (GTIN), a unique identi�er encoded in the price tags of products. The entities of these product instances
are reused in all other ontologies holding product-speci�c information.

Location Ontology One of the most commonly developed applications in shopping environments are routing ap-
plications as seen in [2, 39], for example. In [39], the dif�culty of localisation of products in a store is shown. In
contrast to this, in [40] a Digital Twin is successfully used to offer a standardised map with exact real-time article
positions. We also use a Digital Twin store to create a location ontology that can additionally be used in Augmented
Reality applications. This enables robots as well as smartphones, smart glasses or other devices to use current and
exact location information for various applications as we demonstrate in this work.

Dimension Ontology For applications like re�lling shelves, �lling of new shelves or for ful�lment of click-and-
collect orders, dimension information is needed. A sixpack of sponges might have the same dimensions as dish-
washer detergent but weigh only 15 gram compared to 1500 gram. On a shelf holding detergent, only 8 articles
might be placed next to each other, while on a shelf holding deodorants there might be 20 articles. Furthermore,
plastic bags need to be grasped differently than carton boxes, which is important for robotic applications.

Brand Ontology Consumers are interested in product brand information and might search for store brands as
substitutes for interesting products. They might as well be loyal to a certain brand and want to search for it. To
allow for such applications, NonFoodKG includes the brand ontology, which classi�es brands and allows for linking
brands to a business entity.

Packaging Ontology The product packaging ontology is linked to a recycling ontology and therefore can be
used to generate product recycling information for the product itself and all of its packaging material. Consider-
ing dishwashing detergent tablets in a 40 pieces carton as an example product, the tablet itself has hazardous in-
gredients and might be classi�ed as residual waste. Since the tablets have their own plastic wrap (which we re-
fer to asinner_packaging ), this material is to be recycled as plastic waste. Lastly, the tablets come in an
outer_packaging , a carton, that is to be recycled as paper waste. The packaging ontology can return all this
information for a given product and can be used for recycling applications.

Label Ontology The product label ontology comprises information about labels that have been awarded to prod-
ucts. Labels certify certain quality standards of products, their ingredients, packaging or production processes and
play an important role in shopping decision processes. All labels in the label ontology come with a description
of the label criteria acquired from the Web and are categorized into label classes likeRecyclingLabel for all
labels certifying recycling standards. This enables a user to search for a label class in addition to a speci�c label. A
consumer might want to search for all vegan products and not only products awarded theV_label , for instance.
Supplementary, the label ontology is complemented with an image database to be used in AR applications.

Nutrition Ontology Nutrition ontologies play an important role in recommender systems as seen in [41, 42]. Since
the nutrition ontology is comprised of different Web information, it includes both a nutrition classi�cation and
nutrition properties. The nutrition properties are being used for product-speci�c nutrition information, the nutrition
classi�cation is reused in the food-nutrition ontology.

Food-nutrition Ontology The food-nutrition ontology links the nutrition classi�cation to product classes created
from FoodData central information. In order for this information to be used in applications, it is also linked to the
product taxonomy.

LinkFoodOn Ontology This ontology is extracted from the food product classi�cation of the FoodOn ontology,
which is then linked to from the food-nutrition ontology and intertwined with the product taxonomy. Thus, a product
can be recognised in an application and its product-speci�c nutrition information can be queried from the nutrition
ontology as well as its product class nutrition information from the food-nutrition ontology.
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Non-food Ingredient OntologyFor an ampli�cation of semantic information, we use string matching to categorise
ingredients. All ingredients enclosing the stringsalcohol , alcohols or its german equivalentalkohol are
categorized as<alcohol> <rdf:type> <Alcohol> , for example.

With the ingredients ontology a consumer can �nd all products that contain a certain ingredient or an ingredient
class, like all facial care products containing acid, for example.

Allergen Ontology Many chemicals present in non-food products like cosmetics have been shown to cause contact
dermatitis [43]. Therefore, the allergen ontology classi�es ingredients as contact allergens.

While the ingredients ontology contains the information thatparfum or perfume is a fragrance, the allergen
ontology classi�esgeraniol , linalool or limonene as fragrances.

3.3. Accordance to FAIR principles

The FAIR guiding principles for scienti�c data management and stewardship [36] were proposed in 2016 in order
to improve the reusability of data holdings. They introduce four principles: Findability, Accessibility, Interoperabil-
ity, and Reusability that we apply to NonFoodKG as explained in the following:

– Findability: NonFoodKG is openly accessible and uses persistent URLs (http://purl.org/NonFoodKG/)18 for
the contained ontologies that redirect the user to the current storage location of the ontologies.

– Accessibility: NonFoodKG offers different openly accessible endpoints for data access of robotic agents or
humans (see Sec. 3.4).

– Interoperability: Section 2.2 describes the different vocabularies that are used or linked to in NonFoodKG.
Hence, applications built on those ontologies can easily integrate NonFoodKG information.

– Reusability: Entities in the NonFoodKG ontologies use annotation properties like language labels, comments
and links to term de�ning webpages such as wikidata or the product ontology as descriptors. All NonFoodKG
ontologies come with a clearly stated licence, can be downloaded and reused.

3.4. Resource

NonFoodKG is publicly available at https://k4r-iai.github.io/NonFoodKG/ with all ontologies, a link to its triple
store SPARQL endpoint19 as well as an grlc[44] RESTful API for the example queries20 demonstrated in the shop-
ping assistant applications. We additionally provide a Sparklis [45] website21 for users that are not familiar with
SPARQL to access knowledge graph information.

4. Consumer Applications of NonFoodKG

Using NonFoodKG, we can answer complex questions about products, their ingredients, contained allergens,
nutrition, labels, brands, dimensions, packaging or location. The triple store used for storage of NonFoodKG offers
a SPARQLendpoint for information access.SPARQLis the standard query language for triple data. We continue to
discuss the communication of Unity game engine and KnowRob processing system with the SPARQL endpoint for
the AR shopping assistant and the robot shopping assistant, respectively.

4.1. Communication

Both Augmented Reality and robot shopping assistants can use the same SPARQL queries for shopping applica-
tions. Since robot assistants encode their environments differently (as discussed in 2.1), they need to additionally
relate the query results to the Digital Twin store.

18Link to the purl administration page: https://purl.prod.archive.org/
19The NonFoodKG API can be accessed at this SPARQL endpoint: https://api.krr.triply.cc/datasets/mkumpel/FoodToNonFoodKG/services/

FoodToNonFood/sparql
20Example queries can be accessed online: http://grlc.io/api/K4R-IAI/NonFoodKG/SPARQL�les/
21The NonFoodKG Sparklis website can be accessed here: http://nonfoodkg.informatik.uni-bremen.de/
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Fig. 3.: Left: Preference visualisation using HoloLens. Right: Visualising product information on smartphone.

Augmented Reality Shopping AssistantThe Unity game development platform offers a library for making Web
requests called UnityWebRequest22 as well as a JSON Serialization to convert Unity objects to and from JSON
format23, which we use for processing of the SPARQL results.

Robot Shopping AssistantOne of the bene�ts of using NonFoodKG as a single point of access is its platform-
independency. Thus a robotic agent running KnowRob can easily connect product to environment information in a
Digital Twin as well. KnowRob uses the logic programming language Prolog24 for action execution. Prolog offers
a SPARQL client library that can be used to process SPARQL query results.

4.2. Example Augmented Reality Applications

The following applications demonstrate the applicability of the NonFoodKG knowledge graph as one source of
data for a range of consumer applications.

Application 1: Preference Visualisation in AR using HoloLensThis openly accessible application25 highlights
all objects that do not comply with a set preference on a HoloLens. Due to the fact that digital overlays hinder
consumers to look at the products behind the overlay, we decided to highlight opposing products. Thus, for a
consumer searching for organic products, all non-organic products will be highlighted by overlaying a digital, red
X. By highlighting all opposing products, the customer can further examine all products that do comply with their
preference.

To localize the HoloLens in the retail laboratory we use spatial perception26 and match the world origin of the
Unity game to the reference frame origin of the robot environment map as discussed in 2.1. Product positions are
inferred relative to the existing world anchors, which are attached to shelf instances. Each product is created as a
X game object named according to the NonFoodKG product names. Thereby, objects can be set visible or invisible
according to the query result.

A consumer in the store will see a menu on the wall, displaying options of preferences likevegan ,
eco-friendly or no alcohol . Once a preference is chosen, all opposing products will be highlighted as
depicted in Figure 3.

Application 2: Information Visualisation in AR using a smartphone.This application highlights interesting product
information using a smartphone. It uses image targets for image recognition with the Vuforia Engine27. Therefore,
we rely on images or barcodes of products available at the retail laboratory.

22Unity web requests library: https://docs.unity3d.com/Manual/UnityWebRequest.html
23JSON serialization in Unity: https://docs.unity3d.com/Manual/JSONSerialization.html
24SWI-Prolog: ttps://www.swi-prolog.org/
25HoloLens application: https://github.com/michaelakuempel/HoloPreferenceDemo
26https://microsoft.github.io/MixedRealityToolkit-Unity/Documentation/SpatialAwareness/SpatialAwarenessGettingStarted.html
27Image targets with Vuforia: https://library.vuforia.com/features/images/image-targets.html
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