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Abstract. Cultural heritage data, encompassing tangible, intangible, and natural assets as defined by UNESCO, has seen growing
digitization efforts globally. While several initiatives and platforms facilitate access to Cultural Heritage content, the Linked
Open Data (LOD) ecosystem still lacks a dedicated and curated index for Cultural Heritage datasets and resources. This absence
limits the discoverability, accessibility, and reuse of valuable Cultural Heritage data.

This study introduces CHe CLOUD—the Cultural Heritage Linked Open Data Cloud—a topical sub-cloud within the broader
LOD Cloud, designed to improve the FAIRness (Findability, Accessibility, Interoperability, Reusability) of Cultural Heritage
datasets. The goal is to provide a sustainable, centralized reference for Cultural Heritage LOD datasets and assess their quality
through a FAIR-aligned lens. The selection of the datasets to be included in CHeCLOUD followed a three-phase methodology
inspired by systematic literature review guidelines, adapted for dataset discovery. It includes: (1) structured identification of
Cultural Heritage datasets from the LOD Cloud and external sources; (2) FAIRness evaluation using a mapping framework
between data quality and linked data principles as well as the KGHeartBeat quality assessment tool; and (3) maintenance, via
continuous updates and a feedback mechanism. The methodology ensures transparency, reproducibility, and domain-specific
relevance. Besides detailing the proposed resource, datasets are assessed in terms of FAIR-ness by aligning FAIR principles and
linked data quality dimensions. As a result, Reusability emerges as the strongest dimension, primarily due to consistent licensing
and provenance metadata. Accessibility also scores relatively high, while Findability and Interoperability reveal notable gaps,
especially regarding metadata richness, URI dereferenceability, and vocabulary reuse.

CHeCLOUD fills a critical gap in the LOD ecosystem by offering, for the first time, a structured, FAIR-aligned index of
Cultural Heritage datasets. The findings highlight both the current strengths and areas needing improvement in Cultural Heritage
data publication practices. The proposed methodology and assessment framework can be generalized to other domains, support-
ing broader efforts to enhance data FAIRness across Linked Data ecosystems.

Keywords: Cultural Heritage, Linked Open Data, Linked Open Data Cloud, FAIR-ness, Quality assessment, Dataset identification

1. Introduction and Motivations

According to UNESCO, “cultural heritage (CH) includes artefacts, monuments, a group of buildings and sites,
museums with diverse values including symbolic, historic, artistic, aesthetic, ethnological or anthropological, sci-
entific and social significance. It includes 1) tangible heritage (movable, immobile, and underwater), 2) intangi-
ble cultural heritage embedded into cultural, and 3) natural heritage artefacts, sites, or monuments. The definition
explicitly excludes intangible CH related to other cultural domains, such as festivals and celebrations™ [55].

Over the years, significant efforts have been devoted globally by the CH community to digitization and data
aggregation. These endeavors have resulted in the development of major digital platforms, such as Europeana!,

lEuropeana: https://www.europeana.eu
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Digital Public Library of America?, DigitaNZ?, and National Library of Australia*. These portals not only bring
cultural content closer to the general public but also aim to structure and present cultural data to facilitate its reuse
by diverse stakeholders—researchers, educators, developers, curators, and the broader public.

While those efforts make evident the interest and the investment from various initiatives to aggregate CH data
using Semantic Web technologies, there is still a lack of a unique centralized reference repository dedicated to
CH datasets. This absence poses challenges in terms of discoverability and reuse, thereby limiting the impact of
existing data. Indeed, a global®, integrated, CH linked knowledge repository would offer profound advantages for
digital scholarship, public access, and sustainable infrastructure of CH. For scholars, unified semantic datasets and
knowledge resources enable new research questions and analytical methods across collections and institutions. Case
studies already show that Linked Data provides “integrated, harmonized, and interoperable large-scale datasets” for
the digital humanities, which can be mined and reused in ways previously impossible [33]. By tapping into this
interconnected data hub, researchers can perform network analyses, cross-collection comparisons, or multimedia
aggregations. Equally important, opening up heritage data in this way drives broader public engagement. Provid-
ing open linked data “helps drive users to online content and enables new scholarship that can only be done with
open data, making collections more meaningful and relevant for end-users” [48]. In other words, when museums,
archives, and libraries share their data as part of a linked hub, they fulfill their public mission of widening access to
cultural museums and the Web and invite creative reuse of the data in education, tourism, and community projects.
The semantic interoperability also allows a more inclusive and multilingual access — for example, a user can find
relationships between an object in a national museum and related artifacts or literature held elsewhere, enriching the
storytelling around CH. Finally, building a linked data hub contributes to a sustainable data infrastructure for her-
itage. As it relies on open standards and common ontologies, the hub ensures that data remains findable, accessible,
interoperable, and reusable (FAIR) in the long term.

Given the motivations above and with the scope of addressing the existing gap, this article proposes the Cul-
tural Heritage Linked Open Data Cloud (CHeCLOUD)—a dedicated sub-cloud within the broader Linked Open
Data (LOD) ecosystem that aggregates, documents, and exposes datasets relevant to CH. Pronounced keh-cloud,
preserving the Italian pronunciation of ‘che’, CHeCLOUD is inspired by previous successful sub-cloud initiatives
such as the Linguistic LOD Cloud [9], and it is designed to fulfill the following roles:

Advocate for the adoption and publication of open data in the CH sector;

Serve as a central hub and reference point for stakeholders interested in CH LOD;

Offer guidance on legal and licensing issues related to CH data;

Build and maintain an aggregated index of CH datasets;

Facilitate knowledge exchange between the Semantic Web and cultural heritage communities;

Act as an intermediary between technical infrastructure providers and data consumers;

Collect and share best practices, standards, and use cases for creating, publishing, and reusing CH LOD.

To deal with dataset findability, the article proposes a novel methodology inspired by systematic literature review
practices, adapted to the dataset domain. This methodology involves scanning datasets—primarily those already
indexed in the LOD Cloud®—to identify those pertinent to the topic of interest, i.e., CH within this article. The
assessment leverages structured metadata retrievable via SPARQL endpoints, standard metadata vocabularies (e.g.,
VoID, DCAT), and search engine indexing. Establishing CHeCLOUD directly supports the Findability principle of
the FAIR data guidelines, ensuring that CH datasets become more visible and discoverable. Furthermore, metadata
and data—;jointly referred to as (meta)data, following FAIR terminology [58]—can be systematically analyzed to
assess their compliance with the FAIR principles. Building on the mapping framework detailed in Section 2.3, this

2Digital Public Library of America: https://dp.la

3DigitaNZ: https://digitalnz.org

4National Library of Australia: https://www.library.gov.au

Si.e. a non geographically based resource, unlike Europeana, the Digital Public Library of America and all the other CH Linked Data datasets
that are all local and geographically based silos of cultural information.

SLOD Cloud: https://lod-cloud.net
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paper evaluates the FAIRness of CH datasets identified as relevant and included in CHeCLOUD by leveraging on
data quality assessment results.

This paper aims to document the current state of CH LOD and offer actionable insights for improving the quality
and FAIRness of CH datasets on the Web. Hence, the contributions of this paper are threefold:

— CHeCLOUD—the first LOD sub-cloud that focuses explicitly on datasets and semantic resources relevant
to CH. CHeCLOUD results from applying a reusable and tool-agnostic methodology to the existing LOD
Cloud, which serves as a well-established, community-validated registry and search engine for Linked Data
datasets. CHeCLOUD is online available at nttps://checloud.di.unisa.it and it aims to enhance the visibility,
accessibility, and reuse of CH datasets by aggregating and categorizing them under a coherent and curated
sub-cloud.

— An evaluation of the FAIRness of the datasets included in CHeCLOUD, conducted using the mapping
framework detailed in Section 2.3, that aligns data quality dimensions with the FAIR principles. This assess-
ment provides insight into the current state of CH datasets concerning FAIR data standards and highlights
areas for improvement to support greater interoperability and reuse. Results are publicly available online at
https://gabrielet0.github.io/CHe-CLOUD/

— A reusable, tool-agnostic methodology for improving dataset findability within specific domains. This
methodology is inspired by systematic literature review (SLR) guidelines traditionally used to identify relevant
academic publications, and it is adapted here for the discovery of LOD datasets. Applying these principles to
publicly available datasets facilitates the identification and classification of domain-specific data in a structured,
transparent, and reproducible way.

The remainder of this paper is structured as follows. Section 2 provides an overview of the FAIR principles and
the data quality framework adopted as a reference. It also presents the proposed mapping between the two. Section 3
surveys relevant literature in three key areas: (1) cultural heritage data modeled using Semantic Web technologies;
(2) the creation of other LOD sub-clouds and their approaches to addressing findability; and (3) existing quality
assessments of LOD datasets aligning them with FAIR principles. Section 4 introduces an three-phase method
to support dataset identification, quality evaluation, and ongoing maintenance. This approach is an adaptation of
SLR guidelines for datasets discoverability. Section 5 presents the results of the quality assessment for: (1) the
automatically generated CHeCLOUD obtained by applying the methodology to the LOD Cloud; (2) a manually
refined version where broken links in LOD Cloud metadata were corrected by locating alternative working URLs
or SPARQL endpoints; and (3) additional CH-related datasets manually identified through expert consultation,
literature analysis, and exploration of alternative dataset repositories. Section 6 elaborates on the final version of
CHeCLOUD, describing its structure, key characteristics, and maintenance strategy. It also compares the CH sub-
cloud with other LOD Cloud sub-clouds based on data quality indicators. It concludes with an overview of the key
findings, acknowledged limitations, and proposed directions for future research.

2. Background

This section introduces the FAIR principles [58] and the data quality framework developed by Zaveri et al. [60],
the foundational reference for this study’s quality assessment approach. A detailed discussion of the alignment
between these two models is provided in Section 2.3.

The motivation for mapping FAIR principles to existing data quality dimensions lies in the opportunity to leverage
the extensive body of tools, metrics, and methodologies already developed for Linked Data quality assessment,
many of which were not originally designed with FAIR in mind. This alignment enables practitioners to assess
FAIRness in an alternative, practical, and scalable way, using familiar quality evaluation pipelines.

2.1. FAIR principles

In 2016, Wilkinson et al. proposed guidelines to improve the Findability, Accessibility, Interoperability, and Reuse
of digital assets [58]. Those principles are referred to as FAIR principles, which apply to three key components:


https://checloud.di.unisa.it
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data (as an example of the digital asset), metadata (descriptive information about data), and infrastructure (systems
supporting data storage, indexing, and retrieval). FAIR principles will be described in the following. It is worth
mentioning that the principles use the compact form of (meta)data when they refer to both data and metadata.

Findabiliry. 1Tt targets the discoverability of (meta)data requiring metadata and data to be easily identifiable by both
humans and machines. Machine-readable metadata play a crucial role in the automatic discovery of datasets. This
aspect is specialized in four principles:

F1 (Meta)data must have a globally unique and persistent identifier.

F2 Data should be described using rich metadata (as specified in R1).

F3 Metadata should explicitly reference the identifier of the associated data.
F4 (Meta)data should be indexed or registered in a searchable repository.

Accessibility. It targets the (meta)data access, which may involve authentication and authorization mechanisms.
This aspect is specialized in two principles:

Al (Meta)data should be retrievable using a standardized communication protocol.

Al.1 The protocol should be open, free, and universally applicable.
A1.2 The protocol should support authentication and authorization when needed.

A2 Metadata should remain accessible even if the data are no longer available.

Interoperability. For seamless integration and processing, data should be compatible with other datasets, tools,
and workflows.

I1 (Meta)data should use a widely accepted, formal, and accessible language for knowledge representation.
12 (Meta)data should employ vocabularies that adhere to FAIR principles.
I3 (Meta)data should contain references to other relevant (meta)data.

Reusability. 'To maximize the value of data, they should be well-described so they can be replicated or combined
in various contexts. This aspect is modeled as a single principle, further enhanced in three different sub-principles.

R1 (Meta)data should be enriched with detailed, relevant attributes.

R1.1 (Meta)data should be released with a clear and accessible usage license.
R1.2 (Meta)data should provide detailed provenance information.
R1.3 (Meta)data should align with community standards relevant to the domain.

2.2. Data Quality Framework

This study builds upon the quality assessment framework proposed by Zaveri et al. [60] and further refined by
Pellegrino et al. [50]. The framework authored by Zaveri et al. was selected due to its general-purpose nature,
making it applicable across a wide range of domains and dataset types. Moreover, it underpins KGHeartBeat [50],
the quality assessment tool employed in this study and introduced in Section 4 to automatically perform the periodic
assessment on a wide range of linked datasets. It categorizes quality dimensions into the following key areas:

Accessibility includes dimensions that assess how data can be retrieved, verified, and accessed:

— Availability evaluates whether URIs resolve correctly and whether data is accessible via SPARQL endpoints or
downloadable RDF dumps, which are essential mechanisms for enabling machine-readable access. Ensuring
multiple access points increases reliability.

— Interlinking measures the extent to which entities are connected within and between datasets, supporting inter-
operability and data integration.

— Licensing examines whether datasets provide clear licensing information in a format understandable by humans
and machines, such as through VoID descriptions. Open licenses are encouraged to promote unrestricted reuse.

— Performance assesses system efficiency by considering latency and throughput, ensuring that data retrieval
occurs promptly.
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— Security evaluates protective measures that prevent unauthorized modifications or misuse, safeguarding data
integrity and reliability.

Contextual dimensions are influenced by specific tasks or use cases and assess:

— Amount of data measures the size of a dataset, including the number of triples, entities, and properties.

— Completeness determines whether the dataset contains all necessary information for its intended application.

— Understandability ensures that datasets include human-readable labels, documentation, sample queries, and
metadata to facilitate user comprehension.

Dataset Dynamicity focuses on how current and up-to-date the data is:

— Currency quantifies how recently the dataset has been updated.
— Timeliness verifies whether the dataset specifies an expected update frequency, which is crucial for applications
relying on fresh data.

Intrinsic  dimensions are independent of user context and assess the fundamental characteristics of the data:

— Accuracy evaluates correctness at both syntactic and semantic levels, identifying issues such as misused prop-
erties, empty values, incompatible data types, and violations of functional constraints [25,4].

— Consistency checks for logical coherence, ensuring that entities are correctly classified, properties adhere to
expected definitions, and deprecated elements are not used.

— Conciseness focuses on reducing redundancy in both schema and data representation to maintain efficiency
and clarity.

Representational dimensions concern the structural and presentational aspects of the data:

— Interoperability assesses adherence to established ontologies and vocabularies for representing information.

— Interpretability evaluates whether the dataset uses clear structures that allow for machine processing, avoiding
problematic RDF elements like blank nodes and collections.

— Representational-conciseness examines how compactly and efficiently data is represented, minimizing unnec-
essary complexity.

— Versatility checks whether the dataset supports multiple formats and internationalization.

Trust dimensions assess the reliability and credibility of the data:

— Believability determines whether the data comes from a recognized and trusted source [6].

— Reputation measures dataset trustworthiness through external references, human ratings, and web rank-
ings [45].

— Verifiability ensures that data contributors and sources are clearly identified and that provenance information is
properly recorded.

2.3. Mapping FAIR principles and Data Quality Dimensions

The proposed mapping establishes a systematic alignment between the FAIR principles and specific quality di-
mensions or metrics, offering a measurable and reproducible framework to assess the FAIRness of datasets. Each
FAIR principle—Findability, Accessibility, Interoperability, and Reusability—is operationalized through a set of in-
dicators that are evaluated using either data, metadata, or both of them. Such as case will be referred to as (meta)data
in accordance with the terminology introduced by Wilkinson et al. [S8]. The goal is to enable an automated, repro-
ducible evaluation of FAIRness across datasets, with all metrics normalized in the range [0,1]. It is worth noting
that while the proposed mapping builds upon Zaveri et al.’s framework, it is designed to be flexible and adaptable.
Because the alignment primarily operates at the level of abstract quality dimensions—many of which are shared
across different frameworks—the methodology can be easily tailored to alternative quality models depending on the
context or domain-specific needs. Table 1 schematically reports the mapping. When no metrics within any dimen-
sion can be directly mapped to the principle, the Quality Dimension column is left empty. Each mapping is assigned
a unique identifier, which encodes the targeted FAIR principle along with the input type: M for metadata, D for data,
and no suffix when (meta)data are assessed jointly.
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ID Plﬂﬁclil:)le Input J'Quah%y Monitored aspect Scoring function
1, dataset registered in a search engine
F1-M F1 Metadata Unique and persistent ID that provide a persistent DOI
0, otherwise
F1-D F1 Data Availability  URIs dereferenceability 'waig"l'“’-‘”‘ with |U, | set of 5,000 URIs involved as
subjects in any triple
1, dataset attached to a SPARQL endpoint,
F2a-M F2 Metadata Metadata availability via stan- reglstere.d m a.searchable search er.lgme‘,
dard primary sources or described via VoID/DCAT specifications
0, otherwise
F2b-M F2 Metadata Metadata availability for all the
attributes covered in the FAIR | Covered metadata attributes|
i |Required metadata attributes|
score computation
1 tadata attach DOI(s) to dat
F3-M F3 Metadata Data referrable via a DOI » Mmeta a.a attac (5) to data
0, otherwise
F4-M F4 Metadata Metadata registered in a search- L, datasel'reglslered in any search engine
able engine 0, otherwise
1, dataset is provided with an operational SPARQL
endpoint or accessible data dump(s)
Al.1-D All Data Availability =~ Working access point(s) 0.5, dataset is provided with an accessible SPARQL
endpoint or accessible data dump(s)
0, otherwise
1, primary sources discovered in F2a-M
Al.1-M Al.l Metadata Metadata availability via work- work and contain (any) metadata
ing primary sources 0, otherwise
1, security requirements can be
automatically disc d b i
Al.2 Al2 (Meta)data Security Authentication & HTTPS sup- a Omd, teatly discovered by guerylng
port a functional SPARQL endpoint
0, otherwise
1, dataset registered in any search engi
A2-M A2 Metadata Registered in search engines , catase Are"ls erec in any search engine
0, otherwise
1, data dump(s) have valid mediatypes
11-D 11 Data Standard & open representation or ontologies are released as OWL/RDF(S)
format 0, otherwise
1, metadata are published according
11-M I Metadata Metadata are described with to VoID/DCAT specifications
VoID/DCAT predicates 0, otherwise
2 2 (Meta)data  Verifiability ~ Use of FAIR vocabularies #of FAIR vocabularies
13-D 13 Data Interlinking Degree of connection L dataset.comams alink to another dataset
0, otherwise
R1.1 RI1.1 (Meta)data Licensing Any license retrievable via any {1’ llcense'ls explicitly reported
primary source 0, otherwise
R1.2 R1.2 (Meta)data Verifiability Publisher details (sources, au- {1’ pL:’hSh,er information is explicitly reported
thors, contributors) 0, otherwise
1, dataset is provided with a SPARQL endpoint
data d s) with valid mediatypes
R1.3-D R1.3 Data Data organized in standardized or data ul?1p(s) With vaiid meciatypes
ways or ontologies are released as OWL/RDF(S)
0, otherwise
R1.3-M R1.3 Metadata Metadata are described with  AsIl-M

VoID/DCAT predicates

Table 1: Mapping Between FAIR Principles and Data Quality Dimensions. The FATR Principle column
follows the original FAIR terminology, while the ID is generated by combining the principle identifier with the eval-
uated input type (data or metadata). Since principles may apply to both, the Input column specifies the evaluation
scope using the notation (meta)data when applicable. The Quality Dimension and Monitored Aspect
columns indicate the alignment with data quality dimensions from [60] or relevant metrics. If the Quality Dimension
is empty, no direct metric mapping exists. The Scoring Function column describes how the score for each
principle is computed.
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Findability. This principle mainly focuses on aspects related to finding, accessing, and the infrastructure needed to
index and store (meta)data. It is refined with six aspects. If datasets are registered or indexed in search engines (also
known as semantic repositories or archives), such as the LOD Cloud, they comply with F4 (F4-M). Being listed
in a searchable engine also ensures that a dataset can be uniquely referenced using the ID assigned by the engine,
making it reusable even outside the engine itself. This is similar to how Zenodo assigns a DOI to every resource.
While the DOI is explicitly required in F' 3, F'1 only necessitates a unique and persistent ID. Consequently, a dataset
is considered to comply with F3-M when it includes a DOI in the LOD Cloud JSON, is registered in Zenodo, or
in any other similar search engine that provides a DOI. In contrast, the check in F1-M is less stringent, accepting
any ID the author cannot modify. As a result, DOIs and IDs from the LOD Cloud are considered valid for achieving
the best score, while GitHub registration is insufficient, as authors can delete a repository, violating the persistence
requirement of F1. At the data level, the F1 principle also refers to adherence to best practices for publishing linked
datasets and URI design principles [57], ensuring that dataset resources are tied to a global identification system
on the Web. Data providers should serve representations of these datasets to improve availability and findability.
Compliance with this principle is reflected through the dereferenceability of URIs [17] within the availability di-
mension (F1-D). According to F2, datasets should be described using rich metadata. This is assessed in two ways:
first by checking the availability of metadata through at least one standard primary source, such as being indexed in
a searchable engine, setting up an operational SPARQL endpoint, and attaching metadata to datasets using standard
specifications like VoID [11] or DCAT [42] predicates (F2a-M). More deeply, F2b-M evaluates the comprehen-
siveness of metadata attributes necessary for calculating the FAIRness score, considering a total of nine attributes
based on the proposed mapping.

Accessibility. Linked Data and their metadata should be accessible via SPARQL endpoints and data dumps, align-
ing with the Availability dimension and the A1 . 1-D principle [31] when focusing on data-level accessibility. The
scoring function differentiates between available and operational access points, with "operational" meaning that an
agent can automatically query the SPARQL endpoint and return a response to a text SPARQL query retrieving a
single triple, which corresponds to the optimal score of 1. Access points that are accessible but do not return a query
result are considered "half-way" and receive a score of 0.5. This could occur if the SPARQL endpoint is designed
for human interaction rather than automated consumption. The minimum score of O is assigned to datasets with no
access points or non-working ones. Additionally, the availability of metadata through functioning access points is
evaluated under the A1 . 1-M principle.

The security dimension can inform the A1 . 2 principle, though it is not directly aligned. The security dimension,
which is assessed based on authentication and authorization metrics, discourages the use of restrictive access mech-
anisms. In contrast, the A1 . 2 FAIR principle is less restrictive, requiring that any access restrictions, such as spe-
cific protocols or authentication requirements, be automatically detectable by agents. Therefore, while the aspects
assessed to measure Al . 2 and security are aligned, the FAIRness scoring function is less strict compared to the
security dimension’s criteria.

Lastly, when data and metadata are registered in search engines like the LLOD Cloud, they guarantee accessibility
even if the data becomes unavailable (A2-M).

Interoperability. This principle highlights the importance of using standard and open formats to represent data and
metadata. For data, this involves ensuring that data dumps use valid media types (I1-D), which can be assessed by
referencing recognized media types’ and RDF serialization formats®. Additionally, any published ontologies should
follow established standards such as OWL or RDF(S). For metadata, interoperability requires structuring descrip-
tions in a way that supports reuse and integration. This is commonly achieved by adopting widely used specifica-
tions like VoID and DCAT, which promote consistent and interoperable metadata modeling (I1-M). Beyond data
access mechanisms, the I2 principle emphasizes the use of FAIR vocabularies, aligning closely with the verifiability
dimension. This dimension evaluates the extent to which existing, well-defined ontologies are reused, introducing
an additional criterion for assessing the FAIRness of the vocabularies employed. Finally, I3 requires datasets to

"Media types: https://www.iana.org/assignments/media-types/media-types.xhtml
8RDF Serializations: https://www.w3.org/wiki/RdfSyntax
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reference other data and metadata. This requirement aligns naturally with the Interlinking dimension, which can be
operationalized by measuring the degree of connectivity and linkage between datasets.

Reusability. A clear data usage license, as required by R1 . 1, aligns directly with the Licensing dimension (R1. 1),
with both encouraging the use of clear licenses and imposing no restrictions against the use of open ones. Similarly,
providing detailed provenance information (R1 . 2) corresponds with the Verifiability dimension [27], ensuring that
the origins and history of the data can be traced.

The requirement to follow community standards (R1 . 3) implies being compliant with Linked Data principles,
encouraging SPARQL endpoints and data dumps—elements already evaluated under I1-D. However, this princi-
ple also considers standards specific to domains such as the CH community as valid formats enabling reuse. Addi-
tionally, data publishers are encouraged to document metadata using standard specifications like VoID or DCAT to
support interoperability, thereby creating a natural alignment between R1.3-M and I1-M.

3. Related work

This section reviews the significant efforts dedicated to publishing CH data using Semantic Web technologies,
highlighting the community’s substantial investment and underscoring the need for a centralized hub to facilitate the
discovery and access of CH datasets. It then examines the emergence of other LOD sub-clouds and the evolution of
the LOD Cloud over time, followed by an overview of initiatives aimed at assessing and enhancing the quality of
LOD datasets. The section concludes with a comprehensive discussion of the current state-of-the-art.

3.1. Cultural Heritage and the Semantic Web

Semantic Web technologies have been applied in the context of CH in several different ways and projects. Its
applications, in particular, range from the development of conceptual models, schemas and ontologies later become
standards, (such as, for example, CIDOC-CRM [19]), and used for guaranteeing knowledge integration and discov-
ery via interoperability [5], to the development of linked datasets connected to some of the main actors of the Linked
Open Data Cloud. Notably, Europeana, with its Europeana Data Model, has been a reference point for developing
multililingual alignment and LD publishing in CH [24].

Overall, European research infrastructures have prominently adopted Semantic Web standards in projects like
CHARISMA (2009-2014), DARIAH (Digital Research Infrastructure for Arts and Humanities), CLARIN, CEN-
DARLI, and E-RIHS and IPERION HS, which have been explicitly focused on developing shared semantic infras-
tructures supporting open access, FAIR principles, and data interoperability [5].

More recently, projects like SPICE, POLIFONIA, and Odeuropa have been similarly used to create semantic re-
sources and/or localized linked data infrastructures connecting the heritage of museums, sounds, and smells across
European cultures and memory institutions. More specifically, SPICE ° provided a unified - non open - Linked Data
Hub infrastructure in order to store, integrate and collect the data of the GLAM (acronym for galleries, libraries,
archives, and museums) institutions participating to the project [12]; Polifonia '° has provided, within the area of
intangible CH the first and most developed catalog of networked ontologies representing the semantic backbone
for musical heritage in Europe [13]; Odeuropa, finally, provides an an ontological extension of CIDOC-CRM for
representing odors and their experiences from a CH perspective [40]. Outside Europe, relevant linked data initiatives
include the American Art Collaborative (AAC), utilizing CIDOC-CRM to interlink museum collections across the
U.S. institutions, or Wikidata, a global, collaborative knowledge graph, which has become pivotal for cultural her-
itage data integration, enabling semantic linking and enrichment across diverse datasets worldwide [53]. Significant
efforts in Asia have recently regarded the growing engagement with the Semantic Web for CH. The Palace Museum
in China (Beijing), for instance, has now developed a knowledge graph for their vast collection of artifacts (par-
ticularly ceramics) [35], while [22], have provided the first knowledge graph containing thousands of entities and

9SPICE: https://spice-h2020.eu
I0OPOLIFONIA: https://polifonia—-project.eu
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semantic connections related to intangible heritage (traditions, festivals, crafts) in China. In this context, the main
efforts in this area are to create digital heritage management, coupling both Artificial Intelligence (in particular, deep
learning based methods) and semantic technologies, rather than publishing these interoperable models in LOD.

Among the technical developments that have led to the adoption of semantic solutions for publishing and consum-
ing CH resources and data is developing serialization formats, such as JSON-LD, to bridge the gap between complex
RDF structures and practical web application development. The Linked.Art project exemplifies this approach by
providing JSON-LD APIs specifically tailored to the art museum community, simplifying integration and lowering
barriers to entry for Semantic Web technology adoption'!. In the context of the Linked Data community, another
project that is worth mentioning is the Solid project, aiming at providing decentralized and privacy-aware Linked
Data applications, but that, being under development, is not yet on the position of showcasing evolved technological
maturity in semantic web infrastructures'2.

In general, the mentioned initiatives (far from providing an exhaustive account'?) collectively highlight the pivotal
role that Semantic Web technologies continue to play in transforming cultural heritage data into globally accessible,
interconnected knowledge resources, promoting both scholarly research and public engagement. Nonetheless, one
element that stands out from the current state of affairs is the lack of a unified LOD Infrastructure working as a
collector of all these elements. CHeCLOUD aims to fill this gap.

3.2. Sub-clouds Definition

The 2011 State of the LOD Cloud report [37] introduced a thematic categorization of datasets, distinguishing be-
tween domains such as media, government, scholarly publications, life sciences, geography, cross-domain content,
and user-generated data. Later, in 2014, Schmachtenberg et al. [54] expanded this classification by adding social
networking as a separate domain, recognizing a substantial number of datasets centered on individuals and their
social connections. These domain-specific clusters, i.e., sub-clouds, tend to emerge when a critical mass of datasets
within a particular area is reached, reflecting growing community interest. As documented in Schmachtenberg et
al.’s tagging approach, these topical labels are manually assigned by examining the dataset contents, following an
initial automated grouping of datasets using metadata in DataHub.

Around the same period, the Open Linguistics Working Group was established to promote collaboration among
experts in linguistics, natural language processing, and information technology. One of its most significant contribu-
tions is the development of the Linguistic Linked Open Data (LLOD) cloud—an LOD sub-cloud specifically dedi-
cated to linguistic datasets. Initiated in 2011 and first released in 2012, the LLOD cloud expanded from 28 datasets
in its initial version to 249 by 2025 [26]. Over time, the inclusion criteria for the cloud have become more rigorous.
In the early years, datasets were sometimes accepted based on anticipated future availability. However, since 2015,
there has been a growing focus on metadata verification through automated checks, ensuring that only accessible
and available datasets are included. Although the use of open licenses is encouraged, it is not a strict requirement
for inclusion in the LLOD cloud.

A fundamental criterion for inclusion in the LLOD cloud is linguistic relevance. This means that datasets must ei-
ther directly support linguistic research or natural language processing applications, or contain substantial language-
related content. As a result, the cloud includes two main types of resources: (1) Core linguistic resources—those
specifically created for linguistic or NLP use, such as corpora, lexical databases, and annotated datasets; and (2) Sup-
porting resources—datasets not originally designed for linguistic purposes but widely reused in linguistic contexts,
such as large text corpora, encyclopedic datasets like DBpedia, and structured metadata collections.

To ensure long-term sustainability, the LLOD cloud infrastructure has been progressively improved, achieving
monthly updates by 2015. Initially, dataset discovery was limited to those registered on DataHub. To improve find-
ability, additional repositories were integrated, including LingHub [44], which aggregates metadata from multiple
linguistic sources and offers a unified search interface. Furthermore, the Linlgulisltik portal [8] provides a virtual

1T inked.Art: https://linked.art
1280lid Project: https://solidproject.org/
B3For recent detailed review we remind to [41].
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library covering a wide spectrum of linguistic topics, indexing academic resources and offering links to relevant
databases, catalogs, and literature for both linguistic and interdisciplinary audiences.

In parallel, a similar trend occurred in the biomedical domain. In 2015, Hasnain et al. [32] described the rise
of the Life Sciences LOD Cloud, fueled by the sector’s drive to adopt Semantic Web technologies for improved
data sharing. This subcloud is particularly relevant for tasks such as personalized medicine and drug discovery.
However, the lack of vocabulary reuse and fragmented access through isolated SPARQL endpoints posed challenges
for integrated querying. To address this, Hasnain et al. compiled and interlinked terms and properties from 137
publicly accessible Bio2RDF SPARQL endpoints, as well as datasets from CKAN tagged under “life science” or
“healthcare”, to facilitate federated query capabilities across these sources.

The most recent snapshot of the LOD Cloud is structured into nine domain-specific subclouds, described below:

— Cross Domain: General-purpose knowledge graphs, many of which are derived from Wikipedia. Key exam-
ples include DBpedia, which acts as a central hub, along with YAGO, Linked Open Vocabularies, and Wikidata

— Geography: Geographic datasets and points of interest, like GeoLinkedData and GeoNames.

— Government: Datasets published by governmental bodies, covering statistical data, administrative codes, and
environmental indicators. Notable entries include Linked Eurostat and Australian Bureau of Statistics LD.

— Life Sciences: Biomedical datasets, drug information, and biological taxonomies. Many of these datasets
originate from platforms like BioPortal and Bio2RDF. This subcloud is currently the most populous in terms
of dataset count.

- Linguistic: Language datasets such as lexical databases, corpora, and terminological collections. Promi-
nent examples include BabelNet and WordNet.

— Media: The smallest subcloud, it includes datasets on film, music, broadcasting, and journalism. Well-known
examples are DBTune, The New York Times KG and BBC Programmes.

— Publications: Consists of bibliographic data, academic publications, and citation databases. Representa-
tive datasets are IEEE VIS Source Data, the British National Bibliography and the 20th Century Press Archives.

— Social Networking: Captures user-generated content and social relationships, often drawn from blogs
and social media platforms. Examples include the Social Semantic Web Thesaurus and VIVO.

— User Generated: Aggregates datasets from community-driven platforms. Examples are Wikidata, LOTICO,
and the Spanish Open Data community.

3.3. LOD Cloud Data Quality Assessment

Over the years, numerous initiatives have aimed to evaluate the quality of LD. These assessments often focus on
adherence to the FAIR principles [27], compatibility with Linked Data principles [37,54], or alignment with Open
Data standards. The following section provides a review of studies that assess the quality of LD datasets. Table 2
compares these initiatives based on their coverage of the FAIR principles. Among them, only the work by Gaignard
et al. [27] is inherently aligned with FAIR, using the FAIR-checker to evaluate dataset findability and reusability.
In the other cases, two coders collaboratively applied the mapping described in Section 2.3 to determine which
FAIR principles were addressed. This harmonized view enables an equitable and meaningful comparison across
initiatives. The coders jointly analyzed the relevant publications and, where available, the tool used for performing
the analyses. A checkmark indicates explicit mention or evaluation of a given principle or metric. A tilde is used
when the work partially covers a metric, for instance, by analyzing datasets listed in a search engine like the LOD
Cloud or DataHub, without directly assessing the impact of such registration on discoverability and, therefore,
findability. All other cases are left blank.

In 2011, the State of the LOD Cloud Report [37] offered a comprehensive evaluation of the LOD Cloud, assess-
ing various aspects such as URI dereferenceability (F1-D), the availability of access mechanisms like SPARQL
endpoints and data dumps (A1.1-D, F2a-M, I1-D), and exposure of dataset-level metadata through sitemaps and
VoID descriptions (R1.3-M and I1-M). While the study did not explicitly analyze media types, its partial con-
sideration of formats aligns somewhat with the R1 . 3-D principle. It also covered licensing (R1. 1), provenance
(R1.2), vocabulary reuse (I2), and interlinking (I3-D). Since the datasets assessed were sourced from the LOD
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https://yago-knowledge.org/
https://lov.linkeddata.es/dataset/lov
https://oeg.fi.upm.es/index.php/es/linkeddata/73-geolinkeddata/index.html
https://www.geonames.org/ontology/documentation.html
http://ontologycentral.com/2009/01/eurostat
https://www.abs.gov.au/about/data-services/data-integration/integrated-data
https://bioportal.bioontology.org
https://bio2rdf.org
https://babelnet.org
https://wordnet.princeton.edu
http://dbtune.org/classical/
https://open.nytimes.com/data/home
https://www.bbc.co.uk/programmes
https://sites.google.com/site/vispubdata/home
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https://vocabulary.semantic-web.at/PoolParty/wiki/semweb
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Ref. Year Domain Findability Accessibility Interoperability Reusability Tool
F1-M F1-D F2a-M F2b-M F3-M F4-M A1.1-D Al.1-M A1.2 A2-M I1-D I1-M 12 13-D R1.1 R1.2 R1.3-D R1.3-M
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[34] 2021 Cultural Heritage
[46] 2021 Cultural Heritage
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Table 2: Comparison of Related Work. This table provides a comparative overview of existing studies related
to Linked Data quality assessment, with a particular focus on how they address the FAIR principles. For each
work, it summarizes the main contribution and its domain, provides bibliographic details (including reference and
publication year), indicates which FAIR principles are explicitly or partially covered, and lists any tools used to
support the evaluation. Entries are ordered chronologically by year of publication.

Cloud, the report laid the groundwork for evaluating principles related to dataset registry inclusion (F1-M, F4-M,
A2-M); however, because these aspects were not explicitly measured, their coverage is considered partial. The same
pattern is used for performing the assessment of those principles influenced by being registered in search engines in
the following. Additionally, as the analysis leveraged metadata, the principle A1 . 1-M, which pertains to metadata
availability, is also partially addressed. This observation also applies to other work.

Schmachtenberg et al. [54] updated these findings through a large-scale crawl of the Linked Data Web in 2014.
Starting with a seed of datasets from the LOD Cloud group in DataHub, they partially addressed F1-M, F4-M,
and A2-M. Using LDSpider [36], covering more than 8 million resources across various domains. Their assess-
ment replicated earlier metrics, focusing on URI dereferenceability (F1-D), vocabulary reuse (I2), and interlinking
(I3-D), and included evaluations of data access mechanisms (F2a-M, R1.3-D), licensing (R1 . 1), provenance
(R1.2), and metadata documentation (I1-M, R1.3-M, Al.1-M).

Kifer et al. [38] introduced the Dynamic Linked Data Observatory, conducting weekly monitoring over a 29-
week period. Their initial dataset comprised 440 URIs from DataHub and the Billion Triple Challenge 2011. While
the study did not directly assess findability, it partially covered registry-related principles (F1-M, F4-M, A2-M).
Their 2-hop breadth-first crawl yielded 95,000 dereferenceable URIs (F1-D) and focused on availability (A1 .1-D)
and dynamics, including endpoint death rate and data change ratio. The study partially addressed F2a—M and, given
its metadata dependency, also partially covered A1.1-M.

Assaf et al. [3] introduced Roomba, a tool to validate, correct, and generate metadata. They applied it to 259
LOD Cloud datasets retrieved via DataHub’s API using the "lodcloud" tag, partially covering F1-M, F4-M, and
A2-M. Their analysis highlighted accessibility issues such as missing or incorrect licenses (R1 . 1) and mimetypes
(I1-D), as well as operational failures of SPARQL endpoints (A1 .1-D). The work also addressed dataset metadata
documentation (I1-M, R1.3-M). In follow-up studies [2,1], they expanded the analysis with 172 datasets from the
Amsterdam Open Data portal, confirming similar issues in licensing, provenance (R1 . 2), data access mechanisms
(F2a-M, R1.3-D), and mimetype declaration (I1-D).

Debeattista et al. [16] presented Luzzu, a framework for LD quality assessment, which they applied to 569 datasets
from the 2014 snapshot and 1,369 from the 2019 LOD Cloud snapshots. The work partially covered principles re-
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lated to registry-based assessments (F1-M, F4-M, A2-M) and evaluated a broad range of metrics, including avail-
ability (A1 .1-D), licensing (R1 . 1), provenance (R1 . 2), access points (F2a—-M, R1.3-D), and media type correct-
ness (I1-D). Extensive use of VoID metadata ensured full coverage of 11-M, R1.3-M, and A1.1-M. Vocabulary
use was captured but not evaluated, leading to partial coverage of I2.

Vandenbussche et al. [56] developed SPARQLES, a system to monitor SPARQL endpoint quality. Their study
involved 545 endpoints listed in DataHub, partially covering registry-linked principles (F1-M, F4-M, A2-M).
Over a 23-month period (Oct 2013-Nov 2015), they tracked endpoint availability (A1l . 1-D), metadata availability
(A1.1-M), and use of standard vocabularies and metadata formats (I1-M, R1.3-M, I2).

Neto et al. [47] proposed IDOL, conducting a qualitative assessment on 13,237 datasets, including 1,303 from
the LOD Cloud, thereby partially covering F1-M, F4-M, and A2-M. Their analysis explored access mechanisms
(F2a-M, R1.3-D), availability (A1 .1-D), format validity (I 1-D), and metadata practices (I1—-M, R1.3-M). They
identified major metadata gaps in terms of license declarations (R1 . 1) and omitted provenance information (R1. 2).

Yamamoto et al. [59] introduced YummyData, a quality monitoring tool for life science Linked Data. It aggre-
gates SPARQL endpoints from various sources, including DataHub, literature, web searches, and community in-
put—partially addressing F1-M, F4-M, and A2-M. The tool tracks SPARQL endpoint availability (A1 .1-D), re-
moving inactive endpoints after 30 consecutive days of downtime. As of February 2025, it monitors 56 endpoints,
evaluating access mechanisms (F2a—M, R1.3-D), licenses (R1.1), and metadata exposure (I1-M, R1.3-M).
However, due to limited metadata analysis compared to other studies, its coverage of A1l .1-M is considered partial.

Haller et al. [29] performed an extensive crawl of the LOD Cloud, partially addressing principles related to dataset
registry inclusion (F1-M, F4-M, and A2-M). Their analysis focuses on datasets with either a functioning SPARQL
endpoint (A1 .1-D) or an available downloadable file (R1 . 3-D). The study assessed several key quality aspects, in-
cluding interlinking (I3-D), URI dereferenceability (F1-D), verifiability through provenance information (R1 . 2),
interoperability via vocabulary reuse (I2), and the presence of dataset-level metadata (I1-M, R1.3-M).

Polleres et al. [52] conducted a quality evaluation of 1,281 datasets labeled as "LOD" in DataHub, partially cov-
ering principles related to dataset registration (F1-M, F4-M, and A2-M). Their analysis primarily focused on avail-
ability (A1 .1-D) and interlinking (I3-D). Although the datasets declared a total of 5,435 access links, only 1,917
were found to be dereferenceable (F1-D). The study examined standard access mechanisms (F2a—-M), including
the presence and functionality of SPARQL endpoints (R1 . 3-D), the media types of data dumps (I1-D), and the
availability of dataset-level metadata (I1-M and R1.3-M). Notably, they identified significant shortcomings in
SPARQL endpoint accessibility, with only 252 of the 444 detected links being operational.

Hidalgo-Delgado et al. [34] evaluate five digital libraries, but due to the limited number of datasets, the prin-
ciples related to dataset registration in search engines (F1-M, F4-M, A2-M) are not considered covered by the
coders. The quality assessment focuses on verifiability (R1.2), availability—measured via access point status
(A1.1-D) and URI dereferenceability (F1-D)—interoperability (I2), interlinking (I3-D), serialization formats
(I1-D,R1.3-D), and dataset-level metadata (I1-M, R1.3-M). Results show consistently low ratings for verifia-
bility, understandability, interlinking, interoperability, and RDF dump availability (F2a-M).

Pellegrino et al. [51] and Monaco et al. [46] assess dataset quality in the CH domain by retrieving datasets from
the LOD Cloud and DataHub based on relevant keywords in titles and descriptions. Due to the keyword-based
retrieval approach, findability principles related to search engine registration (F1-M, F4-M, A2-M) are only partially
covered. Their evaluation emphasizes aspects relevant for automated exploitation, such as availability (A1 .1-D)
and access mechanisms including SPARQL endpoints and APIs (R1.3-D). While security is not a central focus,
Monaco et al. evaluate CORS support.

Maillot et al. [43] report an observational study conducted from November 2021 to July 2022, assessing 470
datasets collected from SPARQLES, LinkedWiki, YummyData, and Wikidata, thereby covering dataset registra-
tion principles (F1-M, F4-M, A2-M). The quality dimensions include availability (A1 .1-D, Al.1-M), licensing
(R1.1), verifiability (R1.2), security (Al . 2), interlinking (I3-D), and interoperability (I2). The evaluation uses
primary sources as SPARQL endpoints (I1-D, R1.3-D) and VoID-based metadata descriptions (I1-M, R1.3-M).

Candela et al. [7] perform a quality assessment on four digital library datasets from the LOD Cloud. As with
Hidalgo-Delgado et al., the small dataset pool leads the coders to exclude the coverage of principles related to
search engine registration. The study evaluates licensing (R1 . 1), verifiability (R1 . 2), interlinking (I3-D), avail-
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ability through SPARQL endpoints and dereferenceable URIs (A1 .1-D, F1-D), and vocabulary reuse (I2). Access
mechanisms such as SPARQL endpoints and data dumps are also considered (F2a—-M, R1.3-D).

di Buono et al. [18] propose a new unified catalog by integrating datasets from the LOD Cloud and Annohub'*,
aiming to enhance dataset discoverability and thereby improve the findability principles (F1-M, F4-M, A2-M). The
quality assessment targets linguistic datasets, focusing on availability (A1 .1-D) and licensing (R1.1).

Esposito et al. [23] evaluate the Linguistic LOD Cloud quality, considering registration principles (F1-M, F2a-M,
F4-M, A2-M) and assessing data availability through SPARQL endpoints (A1.1-D, R1.3-D, I1-D) and licensing
(R1.1). Due to the narrow scope of metadata examined, the A1 . 1-M principle is marked as only partially covered.

Tuozzo [26], using the KGHeartBeat framework [50], conducts a quality assessment of the LOD Cloud’s Novem-
ber 2024 snapshot, comparing various subclouds against the global LOD Cloud quality. The study covers findabil-
ity through search engine registration (F1-M, F4-M, A2-M) and metadata availability (A1 . 1-M) using alternative
primary sources (F2a-M). Following the Zaveri et al. [60] framework, Tuozzo assesses URI dereferenceability
(F1-D), SPARQL endpoint security (Al . 2), vocabulary reuse (I2), interlinking (I3-D), and provenance for ver-
ifiability (R1. 2). The findings highlight common issues such as limited SPARQL endpoint availability (A1 .1-D,
I1-D,R1.3-D), inadequate or unclear licensing (R1. 1), and infrequent use of VoID metadata (I1-M, R1.3-M).

3.4. Overall Discussion

The application of Semantic Web technologies in the CH domain has seen widespread adoption across numerous
projects and initiatives. These efforts have resulted in the development of ontologies, models, and linked datasets
supporting knowledge integration, discovery, and interoperability. Notable contributions such as CIDOC-CRM,
Europeana, and various European research infrastructures (e.g., DARIAH, CLARIN, E-RIHS) have reinforced the
importance of Semantic Web technologies in facilitating open, FAIR, and interconnected CH data ecosystems.

Despite this progress, a key limitation persists: the absence of a centralized, domain-specific LOD hub for CH
datasets. While significant datasets and semantic infrastructures exist, they are often fragmented across projects,
repositories, or institutional portals, making their discovery and integration challenging. This contrasts with other
domains where dedicated sub-clouds—such as the Life Sciences LOD Cloud or the Linguistic LOD Cloud—have
emerged in response to both growing community demand and the availability of coherent datasets. These sub-clouds
have been pivotal in providing structured, findable, and interoperable entry points for domain-specific resources.

Building on this observation, CHeCLOUD has been proposed as a dedicated CH LOD sub-cloud, capitalizing
on the considerable volume of available datasets in the domain. It aims to fill the current gap by acting as a unified
entry point, facilitating dataset discovery, quality assessment, and integration. The establishment of CHeCLOUD
follows patterns observed in the emergence of other LOD sub-clouds, where community needs, critical mass, and
the pursuit of coherence drive the formalization of dedicated clusters within the broader LOD ecosystem.

In parallel, the landscape of LOD data quality assessments has matured significantly, with various studies and
tools addressing key aspects of the FAIR principles. However, comprehensive FAIR-aligned evaluations remain the
exception rather than the norm, often confined to general-purpose assessments of the entire LOD Cloud (e.g., De-
battista et al. [16], Maillot et al. [43], Tuozzo et al. [26]). Among the principles, Findability consistently emerges
as the most under-addressed, typically limited to basic URI dereferenceability checks, while broader aspects such
as catalog inclusion and metadata indexing are seldom covered, with few exceptions like the manual reviews of
Monaco et al. [46] and Pellegrino et al. [51]. Conversely, Accessibility and Reusability are the most frequently
assessed, largely due to the availability of objective indicators such as endpoint accessibility and licensing informa-
tion. Interoperability is moderately addressed, primarily through the evaluation of vocabulary reuse and interlinking
practices, although the depth and methods of analysis vary considerably across studies. Importantly, many of these
quality assessments are supported by open-source tools and platforms (e.g., KGHeartBeat [50], YummyData [59],
SPARQLES [56]), ensuring transparency and ongoing monitoring.

In this context, our work extends the current landscape by focusing specifically on the CH domain, applying a
fully FAIR-aligned evaluation framework. Through the development of CHeCLOUD and its continuous monitoring

14 Annohub: https://annohub.linguistik.de/en/


https://annohub.linguistik.de/en/

14 A. Lieto, M.A. Pellegrino, and G.Tuozzo / The FAIRness of CHeCLOUD, the Cultural Heritage Linked Open Data Cloud

Phase 3 - Feedback Loop & Maintenance Candidate evaluation and Sub-cloud enrichment
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Fig. 1.: Graphical overview of the methodology used for identifying datasets and conducting continuous quality
assessment for the creation of CHeCLOUD. The process is structured into three key phases: 1) Dataset Identification
— This phase adapts systematic literature review techniques into a reproducible methodology for discovering datasets
relevant to a specific domain or topic of interest; 2) Quality Assessment — In this stage, datasets are evaluated using
a set of defined quality metrics to compute individual FAIR-related scores. This enables both the assessment of
individual datasets and equitable comparisons across them. 3) Feedback Loop and Maintenance — This final phase
ensures the sustainability of the assessment framework by periodically re-evaluating the datasets, updating quality
scores, and refining the dataset cloud to reflect changes in availability, content, or relevance over time.
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1 infrastructure, we offer a unique contribution that bridges both domain-specific dataset curation and systematic,
2 transparent quality assessment, addressing a gap in both the CH and broader Semantic Web communities.
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The proposed methodology for identifying domain-specific datasets and resources of CHeCLOUD and conducting
5 ongoing FAIR-aligned quality assessments follows a structured three-step process:

516 1. Dataset Identification — This phase adapts principles from SLRs into a reproducible approach for discovering
517 datasets relevant to a particular domain or topic. It ensures transparency and consistency in how datasets are
518 selected.

519 2. Quality Assessment — In this stage, datasets are evaluated using a defined set of quality metrics aligned with
520 FAIR principles. This allows for both the individual assessment of datasets and fair comparisons across the
521 dataset collection.

522 3. Feedback Loop and Maintenance — This final phase ensures the long-term sustainability of the assessment
523 framework. It involves the regular re-evaluation of datasets to track changes in quality, update FAIR scores,
524 and refine the dataset cloud to reflect evolving availability, content, or relevance.

525 The overall methodology is illustrated in Figure 1, while individual phases are fully described in the following.
s26 Designed to be domain-agnostic and tool-independent, the approach is reusable across various contexts and supports
527 equitable, reproducible assessments regardless of the specific application domain.

528 4.1. Dataset Identification

529 The methodology used for identifying topic-related datasets follows a structured approach inspired by established
530 SLR guidelines [49,39]. An SLR employs a well-defined methodology to identify, analyze, and interpret evidence
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relevant to a research question in a way that is transparent, unbiased, and replicable [39]. While this approach is
traditionally applied to academic publications, it has been adapted to incorporate gray literature as well [28]. The
methodology proposed in this paper builds upon these principles, adapting them for the identification and analysis
of datasets published according to LD principles.

The systematic identification process consists of several key steps, including selecting relevant digital libraries,
applying inclusion and exclusion criteria, and reviewing datasets for analysis.

Digital libraries. This study focuses on LD datasets registered in the LOD Cloud, a widely recognized catalog for
structured, interlinked datasets on the Web [30]. The LOD Cloud provides an extensive and periodically updated
index of datasets spanning diverse domains, organized into thematic sub-clouds to facilitate targeted searches. While
this study primarily relies on the LOD Cloud, the methodology is designed for reproducibility and can be applied
to other dataset repositories in accordance with systematic review principles [39]. The selection of datasets is based
on predefined inclusion and exclusion criteria, applied during the eligibility and inclusion stages, as outlined below.

Inclusion and exclusion criteria. 'To be included in this study, datasets must meet the following criteria:

I1 They must be published following LD principles.
12 They must be relevant to the CH domain, meaning that they have to model any data related to tangible,
intangible, or natural heritage, according to the UNESCO definition.

Besides the exclusion criteria complementary to the inclusion ones, datasets are also excluded if:

E1 They focus on environmental aspects rather than contributing to the natural heritage.

E2 They focus on merely historical evidence and records rather than on less formalized knowledge about a
particular tradition and heritage in the cultural domain. For example, with this rationale, the historical resource
"Bibliography of the Italian Parliament" was excluded from our selection.

Selection of LD datasets. The selection process consists of four sequential stages, each refining the dataset pool,
as illustrated in Figure 2. Two independent researchers conducted the selection process, holding weekly discussions
to resolve discrepancies in inclusion and exclusion decisions. Any unresolved disagreements were settled by a third
reviewer acting as an arbitrator.

— Stage 1: Datasets retrieval. The initial dataset pool consisted of 1,658 LD datasets, extracted from the De-
cember 2024 LOD Cloud snapshot, available at: https://lod-cloud.net/versions/2024-12-31/1lod-data. json.

— Stage 2: Duplicate removal. Since only a single source was used, no duplicates were identified.

— Stage 3: Eligibility screening. Two reviewers independently examined dataset titles, descriptions, and key-
words, resolving conflicts through discussion. A total of 105 out of 1, 658 datasets (6%) required discussion,
and an external reviewer verified 49 datasets (3%). Following this process, 182 datasets were deemed eligible.

— Stage 4: Final inclusion screening. In this stage, reviewers manually examined additional dataset materials,
such as metadata, web pages, and available data. Unresolved conflicts between the two reviewers were escalated
to an external reviewer. This resulted in the discussion of 19 out of 182 datasets (10%), leading to the final
selection of 147 LD datasets.

Potential Biases and Limitations. This study exclusively examines datasets indexed in the LOD Cloud, while
relevant LD datasets may also be available in other repositories such as Zenodo and GitHub. However, since the
LOD Cloud is a widely used and comprehensive index for LD datasets, the risk of omitting a significant number
of relevant datasets is minimized. Additionally, the methodology is designed to be reproducible across different
sources, allowing for extension to other dataset registries in future research.

Manual annotators observed that the titles and descriptions provided in the LOD Cloud are often not well-curated,
lacking clarity and precision in conveying the actual content of the datasets. This deficiency can lead to ambigu-
ity, making it challenging for users (and machines) to accurately interpret the scope, purpose, and relevance of a
dataset based solely on its description. Improved curation and standardized metadata practices could enhance the
discoverability and usability of these datasets, facilitating more effective data integration and reuse.


https://lod-cloud.net/versions/2024-12-31/lod-data.json

576

577
578
579
580
581

582
583
584
585

586

588
589
590
591

16 A. Lieto, M.A. Pellegrino, and G.Tuozzo / The FAIRness of CHeCLOUD, the Cultural Heritage Linked Open Data Cloud

'
_5 Database search: Manually retrieved by experts-contact,
§ consulting relevant literature
= LOD Cloud in December 2024 and hand-searching
=
(0]
=2 (n = 1,658 datasets) (n = 46 datasets)

-

— | |

Y
= 1,704 Non-duplicates datasets
s
& y Excluded (n = 1,476)
% Titles/Descriptions/Keywords Inclusion criteria applied:
screened - 11 - datasets published following LD principles
(n = 1,704 datasets) - 12 - dataset be relevant to the CH domain
!
> Excluded (n = 36)
5 Dataset (meta)data assessed Inclusion criteria applied:
k=) for eligibility - 11 - datasets published following LD principles
i (n = 228 datasets) - 12 - dataset be relevant to the CH domain
Exclusion criteria applied:

S - E1 - datasets focus on environmental aspects
- rather than contributing to the natural heritage
5 4 - E2- datasets focus on historical evidences
ng 192 datasets included rather than heritage in the cultural domain
=

-/

Fig. 2.: Dataset identification process adapting the PRISMA chart widely used in the systematic literature review
reporting to datasets retrieval.

4.2. Quality Assessment

This phase corresponds to the reporting stage in SLRs [39] and leverages an automated quality assessment
framework, KGHeartBeat [50]. KGHeartBeat conducts weekly evaluations of datasets in the LOD Cloud!?® and
DataHub!®, providing structured quality insights. KGHeartBeat has been chosen due to its broader coverage of
quality dimensions and wider evaluated datasets concerning alternative working quality assessment tools, such as
YummyData [59] and SPARQLES [56], which do not cover all the considered datasets.

Metrics and Objective identification. KGHeartBeat evaluates datasets across the six quality dimensions defined
in Section 2.2, focusing on 52 objectively measurable metrics that do not require human intervention. An optimal
reference value (such as a gold standard or best possible value) is established for each metric to gauge data quality,
guided by official guidelines and standard practices documented in the literature.

Quality Evaluation and Scoring. Quality assessment results are publicly accessible as CSV files!” and can be
explored interactively via a web application'®. Additionally, assessments can be conducted programmatically using
Python APIs'®. KGHeartBeat performs evaluations using three primary data sources: 1) the dataset’s SPARQL
endpoint, if available and functional, 2) the VoID file, if provided, and 3) metadata exposed in dataset registries
and search engines. Based on the quality scores computed by KGHeartBeat and the mapping framework detailed in
Section 2.3, each dataset is assigned a FAIR score, ensuring a standardized evaluation of data quality.

I5LOD Cloud: https://lod-cloud.net

16DataHub: https://old.datahub.io

I7KGHeartBeat data: https://kgheartbeat.di.unisa.it/kghb_analysis_data/
18K GHeartBeat web app: https://kgheartbeat .di.unisa.it

19K GHeartBeat APIs: https://pypi.org/project /kgheartbeat
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4.3. Feedback Loop & Maintenance

Ensuring high data quality requires continuous assessment to track changes resulting from metadata updates or
the inclusion of new datasets relevant to the topic. This ongoing process can be structured into the following stages.

— Periodical monitoring. Regular evaluations of all monitored datasets help detect quality variations caused by
updates in data or changes in the systems exposing them. KGHeartBeat conducts a weekly assessment to track
these fluctuations systematically.

— Metadata Update & Refinement. When metadata modifications occur, an exceptional assessment requires
verifying their impact on data quality, ensuring that improvements are effectively implemented.

— Candidate Evaluation and Sub-cloud Enrichment. New dataset candidates are assessed based on predefined
inclusion and exclusion criteria. If deemed relevant, they are integrated into the monitored sub-cloud, followed
by a comprehensive quality assessment to maintain consistency and reliability.

5. FAIR-ness of the Cultural Heritage LOD Cloud

This section presents the FAIRness evaluation of datasets obtained by applying the methodology described in
Section 4 to the Cultural Heritage domain. The raw quality assessment scores are produced using KGHeartBeat [50]
and are subsequently processed to compute FAIR scores based on the mapping framework introduced in Section 2.3.
Results are available online at nttps://gabrielet0.github.io/CHe-CLOUD.

At this stage, we intentionally avoid referring to the dataset collection as CHeCLOUD, as this section traces the
evolution of the dataset pool and its associated (meta)data. The analysis begins with the FAIRness assessment of
datasets retrieved directly from the LOD Cloud, which serves as the baseline. It then explores the added value of
two enrichment strategies: manual refinement and identification.

— Manually refined datasets refer to those already indexed in the LOD Cloud but originally associated with
broken or outdated links. These have been corrected by inspecting LOD Cloud metadata and manually locating
updated URLSs or SPARQL endpoints.

— Manually identified datasets are additional CH-related datasets discovered through expert consultation, liter-
ature review, and targeted hand-searching in external repositories.

This stepwise analysis provides a detailed understanding of whether and to what extent dataset curation influ-
ences FAIRness, offering a foundation for constructing a more robust and complete CH sub-cloud. The individ-
ual assessments from each dataset group will ultimately be consolidated to provide a comprehensive view of the
FAIRness landscape within CHeCLOUD. By synthesizing these findings, we aim to characterize the FAIRness of
CHeCLOUD as a whole, and position our results within the broader context of existing literature. This alignment
allows us to validate our observations, identify consistent trends, and uncover gaps specific to the CH domain.

5.1. Assessment of the Original LOD Cloud

The baseline for assessing the quality status of CHeCLOUD is established using the quality assessment scores
of datasets registered in the LOD Cloud. These scores are derived from metadata made available through the LOD
Cloud’s search engine. Table 3 presents these quality scores in detail, showing the values for each metric as mapped
in Table 1. Additionally, the table includes aggregated scores for each FAIR principle obtained by linearly combining
the metrics associated with each principle. A final overall FAIR score is computed by summing the individual
principle scores. All individual metric scores, as well as the scores per FAIR principle, fall within the normalized
range of [0, 1], where 1 represents the highest quality, and higher values are always preferable. The combined FAIR
score, representing the overall quality level of a dataset concerning all four principles, ranges from [0, 4], with 4
being the optimal score—again, higher values indicate better adherence to the FAIR principles. Table 3 is rendered
as a heat map, where darker shades correspond to higher scores.
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Table 3 — continued from previous page
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Table 3: Quality of Datasets Indexed in the LOD Cloud and Related to Cultural Heritage. This table provides
an evaluation of the FAIRness of datasets listed in the LOD Cloud, based solely on the metadata available within
the LOD Cloud itself. Each dataset is identified by a unique code, with additional details available in online supple-
mentary material at the following link: nttps://gabrielet0.github.io/cHe-croun/. Fine-grained score columns are
displayed as a heatmap, where darker shades represent higher scores, all within the [0,1] range. The F, A, I, and R
columns present aggregated scores corresponding to each FAIR principle. The final column shows the overall FAIR
score, calculated as the sum of these components, with a total range from O to 4.

According to the mapping provided in Table 1, several quality metrics explicitly reward datasets that are regis-
tered in searchable engines. Since all the datasets under consideration in this section are indexed within the LOD
Cloud, this results in uniformly high—often optimal—scores for specific metrics. For example, metric F1-M, which
assesses the assignment of unique and persistent identifiers, is inherently satisfied by LOD Cloud registration, as
each dataset is assigned a stable URI. Similarly, high scores in F2a—M and A1-M are justified by the fact that meta-
data for these datasets is retrievable through the LOD Cloud’s search engine interface. Furthermore, metrics such
as F4-M and A2-M inherently assume the presence of a dataset in a searchable registry to achieve optimal values,
a condition that is inherently met by all datasets included in the LOD Cloud. This systematic inclusion in a widely
recognized and structured metadata index explains the homogeneity and consistently high performance observed
for these specific metrics across all assessed datasets.

Among the results that consistently scored high, often approaching the optimal value, are the metrics associated
with the Reusability dimension of the FAIR principles. These elevated scores highlight several good practices widely
adopted across the assessed datasets.

Specifically, metric R1 . 1 reflects the widespread and correct assignment of usage licenses, ensuring legal clarity
for data reuse. Metric R1 . 2 benefits from including source-related metadata, such as identified authors, contributors,
or publishers, demonstrating compliance with best practices for provenance and accountability. Finally, high scores
in R1.3-D and I1-D confirm that datasets are generally organized in standard, interoperable formats that facilitate
reuse. However, a few exceptions were noted where certain datasets fall short of the LD principles. These include the
use of archival formats like .bz2 for data dumps, which—despite being machine-readable—may hinder seamless
access and integration. Other cases involve metadata indexing through mechanisms such as meta/sitemap that,
while functional, do not align with more transparent or standardized practices. Additionally, although formats like
JSON/HTML or plain TXT are technically machine-readable and non-proprietary, their lack of explicit structure or
semantic annotation can limit their reusability in automated processing contexts.

Moreover, based on the A1-D score, 79 out of 146 datasets (54%) offer at least one functional access point,
indicating moderate accessibility across the collection. Additionally, the I3 metric—which captures references to
other (meta)data through the degree of interlinking—shows relatively high values. This practice suggests a strong
culture of reuse within the community, with datasets frequently referencing and integrating, enhancing their overall
interoperability and value within the LD ecosystem.

Shifting focus to the less curated metrics, a notable drop in quality is observed, particularly for ¥1-D, which
assesses the dereferenceability of URIs. This score is generally low across the board, likely impacted by broken or
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non-functional SPARQL endpoints. Only 10 out of 146 datasets (7%) achieved a score greater than zero for this
metric, highlighting a widespread issue with URI resolution and accessibility of resource descriptions.

Similarly, the metric F3-M, which captures the use of persistent identifiers such as DOIs, shows limited adoption:
only seven datasets (5%) included a DOI for the data, reflecting a missed opportunity to improve long-term discover-
ability and citability. Within the Accessibility principle, the metric A1 . 2—which evaluates the use of standardized
communication protocols—is among the least curated. A non-zero score is observed in only 21 datasets (14%), sug-
gesting that most do not fully comply with protocol-related best practices. Concerning Interoperability, the picture
is similarly underwhelming. Metadata are seldom structured according to well-established standards such as VoID
or DCAT, as reflected in the poor performance of metrics I1-M and R1 . 3—-M. Likewise, metric I2, which evaluates
the reusability and FAIRness of the vocabularies employed, indicates that either vocabularies are difficult to retrieve
or those retrieved do not align with FAIR principles. This issue is further illustrated by the limited number of CH
ontologies registered in the LOD Cloud—only two datasets are explicitly tagged as ontologies, underscoring a gap
in semantic modeling and formal specification.

Overall, the assessment reveals a heterogeneous level of compliance with the FAIR principles across the evaluated
datasets. This is particularly evident in metric F2b—M, which evaluates the availability of metadata necessary to
compute the FAIR scores, as defined in Table 1. The values for this metric range from 0.22 to 0.89, with a mean
of 0.52 and a standard deviation (SD) of 0.14, indicating a moderate level of metadata completeness. However, no
dataset fully provides all the required metadata attributes, which limits their overall FAIRness.

Interoperability emerges as the least curated dimension when analyzing performance across individual FAIR
principles. It records a mean score of 0.55 with a relatively high SD of 0.17, and individual dataset scores span
from 0.25 to 1, highlighting inconsistencies and gaps in semantic modeling and vocabulary reuse. Interoperability
is followed by Findability, which has a mean score of 0.60 and a notably lower SD of 0.07, with observed values
ranging between 0.54 and 0.93. Interestingly, despite a moderate mean score, the relatively high minimum value in
this category reflects the positive influence of dataset registration in the LOD Cloud, which systematically ensures
certain findability features. Accessibility scores are slightly better, with a mean of 0.67 and an SD of 0.18, and
values distributed between 0.5 and 1. The most consistently well-managed principle is Reusability, which shows the
highest mean score of 0.76 (SD = 0.18), with all datasets scoring within the [0.5, 1] range, reflecting widespread
adherence to best practices such as license declaration and provenance tracking.

Despite these strengths, none of the datasets achieved a perfect FAIR score. The overall FAIR compliance
score—aggregated across all four principles—has a mean value of 2.59 (SD = 0.46), with individual scores ranging
from 1.81 to 3.75 out of a maximum of 4. These scores underline that while some aspects of FAIRness are well
implemented, there remains significant room for improvement, particularly in achieving full interoperability and
complete metadata documentation.

5.2. Assessment of the Refined Version of the LOD Cloud

This refinement targets the working access point metric (A1-D), specifically focusing on identifying datasets
listed in the LOD Cloud that are linked to either broken websites or non-functional access points, particularly
SPARQL endpoints. A manual verification process was conducted to improve the accuracy of this metric. This in-
volved searching for each dataset by name and in conjunction with the “SPARQL endpoint” keyword using com-
monly available search engines, to determine whether the dataset had migrated to a new location or whether alter-
native access points were available.

The results of this manual investigation are summarized in Table 4, which lists datasets for which both the website
and an access point (e.g., SPARQL endpoint or data dump) have been successfully relocated, although the LOD
Cloud metadata remains outdated. Also, Table 4 is rendered as a heatmap with darker shades corresponding to
higher values. It is worth mentioning that those relocated just the website are not considered in this refinement,
because adjusting only the website link does not directly impact the quality of any FAIR principle. In total, 23 such
cases were identified, mostly involving data dump relocation rather than SPARQL endpoint migration.

While updates to website links do not directly influence the quality assessment, they are valuable in the dataset
identification process, as they provide additional context to human coders for verifying the relevance of a dataset to
the CH domain. In contrast, relocating a working access point can positively impact quality evaluation, enabling ac-
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cess to richer or updated (meta)data. However, it is important to note that KGHeartBeat—the tool used for FAIRness
assessment—does not utilize data dumps in its evaluation pipeline. Hence, at most it can affect principles where a
data dump is explicitly monitored, such as A1-D, I1-D, and R1 . 3-D. However, as the scoring functions related
to those principles consider data dumps as an alternative to the SPARQL endpoint, no improvement is observed if
the datasets are provided with a working SPARQL endpoint. On the contrary, as SPARQL endpoints are among the
primary sources for retrieving (meta)data, improvements in FAIRness scores are expected for those datasets in Table
4 where a functional SPARQL endpoint has been recovered. The SPARQL endpoint migration has been identified in
the following datasets: CulturaLinkedData (Cultura) Dutch Ships and Sailors (DSS), Deutsche
Biographie (DeBio), Geographic Names Information System (GNIS), Hungarian National
Library catalog (NSZL), The European Library Open Dataset (EULib), and 20th Century
Press Archives (ZBW).

Table 4 provides updated quality scores obtained using the KGHeartBeat APIs in April 2025. For each dataset,
the table indicates whether the refined score has improved compared to the baseline reported in the previous sec-
tion. Changes are marked using arrows in the A column: an upward arrow denotes an improvement, a downward
arrow indicates a decline in the score, and empty cells signify no observed change. This refinement step highlights
how timely updates to metadata, especially regarding access endpoints, can meaningfully impact FAIR assessment
outcomes, emphasizing the need for continuous metadata curation in data infrastructures.

In all cases where a variation in scores was observed, the changes were positive and directly attributable to
the manual refinement process. One of the most relevant effects of restoring a functional SPARQL endpoint is
its potential influence on the F1-D metric, which assesses the dereferenceability of URIs—a feature that is only
measurable when a functional access point is available. However, in practice, only the dataset ZBW demonstrated a
marginal improvement, with its score increasing from 0 to 0.0002.

Similarly, a SPARQL endpoint could theoretically enhance the F2a-M metric by providing a standard primary
source for metadata access. Nevertheless, no empirical improvements were detected in this regard, as metadata for
all the datasets were already available through alternative primary sources. However, the availability of a functional
SPARQL endpoint did facilitate the retrieval of attributes required for a more complete FAIRness assessment. It
is evident from the increase in the F2b—M metric for both the Talis and ZBW datasets. As a result, the overall
Findability score improved in these two cases.

As expected, the presence of an operational SPARQL endpoint positively influenced the A1-D metric, which
reflects the availability of at least one working access point. Empirically, improvements were observed in 4 out of
the 23 manually refined datasets. This improvement also led to corresponding increases in the A1 . 2 metric, which
evaluates the standardization of the access protocol. Consequently, these individual metric increases contributed to
a higher overall Accessibility score.

From a theoretical perspective, the availability of a functioning SPARQL endpoint should significantly benefit all
metrics under the Interoperability principle. Such an endpoint provides a dynamic mechanism to query structured
metadata, thereby supporting the evaluation of metadata modeling practices (I1), the identification and accessibility
of referenced vocabularies (I2), and the degree of linkage between datasets (I3-D). In theory, this setup enables a
more holistic and robust interoperability assessment. Nonetheless, the empirical findings suggest that the practical
impact remains limited.

This discrepancy between theoretical potential and observed impact suggests that, while functional access points
are critical for enabling deeper metadata inspection and automated quality assessment, their influence is ultimately
constrained by the quality and richness of the underlying metadata. If such metadata is incomplete, inconsistently
modeled, or not aligned with community standards, the presence of a working endpoint alone may not be sufficient
to boost FAIRness scores significantly.

5.3. Assessment of the Manually Identified Datasets

In addition to the datasets indexed by the LOD Cloud, a set of datasets was manually collected through experts
consultation, targeted literature review, and direct hand-searching strategies. This complementary process led to
the identification of 46 additional datasets, including relevant ontologies, which were not initially captured through
automated means. These manually curated datasets provide valuable coverage of domain-specific datasets. The



763
764
765
766
767
768
769
770
77
772
773
774
775
776
777

A. Lieto, M.A. Pellegrino, and G.Tuozzo / The FAIRness of CHeCLOUD, the Cultural Heritage Linked Open Data Cloud 23

Y @ F A I R FAIRA

vv'v‘?\ﬁ?ﬁ\wvxvvmﬁ\" S A
D SN AR AR S A SO R A A U A S

COURAGE . . . . . . 0.50 0.25 X
Cultura 025 050 231 4
DBTropes 0.50 0.75 2.59
DeBio 0.50 0.50 2.34
Discogs 0.50 2.59
DM2E 0.50 0.50 2.32
DSS 0.59 0.62 0.50 246 M
Enslaved 0.57 0.25 2.32
EULib 0.61 336 M
EventKG 0.57 0.50 0.50 2.32
GNIS 0.62 0.50 0.50 2.19 4
Gutenberg 0.50 2.86
JITA 3.4
LCSH . . . . . . . . b 0.50 0.50 2.32
LCS 0.50 0.50 0.50 2.06
Moseley 3.11
NSZL . . . . . . . .59 0.50 0.50 2.34
Pali 2.84
RISM 2.86
ROAD

Talis

ZBW . b

min 1 . 1 . 0 1 .00 1. . 1 1 . 1 1 . . . .25 0.50 2.

Q1 1 000 1 044 O 1 025 1.00 000 1 1 000 000 1.00 050 1 1 0.00 057 056 050 0.75 2.32
Q2 1 000 1 05 0 1 100 1.00 000 1 1 000 000 1.00 1 1 1 000 059 075 0.50 0.75 2.46
Q3 1 000 1 056 0 1 100 1.00 050 1 1 050 0.00 1.00 1 1 1 050 059 0.88 0.50 0.75 2.83
Q4 1 100 1 08 0 1 100 1.00 1.00 1 1 100 1.00 1.00 1 1 1 1.00 0.78 1.00 1.00 1.00 3.53
mean I 004 1 053 0 1 070 1 026 1 1 026 004 083 074 1 1 026 059 074 0.53 0.75 2.68
SD 0 021 O 013 0 0 045 0 045 0 0 045 021 039 045 0 0 045 0.05 0.19 0.17 0.17 0.43

Table 4: Quality of Manually Refined Datasets. This table presents an assessment of the FAIRness of datasets
listed in the LOD Cloud that initially contained broken website or SPARQL endpoint links. These links were manu-
ally updated by searching for the correct ones online. Only datasets for which a valid, updated link was successfully
identified are included in the table. Each dataset is represented by a unique identifier, with further details provided
in the online supplementary material. Fine-grained score columns are visualized using a heatmap, where darker
shades indicate higher scores within the [0,1] range. The columns labeled F, A, I, and R reflect aggregated scores
corresponding to each FAIR principle. The overall FAIR score, shown in the final column, is the sum of these four
components, yielding a value between 0 and 4. An additional column, labeled A, captures the difference between
the updated scores and those originally reported in the LOD Cloud (see Table 3). An upward arrow indicates an
improvement, a downward arrow signifies a decrease, and blank cells denote no change. In addition to the individ-
ual scores, summary statistics—including quartiles, mean value, and standard deviation (SD)—are provided at the
bottom for each FAIR principle.

FAIRness scores for these datasets are presented in Table 5, graphically rendered as a heat map with darker grays
corresponding to higher values.

The analysis of manually identified datasets reveals that their findability and accessibility scores tend to be lower,
primarily because many of them are not indexed in well-known searchable registries like the LOD Cloud. Nev-
ertheless, alternative hosting choices show some positive effects. Notably, nine datasets, representing 18% of the
sample, are published on Zenodo, which ensures the assignment of unique and persistent identifiers through DOIs.
This positively influences the FAIR metric F1-M, as well as F3-M, which assesses the capability of referencing
data through these identifiers. The mean score for F3—M reaches 0.24 (0.43 as SD). Additionally, 18 datasets (39%)
are hosted on GitHub, contributing to greater metadata exposure. As a result, datasets stored on Zenodo or GitHub
achieve an average score of 0.56 (SD 0.50) on F4-M, which evaluates metadata findability through external search
engines.

However, the lack of indexing in central registries continues to hinder metadata discoverability through primary
sources. It is reflected in a moderate mean score of 0.50 (SD 0.51) for F2a-M, which assesses metadata accessibility
via primary sources. Similarly, A1-M, which evaluates the availability of metadata through working access points,
records a significantly lower mean score of 0.07 (SD 0.25). Access mechanisms are also only partially available: the



778
779
780

24 A. Lieto, M.A. Pellegrino, and G.Tuozzo / The FAIRness of CHeCLOUD, the Cultural Heritage Linked Open Data Cloud

P ST Do S S o o B
D YOI PP Y PP P P F AT R AR
A&A 00N 0.00 ; I 0.00 [0:747 038 025 [0i750 2.12
ADL 0.00  0.00 0.00 0.00 0.00 0.00 0.00 020 0.00 025 050 0.95

ArchHub 0.00 0.00 0.00 0.00 0.00 0.72 025 025 050 1.72
ArCo 0.00 0.00 0.00 0.00 0.00 [0.74 0.25 0.25 1.99
ARIADNE  0.00 0.00 0.00 0.50 0.00 0.00 0.00 0.39 038 025 1.77
ARTS 0.00 0.00 0.33 0.00 0.50 0.00 0.00 0.00 0.39 0.38 0.25 1.77
ATLAS |00 0.00 0.00 0.22 0.00 0.00 0.54 025 0.25 0.50 1.54
BNE 0.00 0.00 0.00 0.22 0.00 0.00 0.00 0.00 0.04 0.00 0.25 1.04
CHE-Arts  0.00 0.44 0.00 0.00 .37 0.50 2.62
CIDOC 0.00 0.00 0.22 025 025 0.50 1.54
Conferment 0.00 0.44 0.00 0.00

DigitalNZ  0.00 0.00 0.00 0.22 0.00 0.00 0.00 0.00

0.00 0.00

291
0.00 0.25 1.04
025 0.25 1.81

0.00 0.56

Epigraphic 0.00 0.00 0.33

FI-Lib 0.00 0.33 0.00 0.00 0.00 0.00 0.39 0.50 0.50 0.50 1.89
FI-Mus 0.00 0.00 0.33 0.00 0.00 0.00 0.00 0.22 0.50 0.25 1.72
FOOD 0.00 0.00 0.00 022 0.00 0.00 0.00 0.00 0.00 0.04 0.00 0.25 1.04
HaMSE 0.00 0.00 0.00 0.22 0.00 0.00 0.00 0.00 020 0.25 0.25 1.45
ICON 0.00 0.00 0.33 0.00 0.00 0.56 0.25 0.25 1.81
IT-ATLAS 0.00 0.00 0.33 0.25 0.25 1.81
JA-Search  0.00 0.20 0.44 0.00 0.00 . 0.50 2.52
Kalevala 0.00 0.44 0.00 0.00 0.50 0.50 2.14
KR-Lib 0.00 0.00 0.00 0.11 0.00 0.25 0.50 0.77
MiMo 0.00 0.33 0.38 025 0.50 1.85
MMM 0.56 3.68
Mondis 0.00 0.00 0.00 0.11 0.02 0.00 0.25 0.50 0.77
Music 0.00 0.00 0.00 0.22 0.00 020 025 025 [0.75 145
MusicKG ~ 0.00 0.00 0.00 0.11 0.00 0.19 025 025 0.50 1.19
NL-Lib 0.00 0.00 0.44 0.00 . 0.41 3.16
NLS 0.00 0.20 0.22 0.00 0.40 0.25 0.50 1.90
NZ-Mus 0.00 0.00 0.00 0.11 0.19 025 025 0.50 1.19
Odeuropa  [JEO0N 0.00 |00 0.67 . . . . . . 0.61 025 025 075 1.86

OntoCeramic 0.00 0.00 0.00 0.11
OntoComedy 0.00 0.00 0.00 0.11 0.00
Phenomena 0.00 0.00 0.00 0.11 0.00
Polifonia 0.00 0.00 0.00 0.22 0.00 0.00 0.00 0.00
Renaissance 0.00 0.00 0.22 0.00 0.00 [0.50 0.00 0.00
Rijksmuseum 0.00 0.00 0.33 0.00 0.00 [0.50 0.00 0.00 0.00
RUS-Lib 0.00 0.00 0.00 0.11 0.00 0.00 0.00 0.00 0.00
SaintGall 0.00 0.00 0.00 0.11 0.00 0.00 0.00 0.00

0.19 025 025 050 1.19
0.00 0.9 0.25 025 0.50 1.19
0.00 0.9 0.25 025 0.50 1.19
0.00 020 0.25 025 |05 1.45
0.00 020 0.12 025 0.50 1.07
000 022 0.12 025 |05 1.34
0.00 0.02 0.00 025 0.50 0.77
0.02 0.00 025 050 0.77

0.00 0.00 0.00
0.00 0.00 0.00

SCT-Lib 0.00 0.00 0.00 0.22 0.00 0.00 0.00 0.20 0.25 0.25 1.45
ShanghaiP ~ 0.00 0.00 0.44 0.00 0.00 0.00 0.24 10.50 2.49
Smithsonian 0.00 0.33 0.00 0.00 0.00 0.56 2.31
USA-Lib 0.00 0.00 0.00 0.22 0.00 0.00 0.00 0.00 0.20 0.25 1.45
Yale 0.00 0.00 [JHO0N0.33 0.00 0.00 0.00 0.00 0.00 0.22 0.00 0.25 1.22
Zeri 0.00 0.00 0.00 0.22 0.00 0.00 0.00 0.00 0.00 0.04 0.00 0.25 1.04
ZeriPhoto ~ 0.00 0.00 -0.33 0.00 -0.00 0.00 0.00 0.39 0.25 0.25 1.64
min 0.00 0.00 0.00 0.1 0.00 0.00 0.00 0.00 O. 0.00 0 0.00 1 0 0.00 0.02 0.00 025 0.50 0.77
Q1 0.00 0.00 0.00 0.22 0.00 0.00 0.00 0.00 0.00 000 1 000 O 000 000 1 1 000 019 0.15 025 0.50 1.19
Q2 0.00 0.00 0.50 0.28 0.00 1.00 0.00 0.00 0.00 1.00 1 000 O 000 1.00 1 1 000 023 025 025 0.75 1.54
Q3 0.00 0.00 1.00 0.33 0.00 1.00 0.88 0.00 0.00 1.00 1 000 O 000 1.00 1 1 000 051 038 025 0.75 1.88
Q4 1.00 1.00 1.00 0.67 1.00 1.00 1.00 1.00 1.00 1.00 1 100 0 100 1.00 1 1 100 093 1.00 0.75 1.00 3.68
mean 024 0.13 050 029 024 056 033 007 024 057 098 015 0 017 063 1 098 0.15 033 030 033 0.70 1.64
SD 045 032 051 0.13 043 050 044 025 043 050 0.5 036 0 038 049 0 0.5 036 023 025 0.17 0.17 0.65

Table 5: Quality of Manually Selected Datasets. This section provides an overview of the FAIRness of 46 datasets
manually collected by experts through direct contact, literature review, and hand-searching. Each row represents
a dataset, identified by a custom ID, with detailed information available in the online supplementary material.
The columns containing fine-grained scores are color-coded in a heatmap, with darker shades indicating higher
scores, all of which fall within the [0,1] range. The columns labeled F, A, I, and R represent linear combinations
of individual scores corresponding to each respective criterion. The final column displays the overall FAIR score,
calculated by summing the individual F, A, I, and R scores, resulting in a value ranging from 0 to 4. In addition to the
individual scores, summary statistics—including quartiles, mean value, and standard deviation (SD)—are provided
at the bottom for each FAIR principle.

average score for A1-D, which also measures the presence of functioning access points, stands at 0.33 (SD 0.44).
Interestingly, despite these limitations, F1-D, which reflects the dereferenceability of URIs, achieves a mean score
of 0.13 (SD 0.32), slightly outperforming the corresponding value observed for datasets indexed in the LOD Cloud.
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A similar trend is observed for A1 . 2 connected to automatic mechanisms to verify conditional access, which has a
mean score of 0.24 (SD 0.43), surpassing the same principle scores computed on the LOD Cloud.

Interoperability, however, is hampered by a lack of interlinking between datasets. This results in consistently low
scores for I3-D, the metric quantifying connections to external datasets. Nevertheless, the dimension of reusability
stands out for its robust performance. The majority of manually identified datasets declare usage licenses, which
leads to high compliance with R1. 1. Moreover, all of them provide detailed publisher information (R1 .2) and
organize data using standard formats (I1-D and R1 . 3-D), further contributing to strong reusability indicators. In
contrast, machine-readable metadata using standardized vocabularies, such as VoID and DCAT, is seldom imple-
mented. This shortfall results in low scores for R1 . 3-M and I1-M. Additionally, none of the datasets employ FAIR
vocabularies, leading to a complete lack of compliance with I2.

At a more aggregated level, the Reusability principle shows exceptionally strong results, with scores ranging from
0.50 to 1.00 and a mean value of 0.70 (SD 0.17). In contrast, the other principles exhibit more variable and generally
lower performance. Findability spans a wide range—from 0.02 to 0.93—with a mean score of 0.33 (SD 0.23), while
Accessibility covers the entire spectrum from 0 to 1, with a mean of 0.30 (SD 0.25). The Interoperability principle
remains more narrowly distributed, with scores ranging from 0.25 to 0.75 and a mean of 0.33 (SD 0.17). Finally,
the availability of metadata required to compute FAIR metrics, reflected in F2b—M, varies from 0.11 to 0.67, with a
mean value of 0.29 (SD 0.13), underscoring a recurring gap in machine-readable metadata across datasets.

5.4. Discussion

This section evaluates the FAIRness of CHeCLOUD, a curated collection that merges datasets from multiple
sources: those indexed in the LOD Cloud (as discussed in Section 5.1), refined datasets with previously broken links
now updated (see Section 5.2), and additional datasets manually identified and retrieved (outlined in Section 5.3).

At a macro level, the overall FAIR scores exhibit a mean of 2.37 (SD 0.65), ranging from 0.77 to 3.75. While this
does not quite reach the theoretical maximum, it reflects strong adherence to FAIR principles across the collection.
Interpreting the FAIR score as a progress bar—where each unit represents 25% compliance—this means that every
dataset in CHeCLOUD satisfies at least 25% of the FAIR criteria, with a few exceptions behaving as outliers.
Moreover, focusing on the first quartile reveals that 50% of the datasets meet at least half of the FAIR criteria,
suggesting a solid foundation with room for further enhancement. The minimum scores are statistical outliers, while
the bulk of the data, as indicated by a boxplot, falls within the 1.00 to 3.75 range. The discussion that follows delves
into each FAIR principle individually, analyzing trends, strengths, and identifying areas for improvement.

Findability scores are slightly lower than those for Accessibility, with a mean score of 0.54 (SD 0.18). The scores
span a broad range, from 0.02 to 1, being the only principle that approaches, but not reaches, the extremes. Several
sub-principles within this category show inflated values due to the dataset selection criteria. For example, F1-M
benefits from including datasets already indexed in the LOD Cloud, which automatically meet the criteria, and
manually added datasets hosted on platforms like Zenodo that assign unique and persistent identifiers. Similarly,
F4-Mis positively affected by these factors.

In contrast, the F1-D principle—which assesses the dereferenceability of dataset URIs—scores significantly
lower, with a mean of just 0.07 (SD 0.25). This finding is consistent with the bleak outlook documented in the
literature [29], where many datasets fail to provide dereferenceable URIs. Likewise, F3-M, which evaluates the
presence of DOIs in metadata, also scores poorly, with a mean of 0.09 (SD 0.29). Although the LOD Cloud provides
a designated field for DOIs in its JSON structure, it is frequently left empty, reflecting a lack of widespread adoption.

Looking at the broader picture of metadata coverage based on the mapping introduced in Section 2.3 (F2b-M),
the average score of 0.47 (SD 0.17) suggests that while some datasets exhibit high-quality metadata—reaching up
to 0.89—there is still considerable room for improvement. Although a score of 0.89 is relatively strong, it still falls
short of the optimal value, underlining the need for better metadata practices across the board.

Accessibility ranks as the second-best performing FAIR principle, with a mean score of 0.59 (SD 0.26), though
the scores span the full range from 0O to 1. Each sub-principle under Accessibility covers a similar range but exhibits
varying average scores. These results are somewhat skewed by the high proportion of datasets originating from the
LOD Cloud. For instance, the principle 22 -M, which measures whether a dataset is indexed in search engines, shows
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a predictably high mean score of 0.90 (SD 0.31), mainly due to the LOD Cloud’s role in dataset discoverability. A
more notable finding, however, is related to A1 . 1-M, which assesses the presence of a functioning primary access
point (e.g., SPARQL endpoint, data dump, or dataset-level metadata). This metric achieves a mean score of 0.78
(SD 0.42), benefiting again from the LOD Cloud bias but still reflecting a commendable level of availability. The
same considerations apply to F2a—M monitoring similar aspects. Looking more specifically at A1 . 1-M, the results
indicate that around 50% of the datasets offer either a working SPARQL endpoint or accessible data dumps. This
finding is consistent with prior work by Debattista et al. [17], who reported that approximately half of the datasets
they assessed included at least one access mechanism. However, it paints a slightly more conservative picture than
more recent studies showing that up to 74% of LOD Cloud datasets now feature at least one functioning access
point. That said, the literature highlights a key concern: many datasets are published as static data dumps rather than
being connected to live, operational SPARQL endpoints [15]. A similar result is observed in CHeCLOUD, where
33 datasets are provided with a functional SPARQL endpoint while 76 have an accessible data dump.

The least developed aspect under the Accessibility principle is A1 . 2, which evaluates the ease of automatically
identifying security requirements for SPARQL endpoints. This metric has a low mean score of 0.18 (SD 0.38).
While this score is partly penalized by the presence of non-functional or missing SPARQL endpoints, it also reflects
broader interoperability challenges that are well-documented in the literature. Studies such as those by Monaco et
al. [46] and Pellegrino et al. [51] highlight persistent problems such as CORS (Cross-Origin Resource Sharing)
restrictions and endpoint performance limitations, both of which hinder seamless automated access.

Interoperability emerges as the lowest-scoring FAIR principle, with a mean score of 0.50 (SD 0.20), and individual
scores ranging from 0.25 to 1. It reflects considerable variation in how well datasets support interoperability within
the CHeCLOUD collection.

The sub-principles I1-D and I1-M mirror the trends observed in R1.3-D and R1.3-M, highlighting a stark
contrast between the curation quality of data (which is generally well-structured and interoperable) and the limited
attention given to dataset-level metadata. This inconsistency reveals that while datasets often conform to standards
that facilitate reuse, they frequently lack comprehensive metadata to support machine-actionable interoperability.

Interoperability is further limited by the infrequent reuse of FAIR-compliant vocabularies. This issue is ex-
acerbated by the small proportion of datasets that explicitly declare which vocabularies they use, as previously
noted by Maillot et al. [43]. Additionally, the vocabulary assessment was conducted using FAIRsharing?®, a well-
maintained but general-purpose repository. Since FAIRsharing lacks domain-specific alignment with cultural her-
itage, especially for intangible and natural heritage, the evaluation likely under-represents actual vocabulary reuse
in CHeCLOUD. It raises important questions about the availability and adequacy of domain-relevant vocabularies.
While tangible CH benefits from well-established ontologies such as CIDOC-CRM [20], coverage for intangible
and natural heritage is more fragmented. This gap has led to the development of topic-specific models like FoodOn
for food heritage [21] and the Music Ontology within the Polifonia project [14], still not widely adopted standards.

Lastly, the I3-D principle, which evaluates the degree of dataset interlinking, is negatively affected by the man-
ually selected datasets that often lack explicit connections to other LOD Cloud datasets. As a result, this metric
records a mean score of 0.69 (SD 0.46), indicating a mixed picture of semantic integration within the broader linked
data ecosystem. It is coherent with the large number of isolated datasets visible in Figure 3.

Reusability emerges as the most robustly addressed FAIR principle, with scores ranging from 0.50 to 1.0 and
an average of 0.74 (SD 0.18). This strong performance is largely attributed to the majority of datasets, including
either machine-readable or human-readable licenses (R1 . 1). In fact, only 30% of datasets in CHeCLOUD are not
provided with a license. Licensing is a critical aspect, as prior evaluations have shown that many datasets do not
clearly state reuse rights. For example, Maillot et al. [43] examined 470 datasets from SPARQLES, LinkedWiki,
YummyData, and Wikidata, finding that only 16 explicitly included licensing information. Similarly, Tuozzo [26]
found that fewer than half of the datasets in the LOD Cloud have machine-readable licenses, with social networking
and life sciences domains showing particularly low adoption—fewer than 25% specify licenses. Since datasets are
protected by copyright by default, the absence of a license legally prohibits reuse. Therefore, it is crucial to alert data

ZOFAIRsharing: https://fairsharing.org
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curators about missing licenses, which may often be due to oversight or lack of awareness rather than an intentional
decision to restrict reuse. That said, past initiatives to encourage better metadata practices—e.g., those by the Open
Linguistics Working Group—have shown limited success in motivating actual improvements [10].

Unexpectedly, almost all datasets but a single outlier in CHeCLOUD provide provenance information (R1 . 2),
such as sources, authors, publishers, or contributors. This finding contradicts earlier studies that reported poor per-
formance in this area, both related to digital library datasets [34,7] and general-purpose assessments [43].

Reusability scores were further boosted by the availability of standard data access and representation mechanisms,
such as SPARQL endpoints, downloadable data dumps with proper media types, and ontologies using OWL/RDF(S)
specifications (R1 . 3). All datasets in CHeCLOUD comply with at least one of these standards—a surprising re-
sult given that earlier work has documented limited accessibility via SPARQL and data dumps across various do-
mains [26], as well as inconsistent media type declarations [15]. Notably, previous studies have not specifically
assessed the use of standard ontologies, leaving this as a novel positive insight.

The only aspect of the weak reusability principle is the publication of dataset-level metadata using standard
specifications such as VoID or DCAT (R1.3-M). This metric shows a low average score of 0.27 (SD 0.44), in
line with earlier findings that highlight widespread deficiencies in metadata publication [54,59,26]. Poor metadata
availability not only hinders discoverability and reuse but also limits the effectiveness of quality assessment itself,
as such metadata is a key source of information, alongside SPARQL endpoints and dataset registration in search
engines, for evaluating datasets.

6. CHeCLOUD

This section presents an overview of CHeCLOUD, including its structure and dataset composition. It then moves
to an equitable comparison with other established LOD sub-clouds. Since the subcloud quality assessment proposed
in the literature is not aligned with the FAIR principles, this section compares quality results regardless of the
proposed mapping in order to compare the overall quality of the produced subcloud equitably. In the final part, the
section explores the sustainability and scalability of the dataset identification methodology behind CHeCLOUD.
Specifically, it investigates whether the manual effort in curating the CH dataset collection, used here as the gold
standard, can be (partially) automated. Two alternative strategies are compared: 1) a keyword-based approach, which
identifies datasets using predefined terms and domain-specific vocabulary, and 2) a large language model (LLM)-
driven method, which leverages semantic understanding to classify and retrieve relevant datasets. By comparing
these methods against the manually curated baseline, the analysis provides insights into the feasibility of automating
or semi-automating the evolution of CHeCLOUD in the future, potentially reducing human effort while maintaining
high precision in domain relevance.

Characterization of the CH LOD Sub-cloud CHeCLOUD is a curated index of CH datasets published as LOD,
including those not currently listed in the official LOD Cloud. It is proposed as a thematic sub-cloud, encompassing
any linked dataset deemed relevant to the CH community, specifically those aligned with the UNESCO definition
of CH [55], covering tangible, intangible, and natural heritage. CHeCLOUD indexes 192 datasets, including 16
ontologies, as of the latest update. In terms of size, it ranks as the fourth largest among documented LOD sub-
clouds [26], nearly on par with the Government one. It is surpassed only by the Linguistic (249 datasets) and the
Life Sciences sub-clouds (360 datasets). According to the assessment performed in April 2025 and documented in
Section 5, datasets with a functional SPARQL endpoint or an accessible data dumps are 93 (48%).

CHeCLOUD is openly accessible at https://checloud.di.unisa.it and visually represented in Figure 3, illustrat-
ing individual datasets and their interconnections. Figure 3 shows the overall subcloud structure using the same
LOD cloud visualization as in previous reports [37,54]. The size of the circles reflects the indegree of the cor-
responding dataset. The visualization reveals a prominent connected component on the left, contrasted by many
isolated nodes on the right. Most isolated nodes correspond to manually identified datasets, although some are
also LOD Cloud entries lacking explicit links to other datasets. Unlike the default LOD Cloud visualization code,
which omits isolated datasets in its SVG rendering, a custom visualization script was developed to ensure all
datasets, including unconnected ones, are visible. The code to author CHeCLOUD is freely available online at
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Amount of data Interlinking (IN & OUT CHeCLOUD) Interlinking INNER CHeCLOUD)
Dataset ID  # triples (in Millions) | Dataset ID Degree of Connection | Dataset ID  Degree of Connection
EULib 4,419 MMM 67| VIAF 32
Europeana 3,798 | VIAF 33 |GND 18
NLS 3,091 | GND 22 |LCSH 17
LIBRIS 2,943 | CHE-Arts 19 | getty-aat 14
WASABI 1,784 | LCSH 17| BNF 9
JA_Search 1,501 | BNF 16| BNE 8
B3KAT 1,023 | Conferment 16 | ALIADA 7
Swedish 1,000 | BNB 15|BBC 7
DTMySpace 660 | getty-aat 14| HuM 7
BNF 659 | ALIADA 13 | ARTIUM 7

Table 6: Top-10 datasets in CHeCLOUD ranked by two key metrics: 1) Amount of data, measured by the number
of triples (in millions), and 2) Interlinking, assessed by the degree of connectivity. Interlinking considers both links
to datasets in the LOD Cloud and connections within CHeCLOUD itself. In both cases, the greater the better, without
any predefined optimal value. Values are computed via KGHeartBeat [50]. Datasets are sorted separately for each
metric. Datasets in bold indicate datasets that appear in more than one top-10 list, regardless of their ranking.

https://github.com/GabrieleT0/CHe-Cloud. Datasets are clustered by subtopic, distinguishing between tangible, in-
tangible, and natural heritage, which aligns with UNESCO’s classification. A coder manually assigned subtopic
annotations during the dataset identification phase described in Section 4.

To highlight key datasets within the CH sub-cloud, Table 6 presents the Top 10 datasets based on two metrics:

— Amount of data - Measured in millions of triples, prioritizing actual counts retrieved via SPARQL queries
from live endpoints. Where unavailable, the count is taken from declared metadata, such as LOD Cloud records.

— Interlinking - Measured by degree of connection, both within and beyond the CHeCLOUD ecosystem. Two
views are reported:

* IN & OUT CHeCLOUD, which includes all outgoing links regardless of destination,
+ INNER CHeCLOUD, limited to links between datasets indexed in CHeCLOUD.

Notably, rankings based on interlinking closely align with centrality measures in the network graph shown in
Figure 3.

In both metrics, higher values are better, although there is no absolute optimum. According to the amount of
data, the European Library Open Dataset (EULib) emerges as the largest, followed by Europeana
and the National Library of Sweden (NLS). For interlinking, Mapping Manuscript Migrations
(MMM) leads when all external links are considered, while Virtual International Authority File
(VIAF) and Gemeinsame Normdatei (GND) are top-ranked regardless of constraint. Interestingly, the
Bibliotheéque nationale de France (BNF) is the only dataset appearing in the top-10 of both rankings,
highlighting its dual role as a rich and well-connected CH dataset.

6.1. Sub-clouds Quality Comparison

Tuozzo [26] presents a comprehensive quality assessment of the individual sub-clouds within the LOD Cloud,
which is the basis for comparing the quality of CHeCLOUD against the officially recognized subclouds. This com-
parative analysis is based on the quality dimensions defined in the widely adopted framework by Zaveri et al. [60],
and all scores were computed using the KGHeartBeat tool [50], ensuring methodological consistency and compa-
rability across domains. The quality scores within the cultural heritage domain are consistently within the range of
0.25 to 0.55, with an average score of 0.45. These scores exhibit a noticeable skew, but there are no outliers, further
supporting the consistency of the results. CHeCLOUD does not outperform other sub-clouds in any specific quality
category. However, this is primarily explained by the significant overlap between the CH sub-cloud and other do-
mains—over 75% of the datasets in CHeCLOUD are sourced from the LOD Cloud, and thus also inherently belong
to other sub-clouds. This overlap dilutes any clear distinction in quality performance, as many datasets contribute
simultaneously to multiple thematic areas, making it difficult for CHeCLOUD to demonstrate superior scores in
isolation. Details per quality category follow.


https://github.com/GabrieleT0/CHe-Cloud
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Fig. 4.: Distribution of the score by category across the nine subclouds in the LOD Cloud and the CHeCLOUD. The
overall quality score is calculated by KGHeartBeat by linearly combining the quality score obtained by KGs in
the individual quality dimensions. The “All” category provides an aggregated view across all subclouds.

Accessibility. CHeCLOUD exhibits accessibility scores ranging from 0.3 to 0.9. Although the lower bound rep-
resents one of the lowest scores across all subclouds, the upper bound closely approaches the optimal value and
matches the highest scores in the Linguistic, Publications, and User-Generated subclouds. Notably, CHeCLOUD
shows no outliers, indicating a consistently reliable level of accessibility without extreme deviations. In contrast,
other subclouds, such as Life Sciences, Cross-Domain, and Social Networking, present a wider spread and more
frequent outliers. With a mean score around 0.7, CHeCLOUD performs comparably to many other subclouds, sug-
gesting a solid baseline for accessibility and a promising foundation for future enhancements.

Contextual. In the contextual category, CHeCLOUD scores range from 0.2 to 0.5. The minimum value aligns with
most other subclouds, while the maximum score surpasses all but the Publications subcloud. Once again, the absence
of outliers highlights a uniform distribution, reflecting consistent metadata quality and contextual relevance among
CH datasets. The mean score of approximately 0.35 is in line with other subclouds, confirming CHeCLOUD’s
comparable performance in this dimension, while its internal consistency stands out.

Dataset dynamicity. Regarding dataset dynamicity, CHeCLOUD scores fall between 0 and 0.5. The minimum
score represents the lowest value observed, while the maximum remains well below the highest score of 0.75,
achieved by other subclouds. Despite this, the distribution remains consistent, with no visible outliers, suggesting a
uniform but limited dataset update activity within the CH domain.

Intrinsic. CHeCLOUD’s intrinsic quality scores range from 0 to 0.6. The minimum score is again the lowest
among all subclouds, indicating at least one dataset with significant intrinsic issues. The maximum score also falls
below the other domains, pointing to a general underperformance in intrinsic quality. However, this dimension also
lacks outliers, suggesting that the extremely low score is likely an isolated case rather than indicative of systemic
issues. Overall, the intrinsic quality across CHeCLOUD datasets appears consistently moderate.

Representational. In the representational category, CHeCLOUD scores range from 0.2 to 0.8. While the maximum
score matches the highest values observed across all subclouds, it appears as an exceptional outlier. The mean
score of 0.5 is lower than the average of most other subclouds, suggesting that although some datasets are modeled
exceptionally well, the majority exhibit room for improvement in representational quality.

Trust. CHeCLOUD?’s trust scores range from 0.3 to 0.55, with both extremes identified as outliers. The minimum
value is comparable to those seen in other subclouds, while the maximum value outperforms all subclouds except
Cross-Domain, indicating that certain CH datasets are evaluated as particularly trustworthy. Despite the presence of
outliers, this dimension shows moderate variation, reflecting a mixed but promising level of trust in CH datasets.
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6.2. Datasets features and FAIR scores

This section further investigates whether dataset features correlate with the FAIR score, with the aim of informing
FAIR data production strategies in the Cultural Heritage domain. In particular, we analyze the correlation between
FAIR scores and dataset size, measured as the number of triples. The correlation was computed using Spearman’s
rank correlation coefficient. When available, the number of triples was obtained through a working SPARQL end-
point; otherwise, the value declared at the metadata level was used. All datasets in CHeCLOUD declare the num-
ber of triples, even if some of them are declared to be empty. The results indicate a moderate positive correlation
between FAIR scores and the number of triples (Spearman’s r = 0.488, p = 9.17 x 10713).

We also investigated whether FAIR scores differ across GLAM categories. Specifically, we considered the fol-
lowing types of institutions: galleries, defined as exhibition spaces used to display and sell artworks; libraries, insti-
tutions focused on collecting, preserving, and providing access primarily to books and research resources; archives,
institutions that collect, preserve, and provide access to historically significant source materials; and museums, per-
manent institutions that acquire, conserve, research, communicate, and exhibit tangible and intangible heritage. Two
annotators independently reviewed the list of datasets indexed in CHeCLOUD and assigned one or more of these
categories by inspecting dataset titles and descriptions and identifying explicit references to the institution type,
discussing divergent scores until reaching an agreement. The categories are not mutually exclusive. Datasets that
could not be assigned to any category were excluded from this analysis. The resulting mapping is provided in the
supplementary material. Since only two datasets were classified as galleries, this category was removed due to un-
derrepresentation. Given the non-normal distribution of the FAIR score variable, we applied the Kruskal-Wallis test,
a non-parametric method used to determine whether statistically significant differences exist between three or more
independent groups. The test returned a p-value of 0.2720, indicating that FAIR scores do not significantly differ
across the considered types of institutions.

6.3. Automatic Dataset Identification and Maintenance Approaches

The Dataset Identification stage described in Section 4 has been performed as a manual assessment. However,
according to its definition, it does not explicitly mention if manual or automatic assessment is preferred. While the
datasets described so far have been identified by manually parsing datasets (meta)data, in the direction of considering
an automatic maintenance approach to parse new candidates to be added in the cloud, this paragraph reports about
an experiment to perform the eligibility automatically. This paper explores two automatic mechanisms described as
follows:

— Keyword-based Assessment. Titles and abstracts were automatically parsed using a Python script designed
to identify domain-specific content based on the presence of selected keywords relevant to the CH domain.
The keyword list was compiled through a structured process, starting with a review of terms used in existing
literature reviews and mapping studies focused on cultural heritage. To this end, two reviewers collaboratively
queried Scopus using the string: TITLE-ABS-KEY ("cultural heritage" AND ("review" OR "mapping")), re-
trieving a corpus of secondary studies, i.e., literature review or mapping studies connected to CH. All keywords
employed to identify cultural heritage-related literature were manually extracted from these studies. A team of
three reviewers then refined the list through a joint discussion, removing terms that were ambiguous, mislead-
ing, or unrelated to the domain. For instance, coherently with E2, history has been removed from the keywords,
while its adjectives, such as historic and historical, have been preserved. It is also supported by an empirical
verification, where history in the LOD Cloud is mainly used to describe biomedical datasets, connected to the
history of genes. Following this cleaning phase, the reviewers independently and then collaboratively identified
synonyms and alternative expressions for the retained keywords to ensure comprehensive coverage. The final
result was a curated set of 31 keywords, which were manually grouped into four thematic categories: Generic,
Tangible, Intangible, and Natural. This categorized keyword set, available in the GitHub repository at the fol-
lowing link: nttps://github.com/GabrieleTo/cHe-cLoUD, formed the basis for automatic domain characterization
of the articles.


https://github.com/GabrieleT0/CHe-CLOUD
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. Eligibility Inclusion
Approach # Positive Precision Recall Precision Recall
Keyword-based 278 0.66 1.00 0.53 1.00
LLM-driven 704 0.23 091 0.19 0.95

Table 7: Automatic dataset identifications results in terms of precision and recall.

— Large Language Model (LLM)-Driven Assessment. Titles and abstracts from datasets listed in the LOD
Cloud (as provided in the corresponding JSON file) were parsed using ChatGPT, specifically the GPT-40-mini
model, with a temperature setting of 0.1. The model was prompted to perform a classification task based on
the following instruction, which defined the task context, input format, and expected output:

In the following, I will provide you with titles and descriptions of datasets indexed in the Linked Open Data Cloud. Please
categorize each as either Cultural Heritage or Not. I will provide the dataset ID, title, and description, and expect a
JSON-formatted output with the following structure:

{
"id": "dataset_id",
"category": "Cultural Heritage"

}

If the dataset is not classified as Cultural Heritage, omit the "category" key.

The input data was fed to the model iteratively, using a JSON object format where variables enclosed in curly
brackets were dynamically populated with values extracted from the LOD Cloud metadata file:

{

"dataset_id": {id_dataset},
"title": {dataset_title},
"description": {dataset_description}

}

The outcomes produced by the automated classification approaches were compared against the manually validated
eligibility set to evaluate their effectiveness. The evaluation was conducted using standard information retrieval
metrics, namely precision and recall, as commonly defined in the literature:

Precision measures the proportion of correctly identified CH datasets among all those labeled as such by the
automatic method. It is measured as Precision = s— POSTitri“‘,eei";f;lig':Posmve

Recall quantifies the proportion of relevant CH datasets (as defined by the manual eligibility set) that were suc-
cessfully retrieved by the automatic method. It is measured as Recall = - PosiT[‘i"L/‘Z fOFS;}iSV:Negative

This evaluation provides insight into both the accuracy and the completeness of the automated classification,
allowing for a critical assessment of its suitability for large-scale metadata analysis within the LOD Cloud.

Table 7 presents the comparative evaluation of two automatic approaches—keyword-based and LLM-driven—against
the gold standards derived from manual annotations conducted during the eligibility and inclusion stages of the
dataset identification process. The table reports both precision and recall, offering insight into the strengths and
limitations of each method.

The keyword-based approach consistently outperforms the LLM-driven (GPT-40-mini) method regarding preci-
sion across both gold standards. For instance, a precision score of 0.53 implies that approximately one out of every
two datasets flagged as relevant by this method aligns with manual annotations. This approach is grounded in simple
keyword matching, making it highly transparent and easy to interpret.

In contrast, LLM demonstrates a high recall, exceeding 0.91 in both evaluations. It indicates its strong capacity
to identify almost all datasets that human annotators consider relevant to the CH domain. The model leverages its
semantic understanding to generalize beyond explicit keyword occurrences, thereby capturing relevant content that
simpler methods miss. However, this strength comes at the cost of significantly reduced precision (below 0.24),
suggesting a tendency to overclassify and include many datasets that are not actually related to CH.

Overall, the keyword-based method, while limited in scope, offers a more precise and noise-resistant solution
that is ideal for high-confidence filtering. Its main weakness lies in its rigid reliance on terminology, which limits
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its coverage. On the other hand, the LLM-based approach demonstrates broad coverage and semantic flexibility,
making it suitable for exploratory analyses or pre-screening phases where comprehensiveness is more critical than
precision. These findings underscore that neither approach is sufficient to automate dataset inclusion in the LOD
Cloud without human oversight. However, they suggest a complementary workflow: the LLM-driven approach
could serve as a candidate suggestion mechanism, surfacing potentially relevant datasets for manual validation. This
hybrid strategy could reduce human effort while maintaining high standards of quality and domain relevance.

CHeCloud evolution. As discussed in the previous sections, automated methods for identifying CH datasets remain
unreliable, and the application of LLM:s for this purpose is still in its early stages. To support the continued expansion
of the CHeCLOUD and facilitate the integration of new datasets, we propose a semi-automated, crowd-sourced
approach inspired by the methodology adopted in YummyData! [59].

This model invites data providers or interested stakeholders to submit new datasets using a dedicated web form,
accessible at: nttps://checloud.di.unisa.it/add-dataset. Once the form is completed and submitted, the system
automatically creates a new branch named after the submitted dataset in the project’s GitHub repository. This
branch includes a JSON file containing the dataset’s metadata, stored in the monitoring_requests directory.
A GitHub Action then triggers the creation of a pull request to propose the dataset for inclusion.

At this point, a human reviewer assesses whether the dataset meets the eligibility criteria for inclusion in the
CHeCLOUD, namely, whether it is inherently about CH. If approved, the branch is merged into the main repository.
The dataset is then incorporated into the CHeCLOUD through an automated weekly update cycle, ensuring timely
and scalable integration of new datasets.

7. Conclusion

This paper introduced CHeCLOUD, the CH LOD subcloud, designed to index and monitor datasets relevant to
tangible, intangible, and natural heritage, i.e., all forms of CH coherently with the UNESCO definition. Through
a reproducible methodology inspired by SLR practices, this paper reports on identifying and assessing a diverse
collection of datasets using FAIR-oriented quality metrics and the KGHeartBeat tool. The evaluation revealed that
while reusability is generally well addressed—thanks to widespread inclusion of licensing and provenance meta-
data—findability and interoperability remain areas requiring significant improvement, particularly regarding meta-
data richness, persistent identifiers, and vocabulary reuse.

With CHeCLOUD now publicly accessible, the foundation is in place for the cultural heritage and semantic
web communities to take further action. Researchers and institutions are encouraged to contribute to refining and
expanding the cloud by suggesting additional datasets, reporting broken or outdated links, and improving metadata
quality. The FAIRness scores serve as a feedback mechanism to help data publishers align their publishing practices
with established FAIR principles, thus facilitating data discoverability, accessibility, and reuse.

CHeCLOUD can be seen as a complementary initiative to European efforts toward the European Cloud for Her-
itage OpEn Science (ECCCH)?!, which aims to create a shared digital infrastructure and data space connecting her-
itage professionals and institutions across Europe. ECCCH focuses primarily on collaboration, accessibility, and ca-
pacity building, offering tools, services, and training that support cultural heritage actors, particularly small and re-
mote institutions, in modernizing their practices. The initiative emphasizes community integration, seeking to bridge
fragmented disciplinary silos under the framework of the Digital Commons. In this respect, ECCCH is primar-
ily oriented toward institutional and social dimensions, aiming to empower stakeholders and foster pan-European
cooperation. In contrast, CHeCLOUD represents a research infrastructure centered on the technical management
of LOD within the CH domain. CHeCLOUD systematically indexes, evaluates, and monitors datasets according
to FAIR principles through automated pipelines, dashboards, and semantic interlinking mechanisms. Its main role
lies in ensuring data quality and interoperability, providing transparent FAIRness assessments, highlighting gaps in
dataset coverage, and offering programmatic access to curated datasets. Thus, the two initiatives play distinct yet
complementary roles. ECCCH provides a collaborative institutional environment, while CHeCLOUD delivers the

2IECCCH - European Cloud for Heritage OpEn Science: https: //www.echoes-eccch.eu
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technical infrastructure for dataset discovery, evaluation, and interconnection. Both initiatives share the same guid-
ing principles of collaboration, aim to reduce fragmentation within the cultural heritage sector, and support FAIR
data practices by enabling accessible and interconnected entry points to cultural heritage resources. While ECCCH
addresses heterogeneous resources, CHeCLOUD focuses specifically on linked datasets. Together they represent
converging approaches: ECCCH functions as a platform for cultural heritage professionals, whereas CHeCLOUD
acts as a specialized data infrastructure that can be integrated with or connected to ECCCH to enhance its tech-
nical capabilities. From a technical perspective, the current architecture of ECCCH, also incorporating RDF triple
stores, is fully compatible with CHeCLOUD. In this context, CHeCLOUD could act as one of the main providers
of structured RDF datasets, contributing to the platform’s data ecosystem.

Moreover, the methodology and tools developed for CHeCLOUD are domain-agnostic and can be extended to
other topical areas, supporting the creation of similarly structured sub-clouds tailored to different research or com-
munity needs. Ensuring the sustainability of this effort would benefit from establishing community-driven gover-
nance structures to oversee the evolution of the index, validate dataset relevance, and maintain regular quality as-
sessments over time. Global and interconnected sub-clouds should be favored over national or siloed indexes, as
they offer greater potential for tracing relationships and influences across related domains. By embracing interlink-
ing at topical and cross-domain levels, these sub-clouds enable users to seamlessly navigate between datasets, un-
covering connections that may span cultural, geographical, or disciplinary boundaries. Such an approach aligns with
the foundational vision of Linked Data, promoting semantic interoperability and knowledge integration at scale. In
contrast, fragmented or isolated indexes often hinder discovery, limit reuse, and reinforce data silos. Prioritizing
global, interlinked models facilitates richer exploration, supports multidisciplinary research, and enhances the visi-
bility and impact of domain-specific datasets, especially in complex fields like cultural heritage, where geographical,
linguistic, and social dimensions are inherently intertwined.

Beyond its technical contribution, CHeCLOUD provides a fertile ground for further research and innovation.
It can serve as the backbone for applications in digital scholarship, education, and public engagement, enabling
comparative studies, semantic enrichment, and the development of new forms of storytelling grounded in linked
cultural knowledge. In the longer term, integrating CHeCLOUD with other heritage and humanities infrastructures
could foster a more interconnected, interoperable, and inclusive ecosystem for cultural data.

Ultimately, this work represents a practical contribution to data quality and discoverability in the CH domain and
a call to action. By collaboratively building, sustaining, and enriching CHeCLOUD, the community can shape a
vibrant FAIR digital knowledge space for scholarly and societal purposes.

Limitations and Future Directions While CHeCLOUD fills a critical gap in the organization and evaluation of
CH within the LOD ecosystem, its current limitations point to several concrete opportunities for future work. These
include enhancing the granularity of FAIRness assessment, integrating automated and Artificial Intelligence-driven
discovery methods, and building a collaborative infrastructure for long-term maintenance. Addressing these direc-
tions will improve CHeCLOUD itself and serve as a model for the sustainable development of domain-specific LOD
sub-clouds more broadly.

First, the insights into the FAIRness and quality scores of CHeCLOUD are limited to the assessment phase. The
refinement efforts outlined in Section 5.2 primarily involved manually identifying and correcting broken or outdated
access points. While these actions enhanced basic accessibility and improved dataset discoverability, structural qual-
ity issues, such as insufficient metadata, limited interlinking, and the lack of standardized vocabulary reuse, com-
promise the overall quality scores. Hence, the FAIRness assessment and the comparison of CHeCLOUD with other
LOD sub-clouds can serve as valuable tools for prioritizing targeted quality improvements. Key areas for enhance-
ment include enriching dataset-level metadata, which frequently lacks persistent identifiers (e.g., DOIs), compre-
hensive descriptions, and standardized formats like VoID or DCAT; improving URI dereferenceability; promoting
the adoption and reuse of FAIR-aligned vocabularies and ontologies; and strengthening interlinking, both within the
CH sub-cloud and across related sub-clouds. Addressing these dimensions will significantly enhance the usability,
interoperability, and overall FAIRness of the CHeCLOUD ecosystem.

Second, the current implementation of the FAIRness assessment—though aligned with established quality frame-
works—relies on a binary or single-level interpretation of each principle. It restricts the granularity with which com-
pliance can be evaluated. For instance, a dataset may be technically "findable" or "accessible", yet lack the semantic
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richness, contextual metadata, or structural integrity needed for advanced reuse. Future work should explore the
integration of multi-level indicators that offer more nuanced and discriminative evaluations, moving beyond binary
thresholds to capture varying degrees of FAIRness. For example, while the availability of licensing information
fulfills a core FAIR requirement, a more refined evaluation could assess whether licenses are dereferenceable, com-
plete, up-to-date, and appropriate for data reuse. Such an approach would address concerns raised in prior studies
about the presence of noisy, deprecated, or inappropriate licenses in LOD datasets [2,15], and determine whether
these issues persist within the cultural heritage domain.

Conceptually, this paper introduces and exposes the first iteration of CHeCLOUD, which is a foundational layer
supporting future evolution and maintenance of the sub-cloud. While the underlying methodology guarantees re-
producibility and transparency, it relies on manual, periodic interventions for dataset validation and updates. As the
LOD landscape continues to expand, there is a need for more scalable and automated solutions. Integrating LLMs
and other intelligent techniques for dataset suggestion, verification, and annotation could significantly reduce man-
ual workload while supporting the continuous evolution of the cloud. A preliminary evaluation of such methods, as
reported in Section 6.3, indicates their potential to support the process, though current models are not yet precise
enough to replace human judgment entirely. Nevertheless, a semi-automated, human-in-the-loop approach could
balance scalability and accuracy.

A further challenge lies in fostering community involvement and sustainable governance. While a dedicated re-
search team curated this first release of CHeCLOUD, its long-term viability depends on establishing collaborative
governance models. Future efforts should focus on designing shared curation platforms that enable cultural insti-
tutions, researchers, and data publishers to contribute new datasets, validate existing ones, and propose improve-
ments. Such platforms could promote transparency, collective ownership, and alignment with evolving community
standards.
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