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Abstract. Across domains such as social media, finance, healthcare, and IoT, data is increasingly produced as dynamic streams
rather than as static datasets. In these settings, RDF is a natural representation model because it captures relationships explic-
itly, supports semantic interoperability, and enables integration across heterogeneous sources. Efficiently querying such dynamic
RDF data remains challenging, however, as recomputing query results after every update is often too costly. Incremental View
Maintenance (IVM) addresses this challenge by propagating changes in the data to materialized query results, thereby avoiding
full recomputation. This article studies IVM for SPARQL conjunctive queries, with a particular focus on incremental join pro-
cessing, which is central to SPARQL Basic Graph Pattern evaluation and especially important in graph workloads that typically
require many joins. A structured analysis of the IVM approaches from related work is presented, together with a set of optimiza-
tions proposed where applicable. These approaches are evaluated in a fair and platform-independent setting by implementing
them within a single incremental query engine, Incremunica. To support this evaluation, a TypeScript reimplementation of the
Train Benchmark is developed and extended with shape-based queries to study the effect of query structure on performance. In
addition, a dedicated Rete-specific evaluation is conducted to assess the impact of the proposed optimizations for that approach.
The results show that there is no universally best incremental IVM approach, the performance depends on query shape, update
type, and data characteristics. In particular, single-order delta queries perform poorly overall, higher-order delta queries are gen-
erally less competitive but outperform other approaches in some scenarios, and Rete-based approaches achieve the strongest
performance in most scenarios. These findings provide practical guidance for selecting incremental join strategies for dynamic
RDF workloads.

Keywords: Incremental View Maintenance (IVM), SPARQL Join Processing, Dynamic RDF Data

1. Introduction

In today’s data-driven world, information is increasingly generated as dynamic, continuous streams rather than
static datasets, a trend evident across domains such as social media [1, 2], finance [3], healthcare [4], IoT [5-8], and
analytics dashboards [9, 10]. Representing such data in graph form, particularly using RDF, is especially beneficial
because it naturally captures relationships between entities, supports the expression of semantic meaning through
schemas, and enables integration across heterogeneous sources. The added value of deriving insights through such
graph-based streaming data to derive meaningful insights from diverse and dynamic data sources has been shown in
various real-world applications, such as healthcare [4], predictive maintenance [11], and building management [12].
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2 M. Vandenbrande et al. / incremental view maintenance

Social platforms adopt RDF-based standards, like ActivityPub [13], to represent streams of activity as linked data.
Across all these domains, graph-based modelling enables more contextual, real-time insights of the data.

Keeping query results up to date over such evolving data, however, remains challenging. Incremental View Main-
tenance (IVM) addresses this by maintaining a materialized query result through incremental updates, deriving
changes to the result directly from changes in the underlying data instead of recomputing the query from scratch [14].
This is particularly valuable in dynamic environments where low-latency query answering is required. One impor-
tant application domain is streaming data processing, where data is often handled using window semantics [15]. In
this setting, queries are evaluated over bounded windows defined by time or by number of triples, which enables
continuous processing but limits evaluation to the data currently inside the window. IVM provides a complemen-
tary mechanism by maintaining query results incrementally over the evolving dataset, and can therefore replace,
improve, or accompany window-based processing [3, 16]. Prior work, for example, has shown that incremental
techniques can improve the efficiency of sliding-window evaluation [16]. They are also relevant in Complex Event
Processing (CEP), where changing intermediate stream results must be combined with static background knowledge
to derive higher-level events [3].

Since SPARQL is the W3C-recommended query language for RDF data, and its core semantics are expressed
through Basic Graph Patterns (BGPs), the queries considered in this work correspond to conjunctive queries (CQs).
These queries are non-recursive and may contain cyclic join structures, which frequently arise in graph-shaped data.
In SPARQL, joins between triple patterns are expressed implicitly through shared variables, corresponding to natural
joins in relational terms. As a result, join processing is central in SPARQL evaluation, where queries often involve a
larger number of relations than in traditional relational workloads due to the fine-grained, edge-centric representation
of graph data [17]. Related work proposes several approaches to support joins in IVM [7, 9, 18-20]. Understanding
the trade-offs between these approaches is therefore essential for efficient incremental query processing over RDF
graphs. This article focuses on natural joins within conjunctive queries and studies how existing incremental join
algorithms relate to one another in the RDF setting. While the scope is limited to joins, the techniques discussed
here are relevant more broadly, as many can be extended to support other operators such as set operations and
aggregations [7, 9, 18-20]. Our central hypothesis is that there is no single incremental join algorithm that performs
best across all cases, instead, performance depends on the characteristics of both the query and the data.

To answer this hypothesis in a fair and platform-independent way, we first provide a structured analysis of the
main IVM approaches for joins in the literature, and propose a few optimizations where applicable. Based on this
analysis, we incorporate these approaches into a single incremental query engine, Incremunica ! [21]. This provides
a common execution environment in which the algorithms can be compared without being influenced by differences
in underlying systems or implementations. To support this evaluation, we developed a TypeScript reimplementation
of the Train Benchmark [22], a benchmark designed for platform-independent evaluation of IVM engines, and
extended it with shape-based queries to study the impact of different query structures . In addition to the general
comparison of incremental join techniques, we perform a dedicated evaluation of the proposed optimizations for
the Rete algorithm in order to assess their individual impact on performance. Using this setup, we derive empirical
insights into the strengths and trade-offs of the considered techniques, thereby answering the research question and
providing practical guidance on which incremental join strategies are most suitable for different classes of dynamic
RDF workloads.

In summary, the contributions of this paper are:

— We provide a structured analysis of incremental view maintenance approaches for joins in the context of RDF
conjunctive queries, including the relevant optimizations.

— We develop a TypeScript reimplementation of the Train Benchmark [22], with an extension of specific query
shapes, making it suitable for evaluating TypeScript-based incremental query engines.

— We present an empirical evaluation that identifies the strengths and trade-offs of the considered IVM tech-
niques, and shows under which query shapes, update patterns, and data characteristics particular approaches
are preferable for dynamic RDF workloads.

!Incremunica repository: https:/github.com/comunica/incremunica
2Train Benchmark repository: https:/github.com/SolidLabResearch/train-benchmark-ts
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The remainder of this article is structured as follows. Section 2 describes a running examples that is used through
the article. Next, Section 3 provides the required background information. In Section 4 the various existing join
algorithms and optimizations are explained. Following that, in Section 5 we discuss the implementation of these
techniques in our incremental query engine Incremunica. Section 6 outlines our adaptation and extension of the
Train Benchmark. Section 7 and 8 are dedicated to presenting the results obtained and offering insights derived
from the conducted experiments. Section 9 comprehensively discusses the relevant literature and related work in the
field. Lastly, Section 10 concludes our work, summarizing key findings and contributions.

2. Running Example

To underpin the explanations of the IVM techniques in Sections 3 and 4, we introduce a SPARQL-specific running
example. Consider the SPARQL query g shown in Listing 1.

Listing 1: The SPARQL query g of the running example.

PREFIX : <http ://www.semanticweb.org/ontologies/2015/trainbenchmark#>
SELECT ?segment

WHERE {
?switch a :Switch . # tpy
?switch :connectsTo ?segment . # tps
?7segment a :Segment . # tp3
}

This query, derived from the Train Benchmark [22] explained in Section 5, returns all train track segments con-
nected to a switch. It was chosen for its simplicity and because it is a basic conjunctive SPARQL query, making it
suitable for illustrating incremental evaluation. A corresponding RDF graph instance g is illustrated in Listing 2.

Listing 2: The RDF graph instance g of the running example.

@prefix : http ://www.semanticweb.org/ontologies/2015/trainbenchmark#
:switchl a :Switch

:switch2 a :Switch

:segmentl a :Segment

:segment2 a :Segment .

:switchl :connectsTo :segmentl

Note that :switch2 is not connected to :segment2; this omission is intentional so that it can be added later to
illustrate how incremental algorithms process additions. Therefore, evaluating g over graph g yields a single result
where only :segmentl comes after a switch. For clarity, subsequent sections will omit the prefix in queries and
triples.

3. Preliminaries

This section defines the terminology and semantics that are required to understand the remainder of the article.
This includes standard semantics definitions and formalizations of RDF and SPARQL, followed by more in depth
topics, such as Conjunctive Queries (CQ’s) and incremental updates.

=W N

o 0 g o

11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27

29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51



O O d o U W N

Qs s s s s s s D DWW W W W W WwWw W W NNNNNDNNNNN R R R R R R e e P e
H O W © < o 0 W N O W Jdo W N PR O VW Do U W N R O LV ®Jd o W NP O

4 M. Vandenbrande et al. / incremental view maintenance

3.1. RDF

An RDF 3 graph is composed of a set of triples that collectively form a graph, each triple has a subject, predicate,
and object or formally:

(s.p.0) € (IRIUB) x IRI x (IRIUBU L) (1)

Here, IRI represents the set of all Internationalized Resource Identifiers, B denotes the set of all blank nodes,
and L encompasses the set of all literals. This formulation encapsulates the essence of RDF, where entities are
interconnected through subject-predicate-object triples. We note G as an instance of such a graph. In the running
example ":switchl a :Switch" is one triple in the graph g on line 2 of Listing 2. In this triple the subject, predicate,
and object are all three are /RIs where:

— the subject s is "http://www.semanticweb.org/ontologies/2015/trainbenchmark#switch1",
— the predicate p is "a" which is the semantically equal to "http://www.w3.0rg/1999/02/22-rdf-syntax-ns#type",
— and the object o is "http://www.semanticweb.org/ontologies/2015/trainbenchmark#Switch".

3.2. SPARQL

At its core, SPARQL * queries are evaluated as algebraic expressions over multisets (bags) of solution mappings.
A SPARQL query Q can be formally represented as a SPARQL algebra expression, for example:

Q = Projectys, 2y (Filterg(Join(tp1,tp2))) 2)

The remainder of this section provides a detailed explanation of the components of this algebraic expression. The
evaluation of a query Q over a graph G is denoted as [[Q]]¢ = 2, where {2 is a multiset of solution mappings u. Each
mapping p is a partial function u : V — (IRIUBUL), where V is the set of all variables where VN (IRIUBUL) = ().
To write out a bag of solution mappings, we will use the following syntax:

Q1 = [{?Zx —al,?y — bl}, {?x — :a2, %y — b2}] 3)

Here 7x and ?y are variables and :al, :bl, :a2, and :b2 are IRIs. Variables are denoted by a leading "?". The
domain of a mapping , i.e. the set of variables it defines, is denoted by dom(y). The multiplicity of a mapping u
in a query result  written as m(, §2), indicates how many times p occurs in 2. The cardinality of (2 is the total
multiplicity of all mappings: || = Zle m(u;, ), here py, ...,y are the distinct mappings occurring in ). The
set of variables of the query results € is the union of all the domains of its mapping: vars(£2) = |J, o, dom(u;).
The size of a mapping y is defined by the size of its domain, |u| = |dom(y)|. For clarity, we write an empty bag
as [| and an empty set as {}. Finally, mapping compatibility is denoted with the symbol ~. Two mappings y; and
o are compatible if Vv € dom(u) N dom(us) holds that yy (v) = po(v). In that case, we denote that py ~ o.
These mappings are created by evaluating the atomic element of a SPARQL query, the triple patterns or ¢p. They
are similar to a triple, but can have a variable in any of the three components:

tp=(s,p.0) € IRIUBUV) x (IRIUV) x (IRIUBULUYV) (4)

3RDF specification: https://www.w3.org/TR/rdf11-schema/
4SPARQL specification: https://www.w3.org/TR/sparql11-protocol/
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A bag of triple patterns occurring together in a query is called a Basic Graph Pattern (BGP). The set of variables
in a triple pattern ¢p is denoted as vars(¢p). The act of evaluating triple patterns consists of matching them on a
graph G and can be formally written as follows:

[[tplle = [p | p : vars(tp) — (IRTUBU L) A tp(u) € G Q)

Where tp(u) is called materializing a triple pattern p with a mapping u, where the variables in the triple pattern
are substituted with the partial function y. Formally, we write tp(u) := (1*(s), £ (p), * (0)), where:

() = {,u(x) if x € dom(u) )

X otherwise

Various operations can be applied on these query results, but in the scope of this article we only consider joins
(>, filters (o), and projections (). A join combines two query results {2; and {2, into a new bag of mappings.
For each pair of compatible mappings p1 € €23 and pus € o, their union p; U pg is included in the result, with
multiplicity m(uy, Q1) - m(uz, Q2). This type of join is also called a natural join. A filter operation uses an Effective
Boolean Value (EBV) function which evaluates a mapping u and determines if it satisfies a certain filter condition
R. If u satisfies R the EBV function returns a value of true for this mapping, we write EBVg(u) = T. A projection
takes as input a bag of mappings and restricts the domain of all the mappings based on a set of projection variables
PV. This allows us to define all operations formally as follows:

Join(1,02) = Q0 Qo = [y Upa | 1 € Qu, 12 € Qo g ~ o] @)
Filterg(Q1) = or($1) = [u € Q1 | EBVg(u) = T] ®)
Projectpy(Q1) = mpy (1) = [ | p € Qp,pu ~ g/, dom(u’) = PV N vars(u)] 9)

The multiplicities of the mappings for the triple pattern matching, filter, and projection are preserved. For joins,
the multiplicity of a mapping u in ©; = Qs is defined as the sum over all compatible pairs (uy,us) such that
U1 Upe = u, where each pair contributes m(uq, Q1) - m(uz, Q2). Next, linearity of an operator means that the
evaluation of a mapping does not depend on the presence or absence of other mappings. That is, each input mapping
is processed independently to determine whether it appears in the result. Linear operators are the triple pattern
matching, filter, and projection and the join is non-linear. However, in the case of FILTER EXISTS and FILTER
NOT EXISTS, the filter condition R depends on evaluating a subquery over a bag of mappings, which introduces
non-linearity: whether a mapping u passes the filter can depend on other mappings in the input. In an incremental
setting, this means that adding or removing other mappings can cause u to newly satisfy or fail the filter condition,
and thus these types of filters are non-linear.

Running Example (cont’d)

Evaluating the query g on g, starts by evaluating the triple patterns ¢p1, tp2, and fp3 on the graph instance g.
This results in three intermediate bags of mappings:

[[tp1]]g = [{?switch — :switch1}, {?switch — :switch2}] (10)
[[tp2]]e = [{?switch — :switchl, ?segment — :segment] }| (11)
[[tps]]e = [{?segment — :segmentl }, {?segment — :segment2}| (12)
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L N T~ e O O e O e O e o8 e O L O O O O O R e O S S S e e e e e e e
g s W N P O VW W d oUW N R O LV e J s W NP O VW O do U s W N PO

46



O O d o U W N

Qs s s s s s s D DWW W W W W WwWw W W NNNNNDNNNNN R R R R R R e e P e
H O W © < o 0 W N O W Jdo W N PR O VW Do U W N R O LV ®Jd o W NP O

6 M. Vandenbrande et al. / incremental view maintenance

Here [[tp1]], (Eq. 10) and [[tps]], (Eq. 12) have a cardinality of two, whilst [[tps]], (Eq. 11) has a car-
dinality of one. Every mapping in all three bags have a multiplicity of one. These intermediate bags of
mappings are joined together in any order. Assume joining the result from rp; and tps, or [[tpi]], »<
[[tp2]]e- This requires us to find the compatible mappings between both bags and take their union. In
this case mappings {?switch — :switchl} and {?switch — :switchl, ?segment — :segmentl} are com-
patible as in both mappings the variable ?switch is mapped to the term :switchl. Finally, their union
{?switch > :switchl, ?segment — :segmentl} is added to the resulting bag of this join, or [[tp1]], >
[[tp2]]l; = [{?switch — :switchl, ?segment — :segmentl}]. Next, this resulting bag is joined with #ps,
or ([[tp1]lg > [[tp2]]lg) »< [[zps]]e- This is evaluated in a similar fashion resulting in the same mapping
as before as the variable ?segment is mapped on the term :segmentl for a mapping in both bags, so
([tp1l]le »= [[tp2]le) > [[tpslle = [{?switch — :switchl, ?segment +— :segmentl}]. Finally, the pro-
jection is applied on this bag with PV = {?segment}. This creates a mapping u’ for each mapping u
in the bag, where dom(y’) = PV N vars(u) and ¢ ~ y'. First, the domain is determined: dom(y') =
{?segment} N {?switch, ?segment} = {?segment}. Next, the mappings need to be compatible, this implies:
u~ g = p(?segment) = u'(?segment) = :segmentl and thus evaluating the complete query ¢ on g
results in the following bag with a single mapping:

[[g(?segment)]], = [{?segment — :segment]}| (13)

The selectivity of an operation defines how restrictive it is, i.e. it defines the relation between the input cardinality
and the output cardinality. So for an operation O with inputs I; where 0 < i < n where n the maximum number of
inputs, we write:

|O(I1, ..., 1,)|
sel(O(Ih,.... 1)) = —=i—— (14)
2= il
Note that, as mentioned before, the result of an operation is again a bag of mappings. So |O([1,...,I,)| is the

cardinality of the bag of result mappings. In case of the triple pattern matching, the size of the input |/;] is equal to
the number of triples in the graph matching that triple pattern.

Running Example (cont’d)

For example, to calculate the selectivity between the join of [[zp1]], and [[zp2]],, the cardinality of the result
of the join is divided by the sum of the cardinalities of the inputs:

_ Moin([tp1]l,, [[tp2]le)| _ 1

sel(Join([[tp1]lg. [[tp2]le)) = ol + el 241 = 0.333... (15)

Here the cardinality of the resulting bag after the join is equal to one, as the result is: [{?switch —
:switchl, ?segment — :segmentl }]. As mentioned before, the cardinalities of [[tp;]], and [[tps]], are two
and one, respectively.

A cartesian join is a type of natural join between intermediate query results where the mappings have no common
variables. Take for example the following intermediate query results ©; and Qo where vars(Q2;) N vars(Q3) = 0.
Every mapping in 2; will be able to join with every mapping from the intermediate query results 5. As Vu; €
Q1 AVug € Qo = py1 ~ ua, because the compatibility is determined by the domains of the mappings and there is
no overlap between the domains or dom(y; ) N dom(us) = (). Cartesian joins are undesired because they generally
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|11 [# |12
[ [+]12]

have a very high selectivity: sel(l; = I) =
before.

Finally, SPARQL SELECT is a non-recurive [23] and cyclic [24] query language. Non-recursive means the query
cannot call itself or iterate over its output to generate new results. Recursive queries could be achieved with ad-
ditional SPARQL CONSTRUCT queries, where their results create or remove entries from the graph. However,
SPARQL does allow cyclic queries, where patterns in the query may form cycles by returning to previously visited
nodes in the RDF graph. This makes it suitable for detecting circular relationships, for example:

, where I; and I, are the inputs for a cartesian join as described

PREFIX foaf: <http ://xmlns.com/foaf/0.1/>
SELECT ?personl ?person2 ?person3
WHERE {
?personl foaf:knows ?person2
?person2 foaf:knows ?person3
?person3 foaf:knows ?personl

3.3. Conjunctive Queries

This paper is limited to evaluation of Conjunctive Queries (CQ). A conjunctive query Q is of the form:

O(x1, s Xp) &1 A Aag:n 20,k > 1 (16)

Where x1, ..., x, are a set of variables or attributes of the CQ. This can also be seen as the set of projection
variables PV of the query. The variables of a CQ can also be written in short as vars(Q). If vars(Q) = ) or n = 0 the
query is called a boolean query. The @; are called the atoms of Q, these atoms are the triple patterns in the context of
SPARQL. Therefore, Conjunctive Queries align with SPARQL SELECT queries, with only triple patterns, natural
joins and a single projection. The name atom and triple pattern will be used interchangeably in the remainder of the
article. A CQ can formally be defined by a tuple with a set of variables and a bag of atoms [25]. The degree of a CQ
Q is the number of atoms in that CQ, formally written as deg(Q).

Running Example (cont’d)

The SPARQL query from the running example can be rewritten as a CQ as follows:

q(?segment) = (?switch, a, :Switch) A (?switch, :connectsTo, ?segment) A (?segment, a, :Segment) (17)

This query ¢ has a degree of three or deg(gq) = 3.

3.4. Incremental Update Semantics

In view maintenance, the main goal is to calculate the change in the materialized view based on the change in
the data. We represent the change in a graph G as AG. As the order in which the changes are made matters in
incremental processing, we represent the changes as a sequence with a leading 4 or —, representing additions and
deletions respectively. For example an addition and deletion of the same triple in a sequence would be written as:

Ag = (+(: Subject,: Predicate,: Object), —(: Subject,: Predicate,: Ob ject)) (18)
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8 M. Vandenbrande et al. / incremental view maintenance

We will annotate added or deleted mappings to a query result similarly. By default, if the triple or mapping is not
preceded by + or — it is assumed to be an addition. Finally, when taking the union of a sequence of these changes
and a bag of mappings, the sequence will be prepended or appended (depending on which comes first) with the
elements in the bag, which can be in any order.

[a1,...,am) W (b1,....b,) ={a1,...,au,b1,...,b,) (19)
[a1,.. . am) W {(b1,....by) = {am,...,a1,b1,...,by) (20)
(b1,...,bp)y Wla,...,an) = (b1,...,by,a1,...,an) 21
(by,....by) W ar,...,an) = (b1,....,bp,ap,...,a1) (22)

4. IVM Algorithms

This section discusses the state-of-the-art of IVM algorithms for non-recursive and cyclic querying purposes. The
goal of these algorithms is to calculate the updates that need to be done on the materialized view. The delta query
or single-order delta query [14] algorithm uses non-incremental query operators to calculate the changes in the
maintained query results. This technique can be built upon an existing non-incremental query engine. In contrast,
the higher-order delta query [18] and Rete based [26] algorithms both use incremental operators that materialize
sub-results of the query.

4.1. Single-Order Delta Query

The simplest way of achieving IVM is reevaluating the query when the dataset changes [14]. Reevaluation be-
comes less efficient as the difference in size between the data set and change set increases [14], i.e. a small change
on a relatively large dataset, as it requires a lot of the same computations to be performed again. In theory, mate-
rializing the query based on the added or deleted triples could increase performance. This technique is called the
single-order delta query technique, also referred to as the counting algorithm [14]. Query materialization uses a
mapping u from a triple pattern ¢p to simplify a query Q, as shown in Algorithm 1. This mapping u originates from
an added or deleted triple to the graph and that then is matched with a triple pattern tp. Materializing Q based on u
and tp, will create a new query Q* where tp is removed, and the other triple patterns in Q are materialized using the
mapping u. This means that vars(Q*) = vars(Q) \ vars(u). The materialized query Q* is thus less complex than
the original query Q, because (a) materializing a query decreases its degree by one, and (b) the selectivity of the
remaining triple patterns in Q* are possibly smaller or the same due to materializing the other triple patterns with .

The single-order delta query algorithm (Algorithm 2) starts by evaluating the query with a non-incremental engine
(line 1) and stores the results in the materialized view my. For each added or deleted triple to g, we match it to all
the atoms of Q (line 3). This returns the triple pattern #p it matched to and the mapping u it resulted in. If it is the
last match result, the triple is added (line 6) or removed (line 8) from the graph g. This is to ensure that it is joined
onto itself. This is an optimization described in the original paper by Gupta et al. [14], take for example the join
in Equation 23. Here )] and (2] represent a bag of solution mappings that are appended with a change, e.g. an
addition. Here €21 > 5 is already known and only the change to the join needs to be calculated.

In this scenario Gupta et al. suggested combining the final two joins into one by joining A, directly with Q7F,
formally written in Equation 24.

QF < Q5 = () < Qo) W (AQ < Qo) W (Q] > AQy) 24)
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In essence, adding or removing the change (A€;) to the bag of solution mappings (£2;) and then evaluating the
final join (2] » A£s). Next, the query is materialized on line 11 with Algorithm 1, this starts by calculating the
new projection variables on line 1. Then, the new bag of atoms is constructed. This is achieved by looping over
all atoms in Q (line 3). If the atom is the same as the triple pattern from the mapping y, the algorithm can skip to
the next iteration of the loop (line 5). If it is another triple pattern, it loops over all its variables and checks if it is
in the domain of the mapping u (line 7). In case this condition is fulfilled, the variable is replaced by the value of
that variable in the mapping u (line 9). This possibly modified atom is then added to the bag of atoms on line 12.
Finally, the new materialized query tuple is constructed with the new_vars and new_atoms and returned (line 15).
The returned materialized query is then evaluated as a static query on the current instance of the graph (line 12).
Afterwards the original projection is applied (line 13) and the results can be added (line 15) or removed (line 17)

from the materialized view.

Algorithm 1 MaterializeQuery

Input: Query Q, Mapping u from Triple Pattern ¢p
Output: Materialized Query Qx

1:
2:
3:

14:
15:
16:

D A A

new_vars <+ vars(Q) \ vars(zp)
new_atoms <+ []
for atom in Q.atoms do
if tp = atom then
continue
end if
for var in atom.vars do
if dom(u) contains var then
atom.replace(var, p(var))
end if
end for
new_atoms <— new_atoms W [atom]
end for

0" « (new_vars, new_atoms)
return Q*

Running Example (cont’d)

When executing Algorithm 2 with the running example, we first evaluate the query g with a non-incremental
query engine on graph g (line 1). This results in the materialized view myv having a single mapping.

my = [[q(?segment)]], = [{?segment — :segment] }] (25)

Adding a triple 1,4, = +(:switch2, :connectsTo, :segment2) to the change stream Ag will first be matched
against all the triple patterns of ¢ (line 3). Here, 7,4, matches with the triple pattern zp5 (?switch, :connectsTo,
?segment) of the query g. Evaluating this triple pattern on the added triple results in the following mapping
[tpolliwe = tip, = {?switch — :switch2, ?segment — :segment2}. As f,44 only matches with this triple
pattern, (¢p2, taaq) is the only and also the last match result. Therefore, the triple 7,4, is immediately added
to the graph g (line 6). Next, the query ¢ is materialized with this match result using Algorithm 1 (line 11).
The first step here is figuring out the projection variables of the materialized query ¢*, formally we write
vars(q*) = vars(q) \ vars(tp2) = {?segment} \ {?switch, ?segment} = (). This means that the resulting
query will have no projection variables and will therefore be a boolean query. The second part of the algo-
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Algorithm 2 single-order delta query

Input: Query Q, Graph g, Graph Changes Ag
Output: Materialized View mv

1: mv < evaluate(Q, g)
2: for triple in Ag do
3 for (¢p, 1) in Q.atoms.match(triple) do
4 if (zp, ) last match result then
5: if triple is addition then
6 g < g U {rriple}
7 else
8 g < g\ {rriple}
9: end if
10: end if
11: O* < MaterializeQuery(Q, tp, 1)
12: for u* in evaluate(Q*, g) do
13: Mour < ”Q.vars(,u* U /J)
14: if triple is addition then
15: my < mv'W [tou)
16: else
17: my < mv \ [tou]
18: end if
19: end for
20: end for
21: end for

22: return my

rithm figures out the atoms of the query. This will remove the second triple pattern and use the mapping p,44
to possibly fill in the variables in the remaining triple patterns. This will result in the materialized query g*:

q*() = (:switch2, a, :Switch) A (:segment2, a, :Segment) (26)

Returning to Algorithm 2, evaluating this boolean query ¢* results in a bag with an empty set [[¢*]], = [{}]
(line 12). This is due to the boolean query not having any projection variables, but the two triple patterns
can still be matched to the graph. This empty mapping u,,; is then merged with the original mapping
Haga Tesulting in pf,, U pgaq = {} U {?switch — :switch2, ?segment — :segment2} = {?switch —
:switch2, ?2segment — :segment2}. Finally, we do the projection on this mapping (line 13) and add
Howr = {7segment — :segment2} to the original materialized view, as t,4; is an addition (line 15). The
resulting materialized view mv is:

mv = [{?segment — :segmentl }, {?segment — :segment2}| 27
Deleting the triple t;,; = —(:segmentl, a, :segment) is very similar, to the addition example. This triple maps
to tp3 (?segment, a, :segment) of g and when it is evaluated over this triple pattern we get: [[tp3]];,., = Hder =

{?segment — :segmentl} (line 3). As this is the first and only match result, it is immediately removed from
the graph g (line 8). Running Algorithm 1 with g, #ps, pg.; returns the following materialized query (line 11):

q" (?switch) = (?switch, a, :Switch) A (?switch, :connectsTo, :segment1) (28)
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Evaluating this query over g (line 12) returns one result i, = {?switch — :switchl}. Tis result is then
combined with 4., and the projection is finally applied (line 13).

Mout = T {2scgment} (Mezer U Mdel) (29
= T {2egment} ({ ?s€gment — :segment1} U {?switch > :switchl}) (30)
= T{2egment} ({ ?s€gment — :segmentl, ?switch + :switch1}) (3D
= {?segment + :segmentl} (32)

Finally, this mapping p,,, is removed from the materialized view (line 17), and we achieve the updated
materialized view.

mv = [{?segment — :segment2}] (33)

4.2. Higher-Order Delta Query

Like single order delta queries, higher-order delta queries use query materialization to incrementally evaluate the
query. However, higher-order delta queries recursively materialize the CQ until no atom remains in the query, as with
each materialization, the degree of the query decreases. This technique is also referred to as the viewlet transform,
higher-order delta processing, or higher-order IVM. In a non-incremental setting this technique is called the bind-
join [27]. The recursive materialization makes this operator incremental, unlike the single-order delta queries that
use non-incremental operators.

4.2.1. Basic algorithm: Computational Bind Join

Algorithm 3 gives a basic understanding of how the higher-order delta query technique works. The Algorithm
starts by describing the recursive procedure BINDTRIPLEPATTERN that decreases the degree of the query (line 1).
On line 30 this procedure is called with the query. Note that all the variables that appear somewhere in an atom of
the query are included in the projection on this line (line 28). If this would not be the case, some variables are lost
in the procedure, which would generate incorrect results. The projection to actual variable(s) of the original query is
handled separately after the procedure (see line 30). The second and third parameters are the graph and the changes
to the graph, respectively. This procedure returns a sequence (conceptually a stream) of added and deleted mappings
which are then added or removed from the materialized view (line 32 and 34 respectively).

The BINDTRIPLEPATTERN procedure itself starts by selecting a triple pattern from the query. This basic algo-
rithm does this naively by selecting the first triple pattern (line 3). Although the selection order can improve perfor-
mance as described by Hartig et al. [27, 28]. Next, the triple pattern is matched against the graph and the changes
to the graph, which results in a sequence of additions and deletions of mappings (line 4). If the query has a degree
of one, no further materialization can be done, so this sequence is returned and the recursion is done (line 6). Oth-
erwise, for each current and future mapping in the match sequence, the query is first materialized with Algorithm 1
with this mapping (line 10). This materialized query is then used to recursively call the procedure, which returns
a child_stream (line 11). In case the mapping yu is an addition, the child_stream is stored in the active_streams
(line 13) and each of its mappings u* is combined with ¢ and added to the results sequence (line 16). If the mapping
(1 is a deletion, the mappings p* from the child_stream are again combined with y and added to the results se-
quence. Afterwards, the procedure SYNCSTREAMS is invoked (line 19) to synchronize the deletion stream with the
corresponding addition stream stored in active_streams. This procedure ensures that the deletion stream produces
the same mappings as the previously created addition stream but with opposite polarity. In other words, it waits
until the deletion stream has replayed the results produced by the addition stream, thereby cancelling all previously
generated additions. Once the deletion stream has caught up, both streams can be stopped (lines 20 and 21) and the
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corresponding entry is removed from the active_streams bag (line 22). The algorithm described above we will call
the Computational Bind Join because it recomputes the deletions.

Algorithm 3 higher-order delta query

Input: Query Q, Graph g, Graph Changes Ag
Output: Materialized View mv

1:

procedure BINDTRIPLEPATTERN(Q, g, Ag)
active_streams <— ]
tp < Q.atoms.first()
match_stream <— g.match(tp) W Ag.match(tp)
if deg(Q) == 1 then
return match_stream
end if
results < ()
for u in match_stream do
Q* < MaterializeQuery(Q, i, tp)
child_stream < BINDTRIPLEPATTERN(Q*, g, Ag)
if u is addition then
active_streams <— active_streams W [(u, child_stream))
end if
for u* in child_stream do
results < results W [ U p*]
end for
if u is deletion then
SYNCSTREAMS(child_stream, active_streams|u])
child_stream.stop()
active_streams[u].stop()
active_streams <— active_streams \ [(u, active_streams|u))]
end if
end for
return results
end procedure

: Qallvars (U?igo(Q) vars(Q.atom([i]), Q.atoms)

my <+ [|

: for p in 7y yqrs(BINDTRIPLEPATTERN(Qjji.vars, &» Ag)) do

if u is addition then
my < mv 4 [y
else
mv < mv \ [y
end if
end for

Running Example (cont’d)

Evaluating Algorithm 3 starts by calling the BINDTRIPLEPATTERN procedure with Qg1vars Which has the
modified projection variables (?segment and ?switch) and g from the running example (line 30). For now, we
will ignore the Ag as this will be discussed in the addition and deletion scenario, so Ag can be set to an empty
sequence (). Here Q.atoms. first() returns ¢p; of ¢, matching this triple pattern to the graph (line 4) results
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in the following sequence of mappings match_stream = ({?switch — :switch1}, {?switch — :switch2})
Materializing the query with each of these two mappings (line 10), results in the following two queries:

qovirent (7segment) = (:switchl, :connectsTo, ?segment) A (?segment, a, :Segment) (34)

Govirenz (7segment) = (:switch2, :connectsTo, ?segment) A (?segment, a, :Segment) (35)

Calling the procedure with the first materialized query ¢7,,;,.,1> & and Ag on line 11 will start by getting the
first triple pattern (line 3) and matching it to the graph (line 4). Matching (:switchl, :connectsTo, ?segment)
to g will return a sequence with one result match_stream = ({?segment — :segmentl}). Next, as the
degree is two, g7,,,;,.n1 15 materialized with the mapping in match_stream (line 10) resulting in the following
materialized boolean query:

gt on () = (:segmentl, a, :Segment) (36)

For a second (and final) time we are calling the procedure recursively, this time with ¢ .. ,;, g and Ag.
Again, the first (and only) triple pattern is selected (line 3) and matched against the graph (line 4). Query
qrywen 18 @ boolean query, so the triple pattern does not have any variables, matching it to the graph is
merely checking if the triple exists. As the triple is in the graph, a sequence with an empty mapping is
returned or match_stream = ({}). As the degree is one, this match_stream is returned, stopping the recur-
sion (line 6). This means this empty mapping is returned to the previous recursive call for g7,,;,.,1, Where
1 = {?segment — :segmentl} and child_stream = ({}). As p is an addition, a new tuple is added to the
active_streams bag (line 13) and afterwards y and {} are combined and added to the results of this recursive
call (line 16).

pU{} = {?segment — :segmentl} U {} 37)

= {?segment — :segmentl } (38)

This result is used as the child_stream of the first call to the Algorithm 1 in the for-loop of this proce-
dure, where u = {?switch — :switchl}. The mapping p is an addition, and it is therefore stored in the
active_streams bag together with the child_stream (line 13). Finally, the two mappings are combined and
added to the results (line 16).

pUp* = {2switch — :switchl} U {?segment — :segmentl } (39)

= {?switch > :switchl, ?segment > :segment] } (40)

To finish up the procedure call, the procedure still needs to be recursively called with the query g%, 12> &
and Ag (line 11). However, this procedure does not produce any results, because the first triple pattern of
@ oitens (switch2, :connectsTo, ?segment) will not match anything in g (line 4). As such, the results remain
the same. Finally, we return to line 30, where the projection is applied to this mapping and it can be added to
the materialized view (line 32). Resulting in:

mv = [{?segment — :segment] }] 41)
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Adding the triple 7,4, = +(:switch2, :connectsTo, :segment2) to the change stream Ag will now produce
a match result in the procedure call with g7 .. This match will return the mapping {?segment >
:segment2}. Next, because the degree of the query is not one, g ,.,o Will be materialized with this mapping
resulting in the following query (line 10):

Gravirenz() = (:segment2, a, :Segment) (42)

After this materialization, the last recursive call of the BINDTRIPLEPATTERN procedure will be called with
Qv iienas 8 and Ag. The query gy ., .0 1S a boolean query with a degree of one, so matching it to g and Ag on
line 4 will result in a bag with a single empty mapping match = [{}]. After which the recursion is stopped
as the degree of g7, 18 one, and the bag with a single empty mapping is returned (line 6). This empty
mapping is then merged with {?segment — :segment2} one recursion up, as it is in the child_stream of
calling the procedure with g7, ., at line 16. This merge results in the same mapping, which is added to the
results. Finally, this mapping is again merged one recursion up with the mapping from the first triple pattern

in the first call of the procedure:

{?segment — :segment2} U {?switch — :switch2} = {?segment — :segment2, ?switch — :switch2}

(43)

Finally, the projection is done on this mapping (line 30), and it is added to the materialized view (line 32)
resulting in the complete materialized view:

mv = [{?segment — :segmentl }, {?segment — :segment2}] (44)

Deleting a triple that matches the second triple pattern demonstrates best how the algorithm works for dele-
tions:

Ag = (tser) = (—(:segmentl, :connectsTo, :switch1)) (45)

This deletion will match the triple pattern when calling the procedure with g7;,;,.,;- As mentioned before,
during this procedure call, triple pattern (:switchl, :connectsTo, ?segment) is matched to g producing the
mapping {?segment — :segmentl} (line 4). This triple pattern will now also match with Ag producing the
same mapping, but this time as a deletion: 4 = —{?segment — :segmentl }. Processing this mapping u is
identical as before, where first the query is materialized (line 10), and then the procedure is called with it
(line 11). As the mapping is the same, this will produce the same materialized query g, and also the
same child_stream = ({}). This result is now combined with u and added to the results (line 16).

uUp* = —{segment — :segmentl} U {} (46)
= —{?segment — :segmentl } 47)
The last steps in this procedure are to stop the child_stream from this deleted mapping (line 20) and the

child_stream that was created from the added mapping (line 21), as these two streams create identical but op-
posite results. This can only be done after the streams have synced up (line 19). Which is the case here as both
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have processed the empty mapping in the child stream. Finally, this entry is removed from the active_streams
bag on line 22. This deleted mapping —{?segment > :segmentl} has been added to the child_stream that
comes from calling the procedure with g%, ;.- Here it is combined with mapping {?switch — :switchl}
and added to the results in this procedure (line 16).

*

pUp = {2switch — :switchl} U —{?segment — :segment] } (48)

= —{?switch — :switchl, ?segment — :segment] } (49)

This mapping is processed on line 30 where the projection is applied resulting in —{ ?segment — :segment1 }.
Finally, it is removed from the materialized view (line 34), resulting in:

mv = [{?segment — :segment2}] (50)

4.2.2. Optimizations

As mentioned earlier, the Computational Bind Join algorithm recomputes the results of the recursive procedure
when a deletion or duplicate mapping occurs. Since recomputing the same materialized query can be expensive, we
introduce an optimization called the Memory Bind Join. The Memory Bind Join avoids recomputation by storing
the child_stream produced when the BINDTRIPLEPATTERN procedure is first called for a mapping u (line 11).
Because the materialized query produced from a mapping u is deterministic, duplicate or deleted occurrences of the
same mapping will produce the same results. Therefore, these previously computed results can be reused instead of
recomputing them. More specifically, the recursive call to BINDTRIPLEPATTERN (line 11) is only executed when
a mapping p appears for the first time in the match_stream. The resulting child_stream is then stored together
with u. If the same mapping appears again as a duplicate, the stored results are replayed and added again to the
output stream. In this case, future results produced by the child_stream must also be propagated multiple times,
reflecting the multiplicity of u in the match_stream. If the mapping appears as a deletion, the stored results are
replayed with opposite polarity (i.e., as deletions). This effectively decreases the multiplicity of y, meaning that
future results produced by the child_stream only need to be propagated according to the remaining number of
occurrences of ;. When the last occurrence of y is deleted, the corresponding stored stream is stopped and removed.
By reusing previously computed results in this way, the Memory Bind Join avoids repeated recursive evaluations of
BINDTRIPLEPATTERN, allowing deletions and duplicate mappings to be handled more efficiently.

4.3. Rete

The next algorithms are based on the implementation of the Rete algorithm by Forgy et al. [26], which is a pattern
matching algorithm designed for rule-based systems, but can also be used to match queries on data [7, 19, 20, 29, 30].
The Rete algorithm builds a network of nodes. There are two types of nodes: a memory node and a transformation
node. Each transformation node does one of the query operations described in Section 3, while the memory nodes
store the result of these operations. As such, the result can be shared between multiple queries that require the same
operations.

4.3.1. Basic algorithm: Nested loop

The Rete based algorithm described in Algorithm 4 creates a left deep join tree (as shown in Figure 1) with
incremental binary join operators. This algorithm can be easily modified to form any shape of join tree to improve
performance [30-32]. Figure 2 is a visual aid to understand the architectural components of an individual binary
join. In our explanations we refer to input components of the binary join as the left or right input to make a
distinction between them. The le ft_input and right_input are sequences of mappings termed the le ft_stream and
right_stream in Algorithm 4. Like in the Rete algorithm, these mappings are stored in a memory for each input,
termed the le ft_memory and right_memory.
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I - Output
Join 2

\ Left Right
Join 1 tp, Memory Memory

Left Right
/ \ Input Input

Fig. 2. Architecture of a binary join with the two input sequences of
solution mappings with their respective memories to save previous
Fig. 1. Left deep join tree with the triple patterns 7p1, tp2, and tp3 of mappings and the output sequence of the join.

the query ¢ from the running example (Section 2).

Algorithm 4 starts by creating a sequence of mappings from the first triple pattern (line 31) by matching it to g and
Ag (line 32), this will be the lefr_stream of the first join operator. Next, a loop is started (line 33) where the next
triple pattern is first selected (line 34), which is then matched to g and Ag, and set to the right_stream (line 35). The
last step in this loop is calling the JOIN procedure with the right_stream and le ft_stream, which returns a sequence
of joined mappings which are set as the left_stream for the next loop (line 36).

The logic for the right_stream and le ft_stream in the JOIN procedure is identical, for this reason, we will only
cover the left_stream logic. A mapping u in the left_stream will first be added (line 8) or removed (line 10) from
the le ft_memory, after which it will be matched against the right_memory (line 12). Matching a mapping against
a memory returns a bag of all the compatible mappings in that memory, or Vmatching_ u = matching_p ~ p.
Finally, these two mappings are combined and added to the result_stream (line 13). Because of the two nested for
loops in this algorithm it is called the Nested Loop Join. As this algorithm is the same for the left_stream and
right_stream, in the future, we will call the memory that changes the changing memory or ¢ and the memory that is
matched against the static memory or s. In the case of evaluating a mapping from the le ft_stream like before, the
left_memory would be the changing memory ¢ and the right_memory would be the static memory s.

Note that the two loops in the JOIN procedure represent the logic that is triggered when a mapping arrives on
either input stream. In practice, these loops are not executed sequentially over the entire streams. Instead, whenever
a mapping arrives on the left_stream, the logic in lines 615 is executed, and whenever a mapping arrives on the
right_stream, the logic in lines 17-26 is executed. The algorithm is written in this form for clarity, but operationally
the two inputs are processed independently as updates arrive.

After all triple patterns have been joined (line 33), the left_stream holds all the joined mappings of the query.
So, only the projection has to be applied (line 40) and the result mappings need to be added (line 42) or removed
(line 44) from the materialized view.

Running Example (cont’d)

Evaluating Algorithm 4 with the running example with an empty Ag will create the left deep join tree
shown in Figure 1. We assume that the atoms are evaluated in top-to-bottom order—i.e., the join order is
(tp1 > tps) > tps. The algorithm first joins the mappings resulting from ¢p; with those from #p5 in Join 1.
This produces an intermediate stream of mappings, which is then joined with the mappings from 7p3 in Join
2, as shown in Figure 1. Algorithm 4 starts on line 31 by getting the first triple pattern (#p;) and matching it
with g and Ag (on line 32), creating the left_stream of Join 1. Next, as not all triple patterns have been used,
the right_stream is created from matching ¢p, with g and Ag (line 35). After, the JOIN procedure is called
with these two streams, setting the output of this join as the le ft_stream for the following iteration (line 36).
The inputs for Join 1 are therefore the following two sequences:
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Algorithm 4 Rete based join

Input: Query Q, Graph g, Graph Changes Ag
Output: Materialized view mv

1:
2
3
4:
S:
6
7
8
9

10:
11:
12:
13:

procedure JOIN(left_stream, right_stream)
left_memory + ||
right_memory « ||
result_stream < ()

for yin left_stream do
if 1« is addition then
left_memory < left_memory W [u]
else
left_memory < left_memory \ [u]
end if
for matching_u in right_memory.match(u) do
result_stream <— result_stream W [u U matching_y|
end for
end for

for y in right_stream do
if 1« is addition then
right_memory < right_memory ¥ [u]
else
right_memory < right_memory \ [u]
end if
for matching_y in left_memory.match(u) do
result_stream <— result_stream W [u U matching_y|
end for
end for

return result_stream
end procedure

. tp + Q.atoms.pop()

left_stream < g.match(tp) & Ag.match(tp)

: while Q.atoms not empty do

tp <+ Q.atoms.pop()

right_stream < g.match(tp) & Ag.match(tp)

left_stream <—JOIN(left_stream, right_stream)
end while

my <+ [|

. for p in 7y vurs(le ft_stream)) do

if u is addition then
my < mv 4 [y
else
my < mv \ [y
end if

. end for
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left_stream = ({?switch — :switch1}, {?switch — :switch2}) (51)

right_stream = ({?switch — :switchl, ?segment — :segment]}) (52)

In the JOIN procedure, the mappings of the left_stream are the first to be processed (line 6). Each mapping
is first added to the le ft_memory on line 8 (as there are currently no deletions) and then checked if there are
any compatible mappings in the right_memory (line 12). As the right_stream has not been processed yet, the
right_memory will be empty. After all the mappings in the left stream have been stored, the right_stream
will be processed (line 17). Each mapping in the right_stream will be stored in the right_memory on line 19
and then matched to the le ft_memory to check if there are compatible mappings (line 23). In this case, only
{?switch — :switchl} is compatible with {?switch — :switchl, ?segment — :segmentl }, so the union of
the two mappings: {?switch — :switchl, ?segment +— :segmentl} is pushed into the result stream of Join
1 (line 24). As the result of Join 1 has been calculated, we can look at the creation of Join 2. On line 33,
tps is now selected, meaning all atoms have been used and Q.atoms is now empty. Next, #p3 is matched to
g and Ag and used as the right_stream. The final step in this loop is calling the JOIN procedure with the
left_stream which is the result of Join 1 and this right_stream:

left_stream = ({?switch — :switchl, ?segment — :segment] }) (53)

right_stream = ({?segment — :segmentl }, { ?segment — :segment2}) (54)

Like with Join 1, this JOIN procedure will also first store all the mappings from left_stream (line 8) and
then try to match it with the right_memory (line 12). As before, this memory is still empty, so no results are
produced. Next, the mappings in the right_stream are added to the right_memory (line 19) and matched with
the elements in the left_memory (line 23). Only the first mapping {?segment — :segmentl} is compatible
with the mapping in the lefr_memory, so only {?switch — :switchl, ?segment — :segmentl} is returned
during the match on line 23. Merging the two mappings results in the same mapping which is pushed in the
result_stream (line 24). Finally, on line 40 the projection is applied to the result of Join 2 and added to the
materialized view my (line 42):

mv = [{?segment — :segment] }] (55)

Adding the triple .4y = —+(:switch2, :connectsTo, :segment2) to the change stream Ag will cause the triple
to be matched with ¢ps and the mapping +{?switch — :switch2, ?segment — :segment2} will be added
to the right_stream of the Join 1 (line 17). This mapping is an addition, so it will first be added to the
right_memory (line 19) and then matched with the left_memory (line 23). This match returns the bag
[{?switch +— :switch2}]. The union between the mapping from the added triple and the one in the match
is added to the result _stream of Join 1 (line 24).

result_stream =({?switch — :switchl, ?segment — :segment] })

[+{?switch — :switch2, ?segment — :segment2} U {?switch — :switch2}]
=({?switch — :switchl, ?segment — :segmentl } )&
[+{?switch — :switch2, ?segment > :segment2}| (0
=({?switch — :switchl, ?segment > :segmentl },

+ {?switch — :switch2, ?segment — :segment?2)
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The output of Join 1 is the left input of Join 2 (Figure 1), thus the resulting mapping +{?switch —
:switch2, ?segment — :segment2} is added to the lefr_stream of Join 2 (line 6). Here, the mapping is
first added to the left_memory on line 8, and then matched to the right_memory on line 12 (in Join 2). The
right_memory has [{?segment — :segmentl}, {?segment — :segment2}] from before, so when the new
mapping is matched the following bag is returned: [{?segment — :segment2}]. The union of the added map-
ping in the left_stream and the mapping in this bag is then added to the result stream on line 13. Identical to
Equation 56, except with the mapping {?segment — :segment2} instead of {?switch — :switch2}. Finally,
the projection is applied (line 40) and this mapping is added to the materialized view (line 42).

mv = [{?segment — :segmentl }, {?segment — :segment2}] (57)

Deleting the same triple that was added previously would be very similar. Only will the mappings be removed
from the memory instead of being added. Note that when matching a mapping to the memory the resulting
mappings will always be additions and, as mentioned in the preliminaries (Section 3), a union between
a deleted mapping and an added mapping will be a deleted mapping. For example, the union that would
happen in Join 1:

*

uUp® = —{switch — :switch2, ?segment — :segment2} U {?switch — :switch2} (58)

—{?switch — :switch2, 7segment — :segment2} (59)

Finally, the same mapping as in the addition case would be produced, only being a deletion instead of an
addition. This mapping will then be removed from the materialized view.

4.3.2. Optimizations

This section describes our optimizations to the Rete algorithm that do not modify it, but increases its performance
for different operations on the memory. Depending on the interface of the memory node, we can achieve different
time complexities of adding mappings to it and removing mappings from it.

The original version of Rete did not use any indexing on the mappings. As such, to find matches it needed to
loop over all the mappings in the static memory [26]. Adding a mapping to the changing memory can be done in
constant time, while looping over the elements in the static memory can be done in linear time correlated to the
size of the bag of mappings in the static memory or |s|. When deleting a mapping, in addition to looping over the
static memory to find a match, we also need to loop over the changing memory to find the mapping that needs to
be removed from the memory. This can also be done in linear time correlated to |c|. This thus results in a total time
complexity of O(|s|+ |c|) for calculating a single result mapping from a deleted mapping. For a cartesian join, every
mapping from the right_stream will be compatible with every mapping from the le ft_stream. Therefore, additions
will be able to be computed in linear time, while deletions will depend on the |c| as it still requires looping over ¢ to
find the mapping that needs to be deleted.

Three operations need to be done on the memory, namely adding, removing, and matching a mapping. Two
indexes are required, one for the removal of a mapping where the indexes need to be constructed with the complete
mapping (line 10 and 21). The other index is for matching another mapping to the memory (line 12 and 23). Here
the index need to be constructed with the overlapping variables.

In the first case, deletions can be done in constant time, but matching a mapping still requires you to loop over
the static memory. Therefore, calculating a result mapping will now take O(|s|) for both additions and deletions. As
mentioned before, cartesian joins will guarantee a match with every mapping from the static memory. This technique
will therefore result in a constant time complexity for additions and deletions, given that it’s a cartesian join. When
a join uses this indexing strategy, we call it the Delete Hash Join.

The second indexing solution is based on the overlapping variables between the two mappings. This allows the
matching mappings to be found in constant time. In case of a deletion, the index based on overlapping variables
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can be used to return a subset of the memory that needs to be looped over for deleting the mapping. In the worst
case, this subset is equal to the complete changing memory. So calculating a mapping from a deletion will take in
worst-case O(|c|) time. However, in general, the complexity will be O(|c*|), where given a mapping that needs to
be deleted p4e1, the subset will be ¢* = [u|Vu € ¢, Vv € vars(s) Nvars(c), u(v) = pae(v)]. We will refer to this
indexing strategy as the Match Hash Join.

Finally, to solve the worst case of the Match Hash join, it would be possible to index each mapping based on
both the common and all the variables. This would guarantee a constant time complexity for both additions and
deletions in every scenario. This we call the Full Hash Join.

Calculating the hashes and maintaining these indexes requires additional computation that might not be neces-
sary, depending on the characteristics of the data. As such, the complexity of the algorithm is a trade-off with the
complexity of maintaining the indexes. Table 1 gives a summary of the complexities for the four versions of the
Rete algorithm with different interfaces with the node memory.

Rete based join algorithm | addition deletion
Nested Loop O(|s]) | O(|s| + |c])
Delete Hash O(]s) O(]s])
Match Hash 0(1) O(|c*])

Full Hash o(1) o(1)
Table 1

A summary of the complexities of different Rete join index strategies.

Running Example (cont’d)

When considering Join 1 (#p; > tps) with just g and empty Ag, the left_memory and right_memory are as
follows:

left_memory = [{?switch — :switchl}, {?switch — :switch2}] (60)

right_memory = [{?switch — :switchl, ?segment — :segment] }] (61)

The Delete Hash Join would index the elements based on the complete domain of the mappings in the
memory. This would be {?switch} for the left_memory and {?switch, ?segment} for the right_memory. The
Match Hash Join would index on the overlapping variable {?switch} for both memories. Finally, the Full
Hash Join builds both indexes.

5. Implementation

In an effort to establish a fair comparison between IVM algorithms for graph-based databases, we have de-
veloped Incremunica (https://github.com/comunica/incremunica canonical citation: https://doi.org/10.5281/zenodo.
15085224). Incremunica is an incremental extension of the static query engine Comunica [33], which is a modular
query engine that uses a configuration and dependency injection to build an actual engine. Incremunica leverages
this modularity to replace non-incremental operators with incremental ones. Furthermore, by changing the config-
uration of the query engine, we can disable all but one join algorithm to evaluate its performance. We provided an
implementation of all the different algorithms described in section 4.

Figure 3 shows the internal architecture of Incremunica for a query with a join of three triple patterns, a filter,
and a projection. As input, it receives the SPARQL Query and a triple Store (a). The incremental operators are
initialized based on the parsed query (b) and the available operators according to the configuration. The following
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Set SPARQL Incremunica
Query
gsore | @ Parse
Query
Set Query
b Algebra
Incremental Operators
Triple Get Result
Changes —9’—, . d Mappings
——{ Store #==—1 Joins [~{G {1}
Get
(Triple Pattern)|
Mappings

non

Fig. 3. The Incremunica architecture with different internal and external components and the query execution steps from "a" to "d" that start by
giving the engine a query and data and ends with the result mappings.

subsections go more in depth into how the joins specifically are set up using the configuration. The operators make
use of the Store to get the current and future mappings for the three triple patterns in the query (c). The Store is
a triple index that not only indexes the triples, but also the triple patterns that are matched against it. This is to
optimize not only the match of g, but also to optimize future changes to the store or Ag. When originally matching
a triple pattern to the store, it leverages the triple index to create a stream of current matches. The additions and
deletions of triples at a later stage leverage the triple pattern index to figure out in what stream they should be added.
Finally, the query results from these operators can be requested either through an iterator (pull-based) or streaming
(push-based) interface (d).

5.1. Joins

Figure 4 illustrates the single-order delta query technique as the Incremental Operators component of Figure 3.
This technique starts by matching the triple patterns against the user provided by the user of Incremunica, which
returns streams of currently matching triples as well as future additions and deletions (a). These triples are handled
in an Orchestrator block that materializes the query based on Algorithm 1. For each added or removed triple it
generates one or more materialized queries, which the Orchestrator individually evaluated against the internal store
using non-incremental operators from Comunica (b). Finally, the Orchestrator adds to or removes the triple from
this internal store at the correct time according to Algorithm 2 (c). The single-order delta query technique requires
full control over the storage, therefore Incremunica creates an internal store. Although this is wasteful in terms of
memory, the exact moment at which a triple is added or removed is crucial for complete and correct results (line 6
and 8 in Algorithm 2).

Incremental Operators

Triple Get
Changes Triples
Ny Orchestrator Exoouto

— Store p— Materialize Materialized
a Query b Query

Add/Remove
le

Triples
Int | Operators
ormal e —— o
Store Get Get Result
(Triple Pattern) Mappings

Mappings

Fig. 4. The Incremental operators block in Figure 3 with a single-order delta query-based configuration.

Figure 5 demonstrates the Joins block in Figure 3 for a configuration that uses higher-order delta queries. Note
that this therefore only evaluates BGPs. The Orchestrator block here selects one triple pattern in the BGP and
materialized the other triple patterns based on each mapping from this triple pattern. Each resulting in a new BGP
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with one degree less than the original BGP, which are each evaluated in the smaller Join blocks. These Joins blocks
are the recursion in Algorithm 3. Special to Incremunica is that when the configuration is set to use higher-order
delta queries and Rete algorithms, these recursive Joins blocks can actually be the Joins block shown in Figure 6
that uses Rete based incremental operators. Figure 5 has the memory blocks (the "M" blocks) that store the results
for fast deletions and duplicates, as described in Section 4.2.2. In case of a computational bind join, this memory
block does nothing, but more control over when thing are added or removed from the store is needed to ensure
correct results. For this reason, the store can be halted and resumed, if a store is halted it buffers all the insertions
and deletions until it is resumed. This allows the bind join to make sure the positive and negative result stream to be
synchronized to then both close them and continue the store.

Joins
Orchestrator
(Triple Pattern) Query
Mappings
1 Joins M
| Joins ‘X M — Union Get Result
Mappings

Fig. 5. The Joins block in Figure 3 with a Computational or Memory Bind Join-based configuration, where "M" is the memory for the Memory
Bind Join-based.

Our Rete based join implementation is depicted in Figure 6, where this Joins block can be replaced by the one in
figure 3. Although Forgy et al. [26] originally described the Rete networks to be collaborative, where the memory
nodes could be shared between different queries that need the same operations. We did not implement this idea of
sharing memory, and the memory for the join, is stored within the join nodes (the »< blocks). The different indexing
approaches explained in Section 4.3 are therefore handled within these individual join nodes.

Joins
Get
(Triple Pattern)
Mappings

PR

[ ] Get Result

Mappings

Fig. 6. The Joins block in Figure 3 with a Rete based configuration.

5.2. Filter

Although this article focuses on conjunctive queries (CQ), which only include triple patterns, joins, and projec-
tions, the Train Benchmark also contains queries with filters. The filters, are evaluated at the end of the query plan,
before the projection step. Here, the mappings are filtered out that do not match the filter expression. Only existential
filters, namely FILTER EXISTS and FILTER NOT EXISTS, require a different approach. For each result from the
joins, the graph pattern of the existential filter is materialized with this result and evaluated independently. Depend-
ing on whether it is a FILTER EXISTS or FILTER NOT EXISTS, the result is then propagated as an addition or
deletion respectively.
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5.3. Limitations

It is important to note that in our current implementation we do not perform join plan optimization [31, 32] nor
filter push-down [34]. However, we acknowledge that these areas are worth exploring in the future to potentially
enhance query performance and efficiency. However, these optimizations are left out of scope for this article, as the
main aim is to compare the different IVM algorithms and not to evaluate the overall best performance that can be
achieved with Incremunica. Currently, the query engine uses a join plan that is determined beforehand.

6. Evaluation set-up

Two evaluations were performed to compare the different algorithms in terms of performance. The first evalua-
tion uses the Train Benchmark. Here, we compare the evaluation time of all the different algorithms explained in
Section 4. The second evaluation gives an insight into the different indexing strategies for the Rete-based technique.
Here we are not evaluating a complete query, but we change the different characteristics in the bags of mappings
that are joined together. All benchmarks are run on an Intel Xeon E5-2650 v2 @ 2.6GHz with 128 GB of memory
running Ubuntu 20.04.6 with Node.js version 16.20.2 limited to 18 GB of memory.

6.1. Train Benchmark

Evaluating the different IVM algorithms is performed with the Train Benchmark [22]. This benchmark is to our
knowledge the only RDF benchmark that has continuous workloads for evaluating incremental query engines. This
is a benchmark designed for cross-platform evaluation of continuous model transformations. The benchmark comes
from the field of model-driven engineering, where a physical model is continuously altered and the evaluation
of some predetermined constraints need to be kept up-to-date. In the case of the Train Benchmark, the physical
model is a railroad network. The benchmark is cross-platform because this model is represented in relational, graph
and RDF data formats. In this benchmark, updates to the data are generated on the fly and applied to the dataset,
after which the incremental query engine computes the corresponding changes to the query results. The benchmark
infrastructure must then detect when all updates and their resulting query result changes have been fully processed.
Due to this tight interaction between update generation, query evaluation, and completion detection, the benchmark
was rewritten from Java to TypeScript > so that all components run within the same environment. Otherwise, the
measured timings would include the overhead of translating updates and query results between languages, for both
the added and deleted triples and the query results. Making the benchmark available in TypeScript also allows for
benchmarking future browser-based incremental query engines for the Semantic Web. Furthermore, we added new
shape-based queries to expose possible differences in query execution times for different join techniques.

Figure 7 is a representation of the ontology of the Train Benchmark. Figure 8 demonstrates a more practical
illustration of the data in the benchmark. A Region is a collection of track elements and sensors. Track elements are
either rail-road segments or switches. A Route has an entry point and an exit that are guarded by a semaphore, which
denies or grants access to the route. A switch position (straight, diverging, or failure) targets a switch on which it
forces this position. A Route follows this switch position, meaning depending on if the switch position is straight
or diverging a different route is chosen. The route also requires sensors. Multiple track elements are monitored by
one sensor (around 5 to 10). There can be more than one switch per Route and Region. The first segment of a route
semaphores the semaphore at the entry of that route.

The benchmark consists of different scenarios. Each scenario consists of one or more Batch, Inject, and Repair
operations. A benchmark run starts off by running the Batch operation. This will query the elements that do not
comply with the constraint. For example, in the positive length scenario, the constraint requires each railway section
to have a length greater than zero. Therefore, the Barch operation queries all negative or zero length railway sections
in the model so they can be fixed by a hypothetical engineer. After the Batch operation, the model is altered using
the transform operations: Inject and Repair. These two operations represents the changes made by a hypothetical

STrain Benchmark repository: https://github.com/SolidLabResearch/train-benchmark-ts
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@ PositionType @ SignalType
<POSITION_STRAIGHT> <SIGNAL GO> (©) <Region>
<POSITION_DIVERGING> <SIGNAL_STOP> /]
<POSITION_FAILURE> <SIGNAL_FAILURE>

<elements>

© <Route>

<active> | xsd:boolean

©<TrackEIsment>

<connectsTo> | <sensors>

<monitoredBy > <requires>

© <Segment> © <SwitchPosition>

<length=> | xsd:int

<position=> | PositionType

;ctarget> exit>

@ <Switch>

<currentPosition> | PositionType

<semaphores>

© <Semaphore>

<signal>= | SignalType

Fig. 7. The Train Benchmark data model based on Szdrnyas et al. [22]. Each box represents an entity in the model. Entities marked with
"C" denote classes that can be instantiated in the data, while entities marked with "E" denote enumerations defined in the model with
IRIs. The component name is shown as an IRI (base: http://www.semanticweb.org/ontologies/2015/trainbenchmark#). Properties whose ob-
jects are literals or the enumerations are listed below the component name, indicating the predicate and the data type (prefix xsd: refers to
http://www.w3.0rg/2001/XMLSchema#). Relationships between classes are represented by arrows: black arrows denote predicates, while white
arrows denote subclass relationships (inheritance), for example, a Sensor is also a TrackElement.

: Semaphores
Route 1

B : switch @® T

T
= =

~ | : Segment Route 4 —((« = o = »)-| Route 2

N — @e)

Route 3

—(

= . Sensor

Fig. 8. Train Benchmark diagram based on Szarnyas et al. [22].

engineer. The Inject operation adds new elements or replaces existing that do not comply with the constraint, intro-
ducing inconsistencies in the model. In the case of the positive length scenario, this consists of setting the length of
an existing segment to zero. The Repair operation, on the other hand, will fix the elements that do not comply with
the constraint queried by the Batch operation. Simulating a hypothetical engineer fixing the model. In the positive
length scenario, an existing segment with length zero or less will be inverted and incremented by one, resulting in a
strictly positive number. The Inject and Repair operations randomizes and selects a subset of the results of the query
that introduces the changes. This could also be achieved with recursive queries. As mentioned in Section 3, recursive
queries are possible with SPARQL CONSTRUCT queries, but this would not allow for the randomization that is
used here, and has no syntax to define what triples need to be added or deleted. There are four of these scenarios,
each with a Batch, Inject, and Repair query, as shown in Appendix A.
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Our extension of the benchmark consists of shape-based queries, namely star shaped, chain shaped, and cartesian
queries. All other types of queries can be constructed from a combination of these three shapes. Each of these queries
has an operation size (OS) which is equal to the number of triple patterns that the queries have, i.e. the degree of
the queries. The shape-based queries each have two scenarios, addition, and deletion. The star shaped query has
two versions, one where the last triple pattern will have changes (star last) and one where all triple patterns have
changes (star complete). In the chain query, a new switch will be added on the head of an existing chain. Finally, for
the cartesian queries, a triple will be added that matches the first triple pattern of the query. All queries are shown
in Appendix A.

Our version of the Train Benchmark uses the original data generator to create the datasets. The data generator
takes as input a parameter that determines the final size of the dataset. We create four data sizes (DS) with this
generator: 1, 2, 4, and 8. The number of triples corresponding to each data size is reported in Table 2. Before
every scenario benchmark, we run the scenario once as a warm-up, after which it is executed 30 times to obtain the
benchmark results. Each run consists of five rounds of transformation steps (inject and repair steps), during which the
data is modified. After each transformation step, the batch step is timed and the result is summed. The transformation
steps are performed using a configuration of our query engine that only uses the full hash join algorithm to ensure
repeatability of the benchmark. The shape-based queries are simpler to compute than the original queries from the
Train Benchmark. Therefore, their timeout is set to 10 seconds, whereas for the original Train Benchmark queries
the timeout is set to 2 minutes.

DS | v | 2 | 4 | 8
Number of Triples | 4073 | 11223 | 31945 | 63575

Table 2
The number of triples in the datasets with different data sizes (DS) generated by the Train Benchmark [22].

6.2. Rete specific evaluation

To pinpoint the strengths and weaknesses of the different indexing techniques used in the Rete implementations,
an individual evaluation was conducted to analyse their performance. The focus of the evaluation was to examine
how these implementations handle incremental changes rather than the bulk additions that occur during initial view
creation. To simulate such scenarios, mock data and corresponding mock changes were generated and evaluated. The
input for these Rete based joins are two streams of mappings. As already explained in Section 4, when computing a
change, we can consider one of the inputs to be a static input or s and one to be a changing input or c. Each input
has five characteristics:

— Cardinality: The cardinality is the total number of mappings in the stream. Varying this characteristic simulates
situations where intermediate results grow in size, and allows us to analyse how join algorithms scale.

— Size of Mappings: This refers to the number of variables in the domain of each mapping, represented as
|dom(u)|. Increasing the size of mappings simulates joins that occur later in the evaluation of a query with
multiple triple patterns, where intermediate results already contain bindings for more variables. As such, this
characteristic represents the top-level joins of queries with increasing degree, allowing us to analyse how the
algorithms behave when they operate on larger intermediate mappings.

— Compatibility Size: This is the number of mappings in the bag that have the same values for the overlapping
variables. If equal to the size of the bag, this would mean that if a new mapping is compatible with one of the
mappings in the bag, it is compatible with all the mappings in the bag. Varying this characteristic simulates
joins with different selectivities, where one input mapping can generate few or many result mappings.

— Multiplicity: The multiplicity, m(u, 2), defines the number of times a particular mapping occurs in a bag.
This represents situations where duplicate mappings occur in intermediate results, which can happen in bag
semantics or when queries produce repeated bindings.
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— Overlapping Variables: This characteristic captures the number of shared variables between mappings across
the two inputs of a join. If set to zero, the join becomes a cartesian join. Since joins typically involve only some
shared variables, scalability with respect to this characteristic is not a primary concern in this evaluation. In the
absolute worst case, the number of overlapping variables is bounded by the number of variables in the query,
which is generally small compared to the size of the data being processed. Therefore, we mainly consider the
case with a single overlapping variable, while also including the cartesian join scenario where no variables
overlap.

— Cardinality: As previously defined, the cardinality is the total number of mappings in the stream.

— Size of Mappings: This refers to the number of variables in the domain of each mapping, represented as
|dom (u)].

— Compatibility Size: This is the number of mappings in the bag that have the same values for the overlapping
variables. If equal to the size of the bag, this would mean that if a new mapping is compatible with one of the
mappings in the bag, it is compatible with all the mappings in the bag.

— Multiplicity: The multiplicity, m(u, 2), defines the number of times a particular mapping occurs in a bag.

— Overlapping Variables: This characteristic captures the average amount of overlap between the variable do-
mains of mappings across two inputs of a join. If set to zero, it will be a cartesian join.

With these characteristics of the inputs, multiple scenarios are created, each with two bags. The first bag will be
the static input s and the second the changing input c. In case a deletion scenario is being evaluated, the first mapping
is duplicated to be the deletion. After duplication, the mappings in the bag are shuffled using a Fisher—Yates Shuffle
to make sure the deletion is at a random point of the input bag. If the scenario is an addition, the mappings are first
shuffled and then the last mapping is used as the addition. Eleven scenarios have been created where a single addition
or deletion is evaluated for all Rete-based joins. Table 3 shows the different scenarios where the "x" indicates the
characteristic that is being changed. Note that for scenario 8 to 11 cardinalities of 100 have been chosen, as this gave
a wide range of values for the compatibility sizes and multiplicities. For much larger cardinalities, the difference
between the different Rete-based joins would be too large and multiple y-axis would have to be used to visualize
the results. A value of 100 gives a good notion of the trend whilst not being too big. Scenario 9 and 11, have a
cardinality of 1 for the static bag, this ensures that the result bag cardinality remains equal. For scenario 8 to 11
the size of the mappings is set to two, where one mapping is shared between the two input bags and the second is
to make the mapping unique. Everything is executed 100 times, such that an evaluation of whether the observed
differences are significant is not necessary due to the high number of evaluations for each data point.

S1 S22 S3 S4 S5 S6 S7 S8 S9  S10 S11

Cardinality ¢ X 1 X 1 1 1 X 100 100 100 100
Cardinality s 1 X X 1 1 1 X 100 1 100 1
Size of Mappings ¢ 1 1 1 X 1 X 1 2 2 2 2
Size of Mappings s 1 1 1 1 X X 1 2 2 2 2
Compatibility Size ¢ 1 1 1 1 1 1 1 1 X 1 1
Compatibility Size s 1 1 1 1 1 1 1 X 1 1 1
Multiplicity ¢ 1 1 1 1 1 1 1 1 1 1 X
Multiplicity s 1 1 1 1 1 1 1 1 1 X 1
Overlapping Variables 1 1 1 1 1 1 0 1 1 1 1

Table 3

A tabular representation of the scenarios of the Rete specific benchmark. The "x" indicates the characteristic that is being changed in each
scenario.

=W N

o 0 g o

11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51



O O d o U W N

Qs s s s s s s D DWW W W W W WwWw W W NNNNNDNNNNN R R R R R R e e P e
H O W © < o 0 W N O W Jdo W N PR O VW Do U W N R O LV ®Jd o W NP O

M. Vandenbrande et al. / incremental view maintenance 27

7. Results

This section outlines the results from the benchmarks. All benchmark results and configuration can be found
through this canonical link: https://doi.org/10.5281/zenodo.19226287.

7.1. Train Benchmark

Below are four tables for the star, chain, cartesian, and original Train Benchmark queries respectively as explained
in Section 6. Tables 4, 5, 6, and 7 have three main data columns. The first main column consists of two subcolumns
consisting of operation size, and data size, indicated by OS and DS respectively. The following two main columns
consist of the median execution times in milliseconds of the addition and deletion scenarios for the different join
algorithms. Each of these scenarios indicates the results for the various algorithms, i.e. the single-order delta query
(DQ), computational bind (CB), memory bind (MB), nested loop (NL), delete hash (DH), match hash (MH), and
full hash (FH) join respectively. The — value denotes when a certain combination either had a heap out of memory
error or took too long to execute. Meaning the execution took longer than 10 seconds for the shape based queries or
2 minutes for the original Train Benchmark queries. The bold values show the lowest value in the row. If the value
has a star, it is statistically significant as calculated with the Mann-Whitney U test. This test is used because the
results are not normally distributed with a small sample size. This significance evaluation, tests for an equal central
tendency between the distributions. If the p-value is less than the significance level (0.05), the null hypothesis is
rejected, suggesting that the groups differ significantly. Despite the high variance in execution time due to a high-
level programming language with garbage collector and JIT compiler like typescript, we still see overall significant
differences between the join algorithms. Identical tables with the interquartile ranges of the execution times can be
found in Appendix B.

The results for the star-shaped queries where only the last triple pattern receives updates (Table 4) show clear
differences between addition and deletion workloads, as well as between algorithm families. For additions, the
Rete-based approaches consistently outperform the delta-based techniques as the operation size (OS) and data size
(DS) increase. In particular, the MH and FH joins achieve the best performance for larger datasets, with MH most
frequently being the fastest and often significantly outperforming alternatives. The NL join performs competitively
for small datasets but scales poorly, while the DH shows moderate but less consistent performance. In contrast,
CB and MB are generally slower for additions, with MB not providing clear benefits over CB in this scenario.
The DQ quickly becomes infeasible as OS increases, already timing out for OS > 4. For deletions, a different
trend emerges, the CB approach consistently achieves the best performance across nearly all configurations and
is often statistically significantly faster than the alternatives. This confirms that recomputation-based strategies are
effective for deletions in this query shape. The MB variant performs worse than CB in this scenario because its
caching mechanism is not utilized. In MB join, the memory only stores results of recursive calls associated with
the materialized triple patterns. But due to the join order the query is not materialized on the last triple pattern.
The Rete-based joins, while still competitive, generally incur higher costs due to the need to propagate deletions
through the join network, with NL performing particularly poorly and frequently exceeding time limits. Among the
indexed joins, MH and FH again outperform DH, but remain slower than CB. Overall, these results highlight that
for star-shaped queries with updates on the last triple pattern, hash-based Rete joins are preferable for additions,
whereas CB is the most efficient strategy for deletions.

The results for the star-shaped queries where all triple patterns receive updates (Table 5) show a much stronger
divergence between algorithm families compared to the “star last” scenario. For additions, the Rete-based hash
join variants clearly dominate across all configurations. In particular, the MH join consistently achieves the best
performance and is often significantly faster than all alternatives, with FH closely following. The performance gap
widens as both the operation size (OS) and data size (DS) increase, where non-incremental approaches such as DQ,
CB, and MB quickly become infeasible or time out. The NL and DH joins also scale poorly in this setting due to
the large number of intermediate results caused by updates on all triple patterns. These results highlight that fully
incremental, indexed join strategies are essential when updates affect the entire query. For deletions, the advantage
of Rete-based approaches remains, but the differences are less extreme. The MH and FH joins again provide the
best overall performance, frequently achieving the lowest execution times and often significantly outperforming
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addition deletion

os[ps[pQ [ cB [MB|[ NL [pH|MH | FH | # [[DQ| CB [MB|[NL |[DH [MH| FH | #

2 [ 1 [[20.33[11.49]13.31] 8.244 [9.682] 8.607 [ 7.565 | 147 [[57.87]19.68%[21.85[80.63[23.47]20.58] 23.04 | -92
2 | 2 [[55.32] 21.7 [24.95] 20.54 [21.01] 20.65 | 20.74 [ 410 [[159.2[51.01%[57.07|364.5| 64.6 [60.68] 57.92 | -257
2 | 4 [[1282]62.65]70.92] 61.05 |62.05[50.65%| 52.93 [ 1153([493.6|181.4% [ 193.3] 2570 [232.8[208.2] 202 [ -737
2 | 8 [[228.1]88.26[93.41] 119.8 [127.7]78.26%| 81.46 |2292|[ 1386 [648.8%[675.8| - | 821 [687.1] 674.6 |-1469
a1 - [12.58]16.24] 8.619 [8.956] 12.62 [ 9.093 [ 147 || - | 232 [29.57]78.69]22.57[28.63] 2212 | 92
a2 - [2638]367] 19.18 [25.61| 1895 [ 19.76 [ 410 || - |[55.85%[75.04[382.6] 74.8 | 60.5 | 62.86 | -257
44| - [70.25]90.32] 6334 [93.44|55.14% 564 [1153]| - | 189* [230.6]2554[308.7]209.9] 205.7 | -737
48| - [99.43[1282] 126.4 [240.2] 86.01 | 87.11 [2202]| - [652.8%[724.6] - [1093[682.9] 680 [-1469
6 [ 1][ - [1424][17.14] 8.489 [7.793] 7.979 [ 7.977 [ 147 || - [21.66%[37.06]84.26]21.77]22.87] 23.11 | -92
6|2 - [2592[4397] 1912|224 [ 17.91 [16.83+[ 410 || - [63.81 [95.12[377.5] 76.5 [63.15|61.94%| -257
6|4 - [7982][1122] 66.36 [84.68] 55.05 | 555 [1153]| - [195.9%[270.9| 2541 |278.7|216.1] 212.8 | -737
6|8 - [1196] 1621337 [191.7] 88.3 | 89.45 [2202|] - |675.1%[784.6] - [973.8[703.2] 687.6 |-1469
8 [ 1 ][ - [11.91]2047] 8754 [8.899] 8.684 | 8.374 [ 147 || - [26.94 [45.53]85.84[25.44]24.75] 23.71 | -92
8 | 2] - [33.63]56.44]18.14%[23.92] 18.53 [ 19.48 [ 410 || - [67.67 [112.6]384.4|75.2165.32|60.77+| -257
8 |4 - [89.02[129.2] 67.57 [85.19] 56.24 | 57.25 [ 1153 - [217.8 [305.8| 2526 |286.7[221.5|211.4%] -737
8|8 || - [1282]201.5[ 1354 | 198 | 88 [ 95682202 - |686.2 (8837 - [985.3[682.6]675.4%|-1469

Table 4

Execution time (ms) of the evaluated join algorithms (single-order delta query (DQ), computational bind (CB), memory bind (MB), nested loop
(NL), delete hash (DH), match hash (MH), and full hash (FH)) for star-shaped queries where the last triple pattern in the join tree receives
updates. The operation size (OS) represents the query degree, and the data size (DS) represents the dataset scale. Results are reported for both
additions and deletions. The reported values are the medians of the execution times. The symbol "-" indicates that execution either exceeded the
time limit (10s) or resulted in a heap out-of-memory error. Bold values indicate the fastest algorithm in each row, and an asterisk (*) indicates a
statistically significant result (Mann-Whitney U test, p<0.05).

other methods. Unlike the “star last” case, the CB approach no longer dominates and instead performs substantially
worse, particularly as OS and DS increase. The MB improves upon CB but still lags behind the hash-based joins.
The NL and DH joins remain inefficient due to the high cost of propagating deletions through large intermediate
states. Overall, these results demonstrate that when updates are distributed across all triple patterns, the benefits
of incremental maintenance with efficient indexing become even more pronounced, making MH and FH the most
robust choices for both additions and deletions.

The results for the chain-shaped queries where only the last triple pattern receives updates (Table 6) again high-
light a clear distinction between addition and deletion workloads, but with stronger scalability limitations than in the
star-shaped cases. For additions, the MH join consistently achieves the best performance across nearly all configu-
rations, often with statistically significant improvements over the alternatives. The FH join performs similarly but is
generally slightly slower than MH. The NL and DH joins are competitive only for very small datasets but degrade
rapidly as DS increases due to the growing size of intermediate results along the chain. In contrast, the delta-based
approaches (DQ, CB, and MB) scale poorly and quickly become infeasible as the operation size (OS) increases,
with many configurations already exceeding time or memory limits for OS > 4. This demonstrates that even when
updates are localized to the last triple pattern, the sequential dependency structure of chain queries makes non-
incremental recomputation particularly expensive. For deletions, the performance landscape is more nuanced. For
smaller configurations (e.g., OS = 2), the CB and MB approaches perform competitively, with CB often achieving
the best or near-best results. However, as OS and DS increase, the advantage shifts towards the indexed Rete-based
approaches, with MH and occasionally FH providing the lowest execution times, frequently with statistically signif-
icant improvements. The NL join again performs poorly due to the cost of propagating deletions through the chain,
while DH shows moderate but consistently inferior performance compared to MH and FH. Overall, these results
indicate that for chain queries with updates at the tail, hash-based Rete joins offer the most robust performance for
additions and become increasingly preferable for deletions as query complexity grows.
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addition deletion
os[ps||pQ [ cB [MB[NL [DH|[ MH [FH | # [ DQ | CB [MB[NL [DH| MH | FH | #
2 [ 1 [[205.1]205.2]211.2]131.2]148.3] 80.34 [79.86] 317 [[ 43.8 [55.18]38.84]54.4237.73[27.32+] 28.35 [ -102
2 | 2 {[518.9]514.5[534.4]439.2[636.4|191.7 [ 198.7] 883 |[135.4| 155.2[112.1[155.2[121.2| 87.45 | 88.34 | -267
2 [ 4 |[1352] 1478 | 1519 [ 2090 | 3683 [522.9% [532.4(2538(556.9]590.9]498.6[615.8[ 628.3| 433 | 433.4 | 752
2 | 8 {[2443 2796 [ 2894 [ 6639 | - [1013% [ 1039 5053 2146 | 2048 [ 1940 | 2360 [ 2588 | 1826 | 1813 |-1483
4] 1] - [735.8[760.8]205.3]338.5] 89.58 [90.42] 317 [ - [ 198 [782 86 [94.13[32.43%] 33.46 | -102
4] 2] - T1660]1736|1033] 1993 [217.1%[223.6| 883 || - [550.3] 222 [275.7] 272 | 96.81 |96.04%| 267
44l - Ta740]a975 6542 - [599.2%[627.7]2538] - |1686(769.5| 1204 [900.1| 449 | 448.7 | -752
als] -1 -1 -1-7- ; -] - [3937 2494|5023 - | 1818 | 1825 |-1483
6 1] - T1252]1275[292.8]578.3[119.2%] 125 [ 317 [ - [473.6[117.7]115.2[124.6] 44.17 [42.61%] -102
6| 2] - [3014]2979 | 1568 4320 [272.9%[292.1] 883 || - |[1148[323.8[704.6[891.1] 126 [119.6% 267
6|4l - Ts7i7] - | - | - |761.1%[854.3|2538] - [3811]1067 5847|6382 507.4 | 513.6 | -752
elsl -1 -1 -1-7- - S - |7425]2952] - [ - [1938%] 1960 |-1483
s [ 1] - [1726]1759[375.2]784.2[136.4%] 156 | 317 | - [ 850 [170.4]121.1]127.1]40.93*[ 43.47 | -102
8|2 - [as30]4511 2055|6258 ]324.1%[354.3] 883 || - [ 1982 [444.6] 346 [434.7] 107.2 | 108.5 | -267
slall - | -1 - | - 1 - |s882%| 964 |2538]| - [6475]1381] 1250|1862 4633 | 464.3 | -752
slsl - -1 -1 -1- ] -] |- [3ssal - [ - 1872 | 1875 [-1483
Table 5

Execution time (ms) of the evaluated join algorithms (single-order delta query (DQ), computational bind (CB), memory bind (MB), nested
loop (NL), delete hash (DH), match hash (MH), and full hash (FH)) for star-shaped queries where the all triple pattern in the join tree receives
updates. The operation size (OS) represents the query degree, and the data size (DS) represents the dataset scale. Results are reported for both
additions and deletions. The reported values are the medians of the execution times. The symbol "-" indicates that execution either exceeded the
time limit (10s) or resulted in a heap out-of-memory error. Bold values indicate the fastest algorithm in each row, and an asterisk (*) indicates a
statistically significant result (Mann-Whitney U test, p<0.05).

The results for the cartesian query pattern (Table 7) exhibit fundamentally different behaviour compared to star
and chain queries due to the absence of join selectivity, leading to a rapid explosion in intermediate result sizes.
For additions, the performance advantage of the Rete-based hash joins is less consistent. While MH and FH still
perform well for small operation sizes (OS = 2), their advantage diminishes as the query grows. In several cases,
particularly for higher OS, the NL join becomes competitive or even the fastest approach. This is because, in a
cartesian setting, every mapping matches with every other mapping, reducing the benefit of indexing and making
the overhead of maintaining hash structures less worthwhile. The delta-based approaches (DQ, CB, MB) scale
poorly and quickly become infeasible as both OS and DS increase, often exceeding time or memory limits. Overall,
additions in cartesian queries are dominated by the cost of producing large result sets rather than the efficiency of
matching. For deletions, the DH join consistently achieves the best performance across most configurations, often
with statistically significant improvements. This aligns with the theoretical expectation that DH performs well in
cartesian joins, as deletions can be handled efficiently when matching does not require selective lookups. The FH
join performs similarly but is typically slightly slower, while MH offers no clear advantage due to the lack of filtering
on shared variables. The NL join remains competitive for small configurations but becomes less efficient as data size
grows. The delta-based approaches again perform worse overall, with CB in particular scaling poorly. These results
confirm that for cartesian queries, where all mappings are compatible, simpler or deletion-optimized strategies such
as DH are preferable, and the benefits of more advanced indexing techniques are significantly reduced.

The results for the original Train Benchmark queries (Table 8) demonstrate that the relative performance of the
algorithms strongly depends on the characteristics of each scenario, particularly the number and type of updates.
For the PosLength scenario, which consists purely of additions, the performance shifts from CB at smaller data
sizes to MH for larger datasets, indicating that while recomputation-based approaches can be competitive for sim-
ple workloads, indexed incremental joins scale better as the number of updates increases. A similar trend can be
observed in the RouteSensor scenario, although here the performance differences are smaller due to the relatively
low number of updates; CB performs best for DS = 1, while MH slightly outperforms other approaches for DS = 2.

=W N

o 0 g o

11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51



@ J oy U W N

10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51

30 M. Vandenbrande et al. / incremental view maintenance

addition deletion
os[ps||pQ [ cB [MB[NL [DH|[ MH [FH | # [DQ| CB [MB |NL [DH | MH | FH | #
2 [ 1 [[151.9]122.5]135.2[62.52[75.78[38.83% [44.57[ 247 [[31.89[17.11%[17.66]55.47]20.19] 19.17 [ 20.84 [ 20
2 | 2 {[370.3] 295 [311.7]234.3[326.9] 85.95 [86.03| 695 |[107.9] 61.4* [63.77[195.6]70.42] 66.21 | 67.25 | -55
2 [ 4 [799.5]692.5]745.2] 1021 | 1652 | 185% | 204 [1843([461.7] 344.2 [333.6] 1203 [358.6| 335 |346.2 [-146
2| 8 {[ 1523|1367 ] 1468 | 3114 | 6402 |346.9%| 356 [3677( 1795 | 1368 | 1396 [ 4983 | 1459 | 1383 | 1416 |-292
4] 1] - Tras1770]181.6]273.8] 82.07 [83.44] 382 [[ - [ 1104 [31.42] 87.5 [41.02] 26.94 [23.75+] 20
4| 2] - Te187]6266| 833 [ 1749 [148.8+[158.2[1080( - |370.9 [102.4 407 |163.2]79.79%| 83.48 | -55
alall -1 -1 -1 -7 - - -] - 1616 | 447 [3319[906.8] 387.4 | 383.9 |-146
als] -1 -1 -1-7- ; -] ; - I R - -] -
6 1] - [6988]6701]309.8[566.8]84.27[94.02] 401 [[ - ] 3985 43.6 |122.4]65.35]26.91%] 29.51 [ -20
el2l -1 -1 -1-7- - S -~ | 1416 [137.6]647.5]260.1[95.68%| 101.8 | -55
elal -1 -1 -1 -7 - - -] } - - 6206 - [403.5%| 4259 [-146
elsl -1 -1 -1-7- - -] - - ST - - -] -
s[1] - [ - T - [4769[849.9[1004%] - [401] - - [47.21]165.4]83.98]34.08%] 37.03 | 20
sl2f - -1 -1 -1+ ] -] = [ 3421 [158.3]928.1 378 [107.2%] 119.5 | =55
slall - -1 - -1- ; -] ; - I R - -] -

Table 6

Execution time (ms) of the evaluated join algorithms (single-order delta query (DQ), computational bind (CB), memory bind (MB), nested loop
(NL), delete hash (DH), match hash (MH), and full hash (FH)) for a chain pattern where the last triple pattern in the join tree has changes. The
operation size (OS) represents the query degree, and the data size (DS) represents the dataset scale. Results are reported for both additions and
deletions. The reported values are the medians of the execution times. The symbol "-" indicates that execution either exceeded the time limit
(10s) or resulted in a heap out-of-memory error. Bold values indicate the fastest algorithm in each row, and an asterisk (*) indicates a statistically
significant result (Mann-Whitney U test, p<0.05).

addition deletion
os[ps[DQ [ CB [MB|[ NL [DH | MH [ FH [ # DQ|CB[MB|NL|[DH [MH|FH | #
2 | 1 [[86.15]121.3]130.8] 32.06 [32.67] 31.78 [30.07] 440 [[31.66]63.24[21.19]12.69[11.88*[12.52] 12.25] -100
2 | 2 |[272.1|337.7|414.5] 99.51 [ 100.697.49%[103.9] 2450 [[96.66]170.7|70.69]46.51|40.59%|4527| 41.3 | -s50
2 [ 4 |[716.3]1023 [ 1331] 283.6 |282.7] 285.5 [286.6]1.31e+04][283.7[517.1]233.6 | 164.4| 142.1 [159.9]141.4] 2920
31 - [435.9[492.5] 90.12 [89.59[86.41%[93.81] 2200 = [184.3[60.35[53.57] 34.43 [53.05[34.54] 500
32| - [1732]2448 [454.5%[471.1| 467.5 [496.4|2.45e+04|| - [7422]319.7]367.9] 201.9 [369.8|201.4] -5500
3lall - | - | - | 4495 [4637] 4444 [4613 [2.62e+05]] - [4528[2390 [6147 | 1463 [ 6021 | 1471 [-5.84e+04
41| - [1423] 1864 |266.3%]297.9] 276.3 [311.2] 1.1e+04 || - [634.2]206.2]258.1]122.5%[260.4| 127.6] -2500
a2 - 1 -1 - | 4540 4879 4618 [4812]2.45e+05]] - [6074[3422] - [1569%| - |[1596] -5.5e+04
alall -] - | - - - - - - N - -] - -
Table 7

Execution time (ms) of the evaluated join algorithms (single-order delta query (DQ), computational bind (CB), memory bind (MB), nested loop
(NL), delete hash (DH), match hash (MH), and full hash (FH)) for a cartesian joins query pattern. The operation size (OS) represents the query
degree, and the data size (DS) represents the dataset scale. Results are reported for both additions and deletions. The reported values are the
medians of the execution times. The symbol "-" indicates that execution either exceeded the time limit (10s) or resulted in a heap out-of-memory
error. Bold values indicate the fastest algorithm in each row, and an asterisk (*) indicates a statistically significant result (Mann-Whitney U test,
p<0.05).

In the SwitchMonitored scenario, which again consists only of additions but with a slightly more complex query
structure, the results show a transition from MH being the fastest for smaller datasets to MB outperforming all other
approaches at larger scales. This indicates that reusing intermediate results becomes increasingly beneficial as the
workload grows. Finally, in the SwitchSet scenario, which includes both additions and deletions, MH consistently
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achieves the best performance across all data sizes, often with statistically significant improvements. This highlights
the robustness of hash-based Rete joins in mixed-update workloads. Across all scenarios, DQ performs poorly and
quickly becomes infeasible, while NL and DH show moderate but generally inferior performance compared to MH
and FH.

update number of updates
Scenario  [DS||DQ | CB | MB | NL | DH | MH [ FH ||Adds|  Dels
PosLength 1 ||345.6| 190.4 | 198.3 [388.1(258.9| 191.3 |196.4|| 118 0
PosLength 2 1|976.4| 656.3 | 666.3 | 1536 | 1062 | 623.3 (624.6|| 326 0
PosLength 4 - 2884 | 2934 - - | 2743%| 2781 || 933 0
PosLength 8 - - - - - - - - -
RouteSensor 1 - |42.89%| 44.52 | 50.2 |50.05| 51.45 [51.78{| 55 -10
RouteSensor | 2 - 111.1 | 113.1 [106.2|104.8| 101.4 |107.3|| 150 -26
RouteSensor 4 - - - - - - - - -
RouteSensor 8 - - - - - - - - -
SwitchMonitored | 1 ||347.1| 50.51 | 27.88 [12.63|11.43| 10.55 |10.61 7 0
SwitchMonitored | 2 || 1629 | 102.6 | 44.78 | 48 |50.19| 31.52 [31.83| 20 0
SwitchMonitored | 4 - 12451 | 130.6 |336.2|341.4| 131.1 [131.3]| 53 0
SwitchMonitored | 8 - | 573.6 [384.5%| 1156 | 1409 | 470 |506.3]| 105 0
SwitchSet 118329 954 |98.16 | 37 [34.79| 26.4* (28.93| 23 -18
SwitchSet 2 - 1221.6 | 207.2 |111.3|96.75|78.85*|81.72| 60 -47
SwitchSet 4 - 544 | 500.8 |349.3|290.5|187.4%(197.9|| 167 -130
SwitchSet 8 - 1249 | 1182 | 1082(916.1|493.3*| 515 || 328 -257

Table 8

Execution time (ms) of the evaluated join algorithms (single-order delta query (DQ), computational bind (CB), memory bind (MB), nested loop
(NL), delete hash (DH), match hash (MH), and full hash (FH)) for the original Train Benchmark queries. The data size (DS) represents the
dataset scale. Results are reported for both additions and deletions. The reported values are the medians of the execution times. The symbol "-"
indicates that execution either exceeded the time limit or resulted in a heap out-of-memory error. Bold values indicate the fastest algorithm in
each row, and an asterisk (*) indicates a statistically significant result (Mann-Whitney U test, p<0.05).

7.2. Rete specific evaluation

As explained in Section 6, the Rete specific evaluation consists of evaluating the execution time when some
characteristics of the input of a Rete join change. The graphs in Figures ?? and ?? show the median execution time
in microseconds for different sizes of the input, depending on the scenario. The main goal of this evaluation is to
validate if the theory outlined in Section 4.3 is correct. The Train Benchmark evaluations discussed in the previous
subsection were often unclear on when particular Rete join algorithms are faster. These graphs aim to shed more
light on this.

Changing the cardinalities (S1 - S3)

For scenarios S1-S3 shown in Figure 9, which focus on varying input cardinalities, clear differences emerge between
the join strategies. In scenario S1, where the cardinality of the changing input c increases while the static input s
remains small, the NL join performs best for small cardinalities (up to around 7) for both additions and deletions, as
the overhead of maintaining indexes outweighs their benefits. While the FH join is designed to optimize deletions,
it is still slower than the MH join in both cases. This is because hashing on the overlapping variables is already
sufficient to uniquely identify mappings, making the additional indexing of FH unnecessary overhead. In scenario
S2, where the cardinality of the static input s increases while ¢ remains small, all join algorithms exhibit constant-
time behaviour for additions, since only a single mapping is processed. For deletions, NL scales linearly with |s|, as
expected. Although Table 1 suggests that MH should also scale linearly, this is not observed in practice due to the
same reasoning as mentioned before. The mappings are uniquely identified by the overlapping variables, allowing
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Fig. 9. Performance of the Rete based joins in scenarios 1-3 as explained in Table 3.
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Fig. 10. Performance of the Rete based joins in scenarios 4-6 as explained in Table 3.

hash-based lookups to remain effectively constant-time. Finally, scenario S3, where both |s| and |c| increase, high-
lights the scalability limitations of NL, which degrades rapidly due to its O(|s| + |c|) complexity. In contrast, the
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Fig. 11. Performance of the Rete based joins in scenarios 7 as explained in Table 3.
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Fig. 12. Performance of the Rete based joins in scenarios 8-9 as explained in Table 3.
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Fig. 13. Performance of the Rete based joins in scenarios 10-11 as explained in Table 3.

hash-based joins—particularly MH and FH—scale much better and maintain near-constant performance. Overall,
MH provides the best trade-off between indexing overhead and lookup efficiency, making it the fastest approach
across these scenarios.

Changing the size of the mappings (S4 - S6)

The scenarios S4-S6 shown in Figure 10 examine the impact of the mapping size. In scenario S4, where only the
size of the mappings in the static input s increases, execution time remains largely unaffected. This is because the
join algorithms construct results based on mappings from the changing input ¢, whose size stays constant. Although
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the base mappings become larger, the operations performed on them do not increase in complexity. In scenario
S5, where the size of mappings in the changing input ¢ increases, additions become more expensive for the DH
and FH joins, as both require hashing the entire mapping, making their cost dependent on the mapping size. For
deletions, all four algorithms exhibit linear behaviour with respect to the mapping size, since checking whether a
mapping should be removed requires comparing the full domain. This effect is more pronounced for DH and FH,
as they additionally incur the cost of hashing these larger mappings. Finally, scenario S6 combines both effects by
increasing the mapping size in both s and c. Here, the impact becomes more visible. For additions, the MH and
NL joins are no longer constant, as they must process larger mappings during matching and result construction. For
deletions, the same linear behaviour persists, driven by the need to compare full mappings, with DH and FH again
incurring additional overhead due to hashing.

Changing the cardinalities for a cartesian join (S7)

Scenario S7 evaluates the cartesian join case, where there are no overlapping variables, as shown in Figure 11. For
additions, all join algorithms exhibit similar performance. In particular, the NL and MH joins perform equivalently,
as MH effectively degenerates to NL. Since there are no overlapping variables, the hash is computed over an empty
domain and provides no filtering benefit. All algorithms show an approximately linear trend, driven by the increase
in cardinality. For deletions, the DH join performs best, followed closely by the FH join, which aligns with their the-
oretical complexities. In this setting, DH benefits from efficient removal operations without incurring unnecessary
matching overhead, while FH performs similarly but with slightly higher cost due to additional indexing.
Changing the number of mappings with the same match hash (S8 - S9)

Scenarios S8 and S9 (Figure 12) analyse the impact of compatibility size, i.e., the number of mappings sharing the
same match hash. In scenario S8, where this number increases in the changing input ¢, additions remain unaffected,
as each incoming mapping still produces the same number of matches. For deletions, however, performance de-
grades for the MH join: as more mappings share the same hash, the subset returned by the index grows, requiring
additional comparisons. When more than two mappings share the same hash, the FH join becomes more efficient,
as it can directly identify mappings without scanning this subset. In scenario S9, where the number of compatible
mappings increases in the static input s, the number of result mappings per update grows accordingly, effectively
increasing the selectivity of the join. This results in a linear increase in execution time.

Changing the multiplicity of the inputs (S10 - S11)

Scenarios S10 and S11 (Figure 13) analyse the effect of multiplicity. In scenario S10, increasing the multiplicity
in the static input s reduces the execution time of the NL join for deletions, as fewer distinct mappings need to
be scanned to find and remove a match. While a similar effect might be expected for the MH join, this is not
observed. When the multiplicity in the changing input ¢ is one, hashing on the overlapping variables produces
unique hashes. As multiplicity increases, multiple identical mappings share the same hash, but since they are equal,
the correct mapping can be removed immediately from the subset, resulting in effectively constant-time behaviour.
Scenario S11 shows a trend similar to S9, as increasing multiplicity in the changing input ¢ raises the number of
result mappings per update, thereby increasing the selectivity of the join. This leads to a corresponding increase in
execution time, without fundamentally changing the relative performance of the join strategies. Overall we see that
the MH join is fastest in both scenarios for additions and deletions.

8. Discussion

In this section, we interpret and contextualize the benchmark results of the evaluated IVM techniques within
Incremunica. We analyse their performance across varying query shapes, data distributions, and update patterns,
and assess their suitability to be integrated into new IVM engines.

The single-order delta query technique consistently underperforms across benchmarks. This is primarily due to
the need to materialize and re-execute the query for each incoming update, introducing substantial overhead. This
limitation becomes particularly evident in high-update-rate environments, where recomputation costs quickly dom-
inate. Despite this, the technique retains practical value: it has a minimal memory footprint, integrates easily with
non-incremental query engines, and incurs low development overhead since it can be layered on top of existing
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architectures. As such, it remains a viable option for slowly changing datasets where memory constraints are crit-
ical and latency requirements are less stringent. While optimizations such as partial materialization could improve
performance, they would undermine its simplicity and low memory usage, thereby reducing its appeal compared
to more advanced approaches such as Rete or higher-order delta queries. Additionally, development costs remain
low, as the technique can be implemented on top of an existing non-incremental query engine without requiring
substantial architectural changes.

The Higher-order delta query approaches (bind joins) generally underperform across benchmarks due to recur-
sive materialization and the resulting redundant computations. This overhead is particularly pronounced in low-
selectivity star-shaped queries, where large intermediate results are repeatedly recomputed. Despite this, these ap-
proaches exhibit clear strengths in specific scenarios. In particular, they perform well for star-shaped queries in
which updates affect the final triple pattern, as well as in cases where one or more triple patterns have low cardinal-
ity. In such situations, the size of intermediate join results is reduced, limiting the impact of recursive evaluation.
Furthermore, prior work [27, 28] has shown that bind joins can be effective in federated query processing, especially
when one data source exhibits significantly lower cardinality than others. While these findings are promising, addi-
tional research is required to fully validate their applicability in incremental view maintenance settings. Our results
confirm that our proposed Memory Bind Join optimization improves performance over the Computational Bind
Join by avoiding redundant recomputation through reuse of previously materialized results. This benefit becomes
particularly evident in more realistic workloads, such as the Switch Monitored scenario of the Train Benchmark,
where the Memory Bind Join achieves the best performance for larger datasets.

In general the results show that the Rete-based approaches and in particular the Match Hash Join is the fastest
algorithm or a close second. We also see that the Full Hash Join in rarely ever faster than Match Hash Join proving
that the additional index is not necessary. This is also evident in the Rete specific evaluation. Although in theory
there might be some use for the Nested Loop Join and the Delete Hash Join for cartesian joins and small cardinality
cases, in reality this might not be noticeable. However, we see that for realistic queries, as illustrated by the Train
Benchmark, the match hash join in general performs the best. This is mainly due to the lack of duplicate mappings,
cartesian joins, and the number of mappings where the overlapping variables have the same value, in realistic data.
Furthermore, the Rete-based approach is similar to the joins used in a volcano approach of query engine design.
The results showed that the different indexing strategies for Rete-based approaches could improve performance
depending on the query and data, as expected. The indexing strategies that were introduced in this article do greatly
improve performance of the original Rete algorithm and do show how these indexes should be used.

Overall, Rete-based approaches, and in particular the Match Hash Join, consistently achieve the best or near-
best performance. The Full Hash Join rarely outperforms the Match Hash Join, indicating that the additional
indexing overhead is generally unnecessary. This observation is further supported by the Rete-specific evaluation.
While operators such as the Nested Loop Join and Delete Hash Join may offer theoretical advantages in edge
cases (e.g., cartesian joins or very small cardinalities), these benefits are negligible in practice. In realistic work-
loads, as represented by the Train Benchmark, the Match Hash Join performs best due to the limited presence
of duplicate mappings, cartesian joins, and highly overlapping variable bindings. Furthermore, the Rete-based ap-
proach resembles a traditional operator-tree execution model, in which query evaluation is performed through a
tree of composed operators. The evaluation shows that the proposed optimizations for the Rete-based approaches
lead to clear performance improvements, and demonstrates how these indexing strategies can be used effectively in
practice.

Our findings indicate that traditional relational IVM approaches, such as single-order and higher-order delta
queries, are less well suited to all SPARQL workloads. This is largely due to the higher number of joins, the
prevalence of cyclic query structures, and the specific evaluation characteristics of SPARQL. In contrast, Rete-based
approaches outperform these techniques across a wide range of scenarios. For general-purpose use, the Match Hash
Join emerges as the most robust choice, combining strong performance with a design aligned to widely adopted
query engine architectures. Importantly, no single IVM technique universally dominates across all workloads and
query structures.
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— the single-order delta query approach is most suitable for slowly changing or memory-constrained settings,
and for scenarios where low development cost is important because it can be built on top of an existing non-
incremental query engine.

— the higher-order delta query approach is most effective in selective star-shaped queries, low-cardinality cases,
and potentially federated settings, where recursive materialization can reduce intermediate join costs.

— the Rete-based approach is the strongest general-purpose solution, and is particularly well suited for high-
throughput streaming workloads and realistic query patterns, where the Match Hash Join consistently per-
forms best or near-best.

Several directions for future work follow from these results. A first important step is to investigate adaptive
query planning and join selection within Incremunica, so that the engine can dynamically choose the most suitable
IVM technique based on query structure, data distribution, and update behaviour, rather than relying on a fixed
strategy. Related to this, it would be valuable to explore additional query-optimization techniques that were left out
of scope in this work, such as join-plan optimization and filter push-down. A second direction is to study IVM in
federated settings, where higher-order delta query approaches may offer benefits, and where further work is needed
on how deltas can be obtained and propagated efficiently from federated endpoints. A third direction is to extend
the evaluation beyond conjunctive queries by applying these techniques to additional SPARQL operators, and to
assess how the observed trade-offs generalize in those settings. Finally, the benchmark landscape for incremental
RDF querying remains limited, so expanding the available benchmark space beyond the current Train Benchmark
adaptation would be an important contribution for future research in Semantic Web IVM.

9. Related Work

While some related work has already been touched upon in previous sections, this section gives a summarized
overview and outlines the main novelties of this paper compared to them.

Delta Query Join Approaches: The simplest strategy for handling updates is to re-evaluate the query when-
ever the underlying data changes. For example, the Smart-M3 platform [35] introduces persistent queries, where
consumers subscribe to query results and are notified when changes occur. In this approach, the updated view is
obtained by re-executing the entire query. Similarly, Roffia et al. [36] initially relied on full query re-evaluation to
maintain materialized views. In a later publication, they switched to single-order delta queries to more efficiently
update their materialized views. To reduce the cost of recomputation, incremental techniques based on first-order
delta queries were introduced. Early work by Colby et al. [37] and Griffin et al. [38] explored such approaches for
set and bag semantics, respectively. Higher-order delta queries were later formally described by Koch et al. [18].
One of the first practical implementations of this theory is the DBToaster system through the viewlet transform [9].
Koch et al. [39] subsequently presented their own implementation to further evaluate the performance improvements
of higher-order delta queries compared to single-order delta queries.

Rete Approaches: INSTANS [7] and DIAMOND [20] both use Rete networks to evaluate and maintain query
results incrementally. In the field of pub/sub, Rete networks are also used to maintain SPARQL query results incre-
mentally [29]. IncQuery-D [19] exploited the concept of sharing nodes in a Rete network to build a distributed query
engine. Where each node in the network can be on another machine. Barkowsky et al. [30] build a Rete based query
engine to evaluate different query planning and Rete networks optimizing techniques and if it is worth restarting the
query for more efficient maintenance if the dynamic characteristics of the data change.

While the articles for the Delta Query Join Approaches and Rete Approaches establish important foundations
for incremental view maintenance and demonstrate their effectiveness in relational and graph-based settings, they
typically focus on a subset of the available techniques. As a result, a unified overview that clearly defines the different
approaches and evaluates their theoretical properties and practical performance under the same conditions is still
lacking. This work addresses that gap by providing a clear formulation of the different incremental join approaches
and evaluating them within a single query engine.

Related IVM Fields: There are other fields of IVM that we have not considered in this evaluation. First, there are
IVM approaches for recursive queries where the input of the query changes based on the output. These approaches
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include the DRED algorithm [14], the Backward/Forward algorithm [40], and Differential Dataflow [1]. Second,
the Dynamic Yannakakis algorithm [3, 25] uses the techniques of constant delay enumeration for acyclic CQs in
a dynamic setting. As the (Dynamic) Yannakakis algorithm only supports acyclic CQs we did not include them in
our evaluation. Furthermore, constant delay enumeration for deltas with multiple-tuple updates has not been solved
yet. This is a major issue for SPARQL as one triple can cause multiple tuples. Lastly, IVM is used in streaming
approaches, for example as suggested by Le-Phuoc et al. [16]. In that case optimizations can be applied as the time
of deleting a tuple is known at the time of insertion due to the windowing.

10. Conclusions

This article established a foundation for incremental view maintenance of conjunctive queries over dynamic RDF
data in the context of the Semantic Web. It examined the main IVM approaches from the literature and evaluated
them alongside the optimizations proposed in this work within a single incremental query engine. This made it
possible to compare the relative performance of single-order delta queries, higher-order delta query techniques,
and Rete-based approaches independently of implementation-specific technology choices. In addition, this article
contributes a rewritten version of the Train Benchmark for browser-compatible technologies and extends it with
shape-based queries, thereby providing a stronger basis for future evaluations of Semantic Web query engines over
dynamic datasets. The evaluation reveals clear differences in the practical suitability of these techniques. Although
single-order delta queries are conceptually simple and easy to implement, they performed poorly throughout our
experiments. The higher-order delta query approach benefited from the proposed memory-based optimization, par-
ticularly in deletion scenarios, but was still generally outperformed by the Rete-based approaches. For the Rete-
based techniques, the results further showed that, in most cases, a standard join index is sufficient for both additions
and deletions, making more complex indexing strategies unnecessary for many realistic workloads. Overall, these
findings show that efficient incremental querying in the Semantic Web requires approaches that can accommodate
differing query shapes, data characteristics, and update patterns. As such, this article provides a strong basis for
further research into scalable and adaptive IVM solutions for dynamic RDF data.
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Appendices 5
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A. Train Benchmark Queries 16
17
A.l. Batch Queries 1s
19
cartesian: 20
query: 21
22
SELECT ?switch ?position ?routel ?active ?route2 ?entry ?route3 ?exit WHERE 23
{ 24
?switch base:currentPosition ?position 25
?7routel base:active ?active 26
7route2 base:entry ?entry 27
?route3 base:exit ?exit 28
} 29
30
chain: 31
query: 32
33
SELECT ?switch ?segmentl ?segment2 ?segment3 ?segmentd4 ?segment5 ?segment6 ?segment7 WHE
{ 35
?switch a base:Switch 36
?switch base:connectsTo ?segmentl 37
?segmentl base:connectsTo ?segment2 38
?segment2 base:connectsTo ?segment3 39
?7segment3 base:connectsTo ?segment4 40
?7segment4 base:connectsTo ?segment5S 41
?segment5 base:connectsTo ?segment6 42
?7segment6 base:connectsTo ?segment? 43
} 44
45
pos length: 46
query: 47
48
SELECT ?segment ?length WHERE 49
{ 50
?7segment rdf:type base:Segment 51
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1 ?7segment base:length ?length 1
2 2
3 FILTER (?length <= 0) 3
4 } 4
5 5
6 route sensor: 6
7 query: 7
8 8
9 SELECT ?route ?sensor ?swP ?sw WHERE 9
10 { 10
11 ?route base:follows ?swP . 11
12 7swP base:target ?7sw . 12
13 ?7sw base:monitoredBy ?sensor . 13
14 14
15 ?route rdf:type base:Route . 15
16 ?7swP rdf:type base:SwitchPosition . 16
17 ?7sw rdf:type base:Switch . 17
18 ?sensor rdf:type base:Sensor . 18
19 19
20 FILTER NOT EXISTS { 20
21 ?7route base:requires ?sensor . 21
22 } 22
23 } 23
24 24
25 star: 25
26 query: 26
21 27
28 SELECT ?switch ?sensor ?region ?position ?trackElementBefore ?trackElementAfter 2switchP
29 { 29
30 ?switch a base:Switch . 30
31 ?switch base:monitoredBy ?sensor . 31
32 ?switch a base:TrackElement . 32
33 ?7region base:elements ?switch . 33
34 ?7switch base:currentPosition ?position . 34
35 ?trackElementBefore base:connectsTo ?switch . 35
36 ?switch base:connectsTo ?trackElementAfter . 36
37 ?switchPosition base:target ?switch . 37
38 } 38
39 39
40 switch monitored: 40
41 query: 41
42 42
43 SELECT ?sw WHERE 43
44 { 44
45 ?7sw rdf:type base:Switch . 45
46 46
47 FILTER NOT EXISTS { a7
48 ?7sw base:monitoredBy ?sensor . 48
49 ?7sensor rdf:type base:Sensor . 49
50 } 50

51 } 51
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switch set:

query:
SELECT ?semaphore ?route ?swP 7?sw ?currentPosition ?position WHERE
{

?route base:entry ?semaphore

?route rdf:type base:Route

?route base:active true

?semaphore rdf:type base:Semaphore

?route base:follows ?swP

?7swP rdf:type base:SwitchPosition

?7swP base:target ?sw

?sw rdf:type base:Switch

?semaphore base:signal base :SIGNAL_GO

?7sw base:currentPosition ?currentPosition

?7swP base:position ?position

FILTER (?currentPosition != ?position)
}

A.2. Inject Queries

cartesian:
query:

SELECT ?switch WHERE {
?7switch a base:Switch

data change:

+ base:<new_id> base:currentPosition base :POSITION_FAILURE
+ base:<new_id> a base:Switch

chain:
query:

SELECT ?switch ?trackElement WHERE {
?switch base:connectsTo ?trackElement
?7switch a base:Switch

data change:
+ base:<new_id> a base:Switch

+ ?switch base:connectsTo base:<new_id>
+ base:<new_id> base:connectsTo ?trackElement

43
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44

complete star:
query:

SELECT ?sensor ?region ?trackElementBefore ?trackElementAfter WHERE {
?switch a base:Switch
?7trackElementBefore base:connectsTo ?switch
?7switch base:connectsTo ?trackElementAfter
?switch base:monitoredBy ?sensor
?region base:elements ?switch

data change:

base:<new_id_1> a base:Switch

base:<new_id_1> base:monitoredBy ?sensor

base:<new_id_1> a base:TrackElement

7region base:elements base:<new_id_1>

base:<new_id_1> base:currentPosition base :POSITION_STRAIGHT
?2trackElementBefore base:connectsTo base:<new_id_1>
base:<new_id_1> base:connectsTo ?trackElementAfter
base:<new_id_2> a base: SwitchPosition

base:<new_id_2> base:position base :POSITION_STRAIGHT
base:<new_id_2> base:target base:<new_id_1>

+ 4+ + o+

pos length:
query:

SELECT ?segment WHERE {
?7segment rdf:type base:Segment

data change:

— 7segment base:length =
+ ?7segment base:length 0

route sensor:
query:

SELECT ?route ?sensor WHERE {
?route base:requires ?sensor
?route rdf:type base:Route
?sensor rdf:type base:Sensor

data change:

— ?route base:requires ?sensor

star:
query:
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SELECT ?switch WHERE {
?7switch a base:Switch

}

data change:

+ ?switch base:monitoredBy base:<new_id>
+ base:<new_id> a base:Sensor

switch monitored:
query:

SELECT ?sw WHERE {
?7sw rdf:type base:Switch

}
data change:
— ?sw base:monitoredBy =

switch set:
query:

SELECT ?sw WHERE {
?sw rdf:type base:Switch
}

data change:

— 7sw base:currentPosition
+ ?sw base:currentPosition (x+1)

45

note: We remove the current position and add a new position that is incremented by one (POSITION_FAILURE =>

POSITION_STRAIGHT => POSITION_DIVERGING => POSITION_FAILURE).

A.3. Repair Queries

cartesian:
query:

SELECT ?switch ?position WHERE ({

?switch base:currentPosition ?position

}

data change:
— ?switch base:currentPosition ?position

chain:
query:
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1 SELECT ?segment WHERE { 1
2 ?switch base:connectsTo ?segment 2
3 ?switch a base:Switch 3
4 ?segment a base:Segment 4
5 } 5
6 6
7 data change: 7
8 8
9 — 7?segment x 9
10 - % % 7segment . 10
11 11
2 complete star: 12
13 query: 13
14 14
o SELECT ?switch ?sensor ?region ?position ?trackElementBefore ?trackElementAfter ?SwitchP
16 ?7switch a base:Switch 16
v ?switch base:monitoredBy ?sensor v
18 ?7region base:elements ?switch 18
Lo ?switch base:currentPosition ?position v
0 7trackElementBefore base:connectsTo ?switch 20
. ?switch base:connectsTo ?trackElementAfter 2t
ii ?switchPosition base:target ?switch Z
24 } 24
jz data change: 22
27 27
28 — ?switch a base:Switch . -
2o + ?switch base:monitoredBy ?sensor 2o
0 + ?switch a base:TrackElement 30
- + ?region base:elements ?switch 5
3 + ?switch base:currentPosition ?position 3
33 + ?trackElementBefore base:connectsTo ?switch 33
” + ?switch base:connectsTo ?trackElementAfter 34
35 + ?switchPosition base:target ?switch 35
36 36
39 pos length: 19
38 query: 38
39 39
40 SELECT ?segment ?length WHERE 40
41 { 41
42 ?7segment rdf:type base:Segment . 42
43 ?7segment base:length ?length . 43
44 44
45 FILTER (?length <= 0) 45
46 } 46
47 47
48 data change: a8
49 49
50 — 7segment base:length = 50

51 + ?7segment base:length (?length+1) . 51
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note: Remove the old length and add a new length with the value incremented.

route sensor:
query:

SELECT ?route ?sensor ?swP ?sw WHERE
{

?route base:follows ?swP
?route rdf:type base:Route
?swP rdf:type base:SwitchPosition

7swP base:target 7sw
?7sw rdf:type base:Switch

?7sw base:monitoredBy ?sensor
?sensor rdf:type base:Sensor

FILTER NOT EXISTS {
?route base:requires ?sensor

data change:
+ ?route base:requires ?sensor

star:
query:

SELECT ?switch ?sensor WHERE ({
?switch a base:Switch
?switch base:monitoredBy ?sensor
data change:

— ?switch base:monitoredBy ?sensor

switch monitored:

query:
SELECT ?sw WHERE
{
?7sw rdf:type base:Switch
FILTER NOT EXISTS ({
?7sw base:monitoredBy ?sensor
?sensor rdf:type base:Sensor
}
}

data change:
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+ ?sw base:monitoredBy base:<new_id>
+ base:<new_id> a base:Sensor

switch set:
query:

SELECT ?semaphore ?route ?swP ?sw ?currentPosition

{
?route base:entry ?semaphore
?route rdf:type base:Route
?7route base:active true
?semaphore rdf:type base:Semaphore

?7route base:follows ?swP
?7swP rdf:type base:SwitchPosition

7swP base:target 7sw
?7sw rdf:type base:Switch

?semaphore base:signal base:SIGNAL_GO
?7sw base:currentPosition ?currentPosition

?7swP base:position ?position

FILTER (?currentPosition != ?position)

data change:

— 7?sw base:currentPosition ?currentPosition
+ 7?sw base:currentPosition ?position

B. Train Benchmark Extended Results

?position WHERE
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addition deletion
os[ps]| DQ CB MB NL DH MH FH [ # DQ CB MB NL DH MH FH | #

5[ [ 2051 2052 [ 2112 131.2 1483 8034 [ 7986 [, [ 438 55.18 3884 [ 5442 [ 3773 [ 27.32% | 2835 [
[202.9-206.9] | [199.3-211.2] | [209.1-213.3] [ [130.1-133.1] | [145.2-151.6] | [77.05-82.88] | [78.46-82.2] [43.07-44.95] | [53.86-56.15] | [38.19-40.18] | [53.84-55.28] | [36.88-38.62] | [26.94-28.29] | [27.96-29.12]

5o | 5189 | 5145 [ 5344 | 4392 [ 6364 | 19L7F | 1987 | [ 1354 155.2 112.1 1552 1212 | 8745 [ 8834 |
[514.7-531.2] | [507.9-532.4] | [531.5-540.3] | [429.5-448.6] | [622.5-646] |[190.3-194.6] |[191.9-203.3] [133.2-137.3]| [153.8-158] | [111-114] |[150.8-160.7]|[119.2-124.1]| [85.33-90.2] | [86.06-90.43]

5 4| 1332 1478 1519 2090 3683 | 5229% | 5324 [, fl 5569 [ 5909 | 4986 [ 6158 | 6283 433 334 | o,
[1339-1377] | [1462-1514] | [1507-1543] | [2039-2162] | [3663-3716] |[513.2-534.2] | [526.4-544.5] [555.1-565.2] | [586.6-596.8] | [494.3-504.4] | [609.4-636.1] | [619.4-637.3] | [428.7—445.6] | [428.6-438.1]

5 g || 2443 2796 2894 6639 . 1013# 1039 [ 55| 2146 2048 1940 2360 2588 1826 1813 [ oo
[2390-2468] | [2759-2846] | [2863-2919] | [6495-6764] [1010-1035] | [1024-1056] [2124-2168] | [2034-2067] | [1917-1953] | [2340-2382] | [2577-2602] | [1813-1849] | [1802-1853]

4l . 7358 | 7608 | 2053 3385 [ 8958 [ 9042 [, ] 198 782 86 9413 | 3243* | 3346 | .
[731-742.2] |[751.2-768.3]|[200.4-207.8] | [328-353.6] |[87.94-92.29] | [88.82-94.83] [194.7-202.2] | [76.94-81.59] | [85.06-87.63] | [93.05-95.1] |[31.54-33.32] | [32.63-34.37]

4l . 1660 1736 1033 1993 | 217.0% [ 2236 | coo ] 550.3 222 275.7 272 %81 [ 96.04% |
[1639-1674] | [1722-1754] | [1011-1067] | [1943-2159] |[212.7-222.3] | [220.1-225.8] [543-554.6] |[219.3-225.4]|[270.2-281.9] | [265.5-280.9] | [95.84-98.18] | [95.2-97.14]

4l . 4740 4975 6542 . 5992% [ 0277 | oo ] 1686 769.5 1204 900.1 449 4487 |
[4612-4800] | [4884-5033] | [6478-6690] [591.5-618.8] | [610.9-638.7] [1672-1696] | [762.8-783.5]| [1179-1241] |[885.8-905.1]| [444.2-460.2] | [443.8-470]

4l . ] ] ] . ] ] ] ] 3937 2494 5023 ] 1818 1825 [ | os
[3921-3990] | [2461-2562] | [4991-5094] [1805-1866] | [1805-1865]

6 |1 . 1252 1275 2928 | 5783 [ 119.2% 125 T, ] 473.6 1177 1152 1246 [ 4417 [ 4261% [
[1236-1260] | [1267-1303] | [290.6-298] |[570.1-625.6] | [114.3-121.6] | [121.3-128] [471.8-477.6] | [115.9-120.4] | [112.5-116.2] | [122.6-125.8] | [42.92-46.23] | [41.76-43.39]

6l . 3014 2979 1568 4320 | 2729% [ 2921 [, ] 1148 3238 | 7046 | 8911 126 .6 |
[2976-3058] | [2932-3074] | [1533-1631] | [4070-4529] |[266.3-278.2] | [278.3-301.9] [1137-1172] | [321.3-327] |[686.2-728.5] | [874.3-922.3] | [124.8-130.4] | [117.7-122.4]

6|4 . 8717 ] ] i 76L1F [ 8543 | ] 3811 1067 5847 6382 5074 [ 5136 | o,
[8607-8909] [752.6-769.4] | [824.9-910.9] [3687-3907] | [1045-1126] | [5709-5950] | [6239-6700] | [502.6-519.6]| [506.4-540]

6 | g . ] ] ] . ] ] ] ] 7425 2952 ] ] 1938* 1960 [ | eq
[7372-7563] | [2910-3031] [1929-1969] | [1953-2004]

e |1 . 1726 1759 3752 | 7842 | 136.4% [ ] 850 1704 121.1 127.1 ] 40.93% [ 4347 [
[1705-1760] | [1727-1806] |[367.4-385.8] | [759.6-818.2] | [134.5-140.3] | [150-160.8] [844.8-858.7] | [168.2—-172.6] | [118.9-123.2] | [124.2-130.1] | [40.09-42.4] | [41.5-45.52]

s | o | 4530 4511 2055 6258 [ 3241% | 3543 [ ] 1982 444.6 346 4347 107.2 1085 | o
[4449-4604] | [4440-4587] | [2041-2145] | [6139-6515] |[316.4-331.5] | [346.4-359.3] [1968-2007] | [435.6-453] | [339-350.9] |[428.2-444.2]| [106-109.7] |[107.4-112.4]

s |4 . ] ] ] . 888.2% 94 |53 ] 6475 1381 1250 1862 4633 [ 4643 |
[875.8-907.5] | [944.3-978.7] [6432-6589] | [1344—1411] | [1228-1270] | [1777-1993] | [458.6-472.7]| [461.3-486]

s | g . ] ] ] . ] ] ] ] ] 3554 ] ] 1872 1875 [ | 1eq
[3478-3664] [1864—1886] | [1843-1914]

Table 10: Execution time (ms) of the evaluated join algorithms (single-order delta query (DQ), computational bind (CB), memory bind (MB), nested loop
(NL), delete hash (DH), match hash (MH), and full hash (FH)) for star-shaped queries where the all triple pattern in the join tree receives updates. The
operation size (OS) represents the query degree, and the data size (DS) represents the dataset scale. Results are reported for both additions and deletions.
The reported values are the medians of the execution times, with the values shown below each median representing the interquartile range [Q1, Q3].
The symbol "-" indicates that execution either exceeded the time limit (10s) or resulted in a heap out-of-memory error. Bold values indicate the fastest
algorithm in each row, and an asterisk (*) indicates a statistically significant result (Mann-Whitney U test, p<0.05).
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o — N [s0] Al wn e} -~ [ee] (o)) o — N (82} Al ['9] O -~ [ee) o o — N ™ < ['9] O o~ [ee] (o)} o — N ™ < [f9] o o~ fee) o o —
— N o < wn O -~ [ee] (&) — — — — — — — — — — N ~N o~ N o~ o~ ~N o~ N o~ o ™ [s2] (32} [s2] [sa] ™ [s2] (32} o™ < < < = = = < < < = [Te] [Te]
addition deletion
os[ps|| DQ CB MB NL DH [ MH [ FH # DQ CB MB NL | DH | MH FH #
5| 86.15 121.3 130.8 32.06 32.67 31.78 30.07 240 31.66 63.24 21.19 12.69 11.88* 12.52 12.25 100
[82.91-87.99] | [118.2-122.9] | [128.4-132.8] | [29.43-32.62] | [29.89-32.96] | [28.97-32.31] | [29.46-33.07] [31.08-31.93]| [62.2-64.36] |[20.95-21.44]| [12.63-12.81]| [11.8-11.97] |[12.41-12.72] | [12.18-12.36]
5 o] 2721 337.7 414.5 99.51 100.6 97.49% 103.9 2450 96.66 170.7 70.69 46.51 40.59* 45.27 413 .
[270-274.8] |[336.5-342.7] | [411.8-418.9] | [98.5-101] |[99.18-102.2]][96.31-98.77] | [101.5-105.3] [93.53-101.5] | [168.2-173.2] | [69.94-71.16] | [45.92-46.76] | [40.24-41.24] | [44.73—45.86] | [40.81-42.03]
5 4] 7163 1023 1331 283.6 282.7 285.5 2866 [ 51,04l 2837 517.1 233.6 164.4 142.1 159.9 141.4 2920
[704.7-728] | [1007-1035] | [1317-1338] | [277.2-288] |[277.4-286.8]|[278.7-292.8] | [281.3-294.5] - [277.3-288.4] | [512.8-520.6] | [230.1-237.9] | [162.7-166.2] | [140.1-146] |[157.6-163.1]|[139.4-144.3]
31 . 4359 4925 90.12 89.59 86.41% 93.81 2200 . 184.3 60.35 53.57 34.43 53.05 34.54 500
[431.3-439.3] | [487.8-500.1] | [89.24-92.21] | [88.54-91.76] | [85.57-88.8] | [93.2-95.96] [183-187.5] | [59.4-61.44] | [52.83-54.33] | [33.71-35.35] | [52.31-53.74] | [34.21-35.49]
3] i 1732 2448 454.5% 471.1 467.5 4964 [, 1ser0a i 742.2 319.7 367.9 201.9 369.8 201.4 5500
[1724-1746] | [2440-2512] [[450.1-483.5] [ [464.7-511.6] | [458.9-487.5] | [479.8-520.1] : [734.1-770.6] | [316.6-325.4] | [361.5-372.3] | [198.9-205.7] | [367-377.2] |[197.8-207.6]
314 . ] ] 4495 4637 4444 613 |, 05 i 4528 2390 6147 1463 6021 71| S chevon
[4412-4575) | [4529-4711] | [4329-4530] | [4499-4711] [4474-4753] | [2359-2530] | [5862-6465] | [1424-1513] | [5819-6225] | [1432-1509]
4l 1423 1864 266.3*% 297.9 276.3 312 [ ios 634.2 206.2 258.1 122.5% 260.4 127.6 2500
B [1411-1432] | [1851-1879] |[262.2-271.1] | [293.1-301.5] | [271.7-279.1] | [301.4-319.1]| B [626.2-645.5] | [200.8-209.5] | [253.8-268] |[120.7-125.4] | [256.7-263.5] | [126.9-130.8]|
%
45 . ] ] 4540 4879 4618 4812 [, 4sei0s i 6074 3422 . 1569 ] 1596 | <ooion
[4463-4666] | [4763-4953] | [4537-4697] | [4756-4887] [5901-6248] | [3316-3536] [1556-1594] [1573-1642]
414 - - - - - - - - - - - - - - - -

Table 12: Execution time (ms) of the evaluated join algorithms (single-order delta query (DQ), computational bind (CB), memory bind (MB), nested
loop (NL), delete hash (DH), match hash (MH), and full hash (FH)) for a cartesian joins query pattern. The operation size (OS) represents the query
degree, and the data size (DS) represents the dataset scale. Results are reported for both additions and deletions. The reported values are the medians of
the execution times, with the values shown below each median representing the interquartile range [Q1, Q3]. The symbol "-" indicates that execution
either exceeded the time limit (10s) or resulted in a heap out-of-memory error. Bold values indicate the fastest algorithm in each row, and an asterisk (*)
indicates a statistically significant result (Mann-Whitney U test, p<0.05).
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