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Abstract. While syntactic regularities or syntactic patterns, which are
sets of axioms in an OWL ontology with a repeating structure, can help
to understand the authoring style of an ontology and identify regular
design, they can lack uniformity as they are sensitive to syntactic vari-
ations in asserted axioms. Cluster analysis of the implicit information
provided by an OWL DL reasoner can contribute to the detection of
semantic patterns in an ontology. This provides additional benefits with
respect to syntactic patterns. Using SNOMED-CT, we demonstrate how
the detection of semantic regularities and irregularities in patterns of
entailments can be used in ontology quality assurance. We evaluate and
discuss the results of semantic patterns inspection and we compare them
against existing work on the detection of syntactic regularities. We use
a systematic extraction of lexical and entailment patterns and present
a quality assurance workflow that combines lexical patterns and seman-
tic patterns, discussing the potential advantages of incorporating it into
future authoring tools.

1 Introduction

In ontology engineering (in this paper, Web Ontology Language, OWL, encoded
ontologies), the use and recognition of patterns is important during authoring
as it allows understanding and assurance of guidelines conformance, adherence
to best practices and expected patterns [1]. A regular ontology shows organisa-
tion of the knowledge and thus simplifies coherence verification. For example,
biomedical ontologies like SNOMED-CT3 or FMA4 adopt regular design for sim-
ilar concepts such as symmetrical parts of the body, description of diseases etc.
A regular design can ease the maintenance and extension of the ontology.

We call a syntactic regularity or syntactic pattern a set of axioms with re-
occurring (regular) syntactic structure [9]. A regularity can be expressed with
a generalisation. A generalised axiom (or generalisation) is an axiom in which
some of the entities are replaced with variables. An example syntactic regularity
is shown in Figure 1 taken from SNOMED-CT.

3 http://goo.gl/aOSJm
4 http://goo.gl/mbvama
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Regularity:

?Chronic disease v ?Disorder u ∃RoleGroup.(∃’Clinical course (attribute)’.’Chronic (qualifier value)’)

Example Instantiation:

‘Chronic kidney disease stage 3 (disorder)’ v ‘Chronic renal impairment (disorder)’

u (RoleGroup∃(‘Clinical course (attribute)’.∃‘Chronic (qualifier value)’))

Fig. 1: Example regularity and axiom instantiation.

Methods for detecting syntactic regularities and using them for quality as-
surance have been previously reported in [9,10]. In particular, the Regularity In-
spector for Ontologies (RIO) framework [9] detects syntactic regularities through
clustering.

SNOMED-CT is an official clinical terminology in many countries and is
internationally considered to be fundamental for the achievement of semantic
interoperability in healthcare [4,18]. Previous work on its quality assurance with
respect to its patterns has been done with manual inspection of its asserted
axioms and the formulation of queries to detect irregularities such as missing
restrictions [14,13]. Such quality assurance is usually guided through lexical pat-
terns. We call lexical pattern a set of classes whose labels share a common group
of consecutive words [11]. For example, the documentation for SNOMED-CT5

states that terms having the keyword “Chronic” in their label should instantiate
the following documented pattern:

?Chronic term v ?Findings u ∃RoleGroup.Chronic (qualifier value)

In the documented pattern, the variable ?Chronic term holds all terms from the
ontology that have the keyword “chronic” in their name and the variable ?Finding

holds entities which are usually defined as findings in the ontology, related with
the chronic term. The syntactic regularity of Figure 1 detected by RIO conforms
to this pattern.

However, it has been observed in [10] that intended design pattern like
“Chronic” are not fully revealed by syntactic analysis, as they can be partially
instantiated in the asserted axioms and partially in the entailments of the on-
tology [10]. The inclusion of entailments is required to gain a better overview of
the ontology construction. In addition, syntactic variations in axioms can lead
to variations in detected syntactic regularities, where the entailments of the on-
tology do not change. Thus, an ontology engineer has to put more effort into
understanding the underlying pattern.

The contribution of this paper is as follows: (1) We present an extension to
RIO for dealing with entailments and detect semantic regularitites. We present
the Knowledge Explorer Graph which is a convenient graph for extracting more
complex entailments. Similar to a syntactic regularity, a semantic regularity can
abstract over a set of entailments with the same repetitive structure. (2) We

5 http://goo.gl/r8CCA
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describe a new Ontology Quality Assurance Workflow (QAW) by combining
the existing approach for the detection of syntactic regularities with the new
approach that detects semantic regularities guided by lexical pattern analysis.
(3) We extend the analysis of [10] to other parts of SNOMED-CT and highlight
benefits in terms of isolating irregularities by using semantic patterns. We show
that the analysis of the semantic patterns can give a better overview of the
construction of an ontology than the syntactic patterns alone, and we pinpoint
differences by presenting cases in which terms share semantic patterns but not
syntactic ones.

1.1 Related Work

Related work on the detection of patterns in ontologies has mainly focused on
the supervised detection of regularities. The method for matching axioms with
ontology design patterns described in [8] cannot detect patterns with the mean-
ing of knowledge patterns [2] and only detects patterns included in the Ontology
Design Pattern catalogue. TEIRESIAS [3] supports the detection of structural,
but the process is guided by the user. In the same context, supervised methods
for mining indefine methods for mining patterns from ontologies with DL-safe
rules [7] and through SPARQL queries [15] have been proposed. The methods
presented in this paper are unsupervised and are not limited to identifying the
patterns existing in a catalogue.

2 Pattern-based Ontology Quality Assurance Workflow

Figure 2 shows our Quality Assurance Workflow (QAW), which couples a lexical
pattern detection approach with the semantic and syntactic pattern detection
approach.

Firstly, we use the OntoEnrich tool [11] for detecting terms with a particular
lexical pattern. The workflow of quality assurance we apply to the ontology
(Figure 2) is based on the notion of ’lexically suggest and logically define’ [13].
This means that terms that appear to have regularities in their names should
instantiate a corresponding pattern in their axioms.

Secondly in the workflow, we extract asserted axioms (for detecting syntactic
regularities) and entailments (for detecting semantic regularities) referencing
these terms. The entailments are extracted from the Knowledge Explorer (KE);
an API for providing a graph for the entailments of the TBox of an ontology,
based on the completion graph generated by the FaCT++ tableaux reasoner [17].
For the entailment generation we use KE with the whole ontology and then we
extract the referencing entailments of terms with a lexical pattern.

Thirdly, we apply RIO methods on the extracted axioms or entailments for
the computation of syntactic and semantic regularities respectively. The proce-
dure for computing syntactic regularities is explained in [9]. Similarly, for the
computation of semantic regularities, we perform clustering on the signature
of the extracted entailments to find groups of similar entities with respect to



Fig. 2: The pattern-based Quality Assurance Workflow (QAW) of an ontology.

their usage in the entailments. After that, we form the semantic regularities as
generalisations.

Lastly, we evaluate the obtained patterns inspecting and comparing the syn-
tactic and semantic regularities, as well as evaluating these regularities with
respect to an expected group of patterns, which are documented or suggested by
the developers. This can help the isolation of irregularities; for example spotting
terms that have a common lexical pattern but they are missing a corresponding
axiomatic pattern.

3 Detection of Lexical Patterns in an Ontology

The details on the automatic process for extracting lexical patterns is fully de-
scribed in [11]. In brief, our method initially processes the ontology O and ex-
tracts the labels, which are split into tokens using any white space character as
delimiter. Then, we create a graph using the tokens of the labels. Each token
is represented as a node of a graph, and two tokens that appear consecutively
and in that order in a label are linked through an edge in such graph. Finding
a lexical pattern of length N tokens requires navigation through N edges starting
from an initial node. We can obtain the whole set of lexical patterns within an
ontology by repeating the process in all the nodes of the graph.

A coverage threshold is used by our method to guide the detection of the
lexical patterns, permitting to filter out the less frequent ones. For example,
lexical patterns that appear in two labels might be considered insignificant. In
SNOMED-CT, the most frequent lexical patterns are disorder (22.3%) and pro-
cedure (17.09%), but they are also very general. In this work, an initial analysis
of SNOMED-CT will be performed at different coverage thresholds to select the
lexical patterns that will feed the next steps of the workflow.



4 Generation of Entailments with the Knowledge
Explorer

The Knowledge Explorer (KE) is an extension of the OWLAPI OWLReasoner: it is
a Java interface that allows client code to explore the completion tree built by
a tableaux reasoner. The interface and documentation of KE are available on
the OWLAPI web site6. The KE provides convenient methods for the computa-
tion of entailments occurring between complex classes. The entailments obtained
through KE have the same characteristics of soundness and completeness of the
implementing reasoner.

Conceptually, KE represents a graph based on the exploration of a single
model that a reasoner builds while it checks the TBox consistency. More formally,

Definition 1 (Completion graph). The completion graph is a directed graph
G = 〈V,E,L〉, where V is a nonempty set of nodes, E ⊆ V ×V is a set of edges,
and L maps every v ∈ V to a set of classes, and every e ∈ E to a set of properties.

Such a completion graph is produced by a tableaux-based reasoner during a
satisfiability check. A completion graph corresponding to a satisfiability check
for a class A w.r.t. ontology O (whether or not O |= A v ⊥) has the features [6]:

1. There is a root node r ∈ V such that A ∈ L(r)
2. For every class B ∈ L(r), O |= A v B, where A and B are classes.
3. Every edge in the graph corresponds to a ∃R.C or ≥ nR.C class in a label

of its starting nodes.
4. For every node x and class C, the reasons for C ∈ L(x) include:

– There is a class B: B ∈ L(x) and O |= B v C;
– There is a node y: (y, x) ∈ E and R ∈ L(y, x) and either ∃R.C ∈ L(y)

or ∀R.C ∈ L(y)

Definition 2 (Knowledge Explorer Graph (KEG)). The knowledge ex-
plorer graph is a completion graph whose labelling function L maps every node
to a set of named classes from Sig(O).

In essence, KE is a completion graph based on a possible model for a class
A and an ontology O, with class expressions, i.e., non-named classes, removed
from the labels of the completion tree nodes. In the future whenever we refer to
KE we refer to the exploration of the graph (the letter ‘G’ is dropped).

Entailments considered: The entailments that are extracted from KE are
of the form A v B and A ≡ B, where A is always an atomic class and B can be
an atomic or complex class, where the grammar for B can be:

B → >|A|B uB|∃R.B
6 https://github.com/owlcs/owlapi/blob/version4/api/src/main/

java/org/semanticweb/owlapi/reasoner/knowledgeexploration/

OWLKnowledgeExplorerReasoner.java

https://github.com/owlcs/owlapi/blob/version4/api/src/main/java/org/semanticweb/owlapi/reasoner/knowledgeexploration/OWLKnowledgeExplorerReasoner.java
https://github.com/owlcs/owlapi/blob/version4/api/src/main/java/org/semanticweb/owlapi/reasoner/knowledgeexploration/OWLKnowledgeExplorerReasoner.java
https://github.com/owlcs/owlapi/blob/version4/api/src/main/java/org/semanticweb/owlapi/reasoner/knowledgeexploration/OWLKnowledgeExplorerReasoner.java


This grammar leads to infinite instantiations, which is reasonable, due to an
infinite number of non-trivial entailments in general. For example, we can have
entailments of the form A v ∃R.A, A v ∃R.R.A and so on. In order to extract a
finite set of entailments and to ensure the termination of exploration in KE, we
have the following restriction. The models of a concept expression are tree-like.
They might have infinite branches which can be unrolled cycles or infinitely long
branches. For such cases, the reasoner stops exploring the branch because of a
blocking condition [5]. Thus, the KE provides only the part of a branch up to its
first repetition. This will cover both infinitely long branches and unrolled cycles.
There are also some additional restrictions on the implementation side of KE. At
the time of writing, the following information cannot be directly extracted from
the KE: (1) expressions containing non-simple properties, e.g. O |= A v ∃R.C,
where R is a non-simple property. At the current implementation of KE they are
not explored further and they are skipped. (2) in Definition 1 when ∃R.C ∈ L(y)
or ∀R.C ∈ L(y), at the current implementation R is always an object property.
These limitations are dependent on the current FaCT++ implementation, not
on the KE interface itself. Both trivial7 and non-trivial entailments are included
in the set of extracted entailments.

Computation of entailments: Algorithm 1 computes a set of entailments
S from the KE. To achieve this, it uses the recursive Algorithm 2 (getFillers(R))
to explore all descendant nodes to the RootNode. Algorithm 1 in step 10 calls
the function checkEntailments (Algorithm 3) to check if the created axioms
α, β are entailed by the ontology O. With this method we verify that extracted
entailments from the KE are always valid. In addition, KE provides several meth-
ods to access the graph, namely: (1) getRootNode(A) returns the root node
of a graph for a class A; (2) getLabel(x) returns a set {B : B ∈ L(x)} (3)
getProperties(x) returns {R : ∃y, (x, y) ∈ E,R ∈ L(x, y)}; (4) getNeigh-
bours(x,R) returns {y : (x, y) ∈ E,R ∈ L(x, y)};

Algorithm 1 ComputeKnowledgeExplorationAxioms(O)

Input: O an ontology
Output: A set of entailments S, such that O |= S;
1: S ← ∅
2: for all A ∈ sig(O) that O 6|= A v⊥ do
3: R← getRootNode(A)
4: for all p ∈ getProperties(R) do
5: F ← ∅ . p-fillers
6: for all N ∈ getNeighbours(R, p) do
7: F ← F ∪ getFillers(N)
8: end for
9: end for
10: S ← S ∪ checkEntailments(A, p, F )
11: end for
12: return S

Algorithm 1 can be used with any consistent OWL-DL ontology as it does
not add any constraints on the reasoning process.

7 trivial are the entailments which are also found as asserted axioms in the ontology.



Algorithm 2 getFillers (R)

Input: A node R
Output: A set of complex classes Fillers;
1: Fillers← getLabel(R) ∪ {>}
2: for all p ∈ getProperties(R) do
3: for all N ∈ getNeighbours(R, p) do
4: for all C ∈ getFillers(N) do
5: Fillers ← Fillers ∪{∃p.C}
6: end for
7: end for
8: end for
9: return Fillers

Algorithm 3 checkEntailments (A, p, Fillers)

Input: a class A, objectProperty p, a set of classes Fillers;
Output: A set of entailments S, such that O |= S

1: S ← ∅
2: for all C ∈ Fillers do
3: Axiom α← A v ∃p.C ∪A ≡ ∃p.C
4: if O |= α then S ← S ∪ {α}
5: end if
6: Axiom β ← A v ∀p.C ∪A ≡ ∀p.C
7: if O |= β then S ← S ∪ {β}
8: end if
9: end for
10: return S

5 Semantic Pattern Detection

We use a process for the detection of patterns similar to the knowledge discovery
process [16].The main steps for the computation of semantic regularities are: (1)
extraction of a set of entailments n from the KE; (2) computation of pairwise
similarity distances for all the entities in the Sig(n); (3) computation of clusters
of similar entities in the Sig(n); (4) formulation of generalisations that describe
clusters of similar entities. Steps (2)-(4) are similar to the detection of syntactic
regularities described in [9], thus we do not show details on these steps but just
an outline in section 5.1. The main difference is that the detection of syntactic
regularities is done on the basis of asserted axioms while the detection of semantic
regularities is done on the basis of entailments.

5.1 Entity Pairwise Similarity Distance

The main challenge in detecting the semantic patterns is to decide which entities
to replace with variables (e.g. detect ?chronic term variable that holds all chronic
entities or entities with similar content). To achieve that, we perform clustering
in the signature of the entailments to find groups of similar entities that will be
represented with variables in the generalisations.

The similarity between two entities with respect to their usage in the entail-
ments has to be defined. For this, we need first to introduce the replacement
function.

Replacement function φ. Given an ontology O, and a set of entailments
S for O, we define Φ={ ?class, ?objectProperty, ?dataProperty, ?star } a set of four symbols



that do not appear in the Sig(O). A placeholder replacement is a function φ :
Sig(O)→ Sig(O)∪Φ which, when applied to an entity e ∈ Sig(S), returns: (1)
one of e, ?star or ?class if e is a class name; (2) one of e, ?star or ?objectProperty if e is
an object property name; (3) one of e, ?star or ?dataProperty if e is a data property
name; (4) one of e, ?star or ?individual if e is an individual name.

In a nutshell, a replacement function φ decides whether or not to replace an
entity e with a symbol. Since the set of entailments S we extract contains only
class names and object property names, only cases (1) and (2) are relevant in
this work.

Definition 3 (Distance). Let O be an ontology, S a set of entailments for O,
σi and σj two entities from Sig(S), Σ and φ a place-holder replacement function.
We denote Ai the set {φ(Ax(α)), α ∈ S, σi ∈ Sig(α)}, i.e: the set of place-holder
replacements for the entailments in S that reference σi.

We define the distance between the two entities, (σi,σj) ∈ ΣxΣ as:

d(σi, σj)←
|Ai ∪ Aj | − |Ai ∩ Aj |

|Ai ∪ Aj |

Thus, the distance between two entities e1, e2 is computed as an overlap
between their referencing entailments that have been transformed into more
abstract forms by the placeholder function φ. The defined distance is always in
the interval [0,1], where 0 means that the two entities are identical and 1 that
they have no similarity.

φ is used to enable comparison between the referencing entailments of e1 and
e2. Different decision criteria can be used for φ; Here we use a popularity based
replacement function, which has been used previously in [9] and determines our
distance as follows: When computing d(e1, e2), for each entailment a where either
occurs, the function replaces e1 or e2 with ?star and decides whether to replace
the other entities with a place-holder depending on their popularity across all
the entailments that have the same structure as a. A confidence interval [l, u] for
the mean value of popularity (95% confidence) is used with unknown variance.
Thus, for the computation of the area under the distribution function (z), we use
the values for the t distribution in the formulas l = M−z · sd√

N
, u = M+z · sd√

N
.

Clustering Given our distance measure, we use agglomerative hierarchical
clustering (AHC); it is a common solution to unsupervised detection of clusters,
and, since we do not have a predetermined number of clusters, algorithms like
k-means cannot be used.

An AHC algorithm takes as input a proximity matrix that holds all pairwise
distances for the entities in the Sig(S), where S is the set of entailments we are
interested in seeking patterns. AHC initialises every cluster with a single entity
and merges clusters as long as all pairwise distances between the two clusters are
less than 1. The algorithm stops when distances between the clusters are equal
to 1 (maximal distance). In every agglomeration step the proximity matrix is
updated according to the Lance-Williams formula [16].



5.2 Generalised Entailments

The last step is the formulation of generalisations with respect to the detected
clusters. The entailments that reference entities in a cluster are rewritten by
replacing such entities with its corresponding cluster variable. Thus, a variable
in a generalisation represents a cluster of similar entities.

Variable naming: Having an informative label for a variable should fa-
cilitate the inspection of generalisations by ontology engineers. The label of a
variable is selected to be the name of the least common subsumer of the entities
in the corresponding cluster. If the least common subsumer is the > (owl:Thing)
entity, then a generic name is selected as the label of the cluster variable (e.g.
cluster i, where i denotes the sequence of the cluster). With this approach we try,
when possible, to give variables a name that indicates the type of entities it
holds.

Measuring Regularity: For checking the impact of regularities we define
the following metric: Given a set of G generalisations (patterns), instantiated
by A entailments, then the mean instantiations per generalisations (MIPG) is

MIPG = |A|
|G| . Additional metrics for giving us an intuition of the regularities

is the combination of number of clusters with the number of generalisations
and mean instantiations per generalisation. For example, having many clusters,
shows that RIO detected more deviations of a regularity. This can be verified
by the number of generalisations which is high and the MIPG value which in that
case is low. That means, that the user has to inspect many more regularities in
order to get an intuition about the construction of the corresponding clustered
entities.

6 Results on the Quality Assurance Workflow

In our analysis we show how the detection of semantic patterns can help a more
systematic quality assurance of SNOMED-CT ontology, how it can be coupled
with the detection of syntactic regularities and the additional benefits it provides.

Our analysis is divided into two parts: (a) a qualitative analysis performed
with six sets of terms extracted from SNOMED-CT for which we can check
patterns with SNOMED-CT’s documentation and with prior work on quality
assurance for SNOMED-CT; and (b) a quantitative analysis performed with a
larger set of 308 lexical patterns and extracted terms for which we describe
syntactic and semantic regularities and show how the workflow we suggest for
quality assurance can be generalised for different sets of terms.

For the analysis we used the January 2013 release of SNOMED-CT. This ver-
sion consists of 296 529 axioms and is on the EL profile. The statistical analysis
along with the files containing the regularities can be found online8.

6.1 Qualitative analysis

An analysis similar to the one performed in [13,10] is done on six sets of terms
whose lexical description should comply with their axiomatic description. These

8 http://goo.gl/RvvNL
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six patterns refer to (1) classes whose name includes the word “chronic” in the
beginning or in the middle of their label and are expected to be subclasses of
∃RoleGroup.Chronic (qualifier value); (2) classes whose name includes the word “acute”
in the beginning or in the middle of their label and are expected to be sub-
classes of ∃RoleGroup. Sudden onset AND/OR short duration (qualifier value), (3) classes whose
name includes the word “present” and are expected to be subclasses of the
∃RoleGroup.Present (qualifier value), (4) classes whose name includes the word “absent”
and are expected to be subclasses of the ∃RoleGroup.Absent (qualifier value), (5) classes
that have the keywords “right” or (6) “left” in their names and are expected to be
subclasses of ∃Laterality (attribute).Right (qualifier value) and ∃Laterality (attribute).Left (qualifier value)

respectively. These sets of terms will be called as target entities. Such patterns
were manually inspected in the analysis presented in [13]. In [10] the inspection
of such patterns was done by analysing patterns detected in the asserted axioms
of the modules. Here we extend the analysis of [10] and highlight benefits in
terms of isolating irregularities by using semantic patterns.

The qualitative analysis consists of the following main steps: (1) Detection
of terms with a particular lexical pattern. (2) Extraction of referencing asserted
axioms (for detecting syntactic regularities) or entailments (for detecting seman-
tic regularities) of these terms. (3) Application of RIO on the extracted axioms
or entailments for the computation of syntactic and semantic regularities respec-
tively. (4) Comparison of the syntactic and semantic regularities. (5) Verification
of dominant regularities with expected patterns. (6) Isolation of irregularities.
The irregularities we are dealing with are (a) missing descriptions with respect
to a documented pattern, (b) lexical irregularities.

Table 1 shows the analysis of semantic patterns for the target entities. Fig-
ure 3, show the semantic regularities that were expected to be found for chronic
and acute terms along with one example instantiation. For the rest cases, the
results are similar.

Comparison of syntactic and semantic regularities: As it can be seen
in Table 1, there is a difference between the syntactic and semantic regularities.
The semantic regularities are more uniform; the entities with the lexical patterns
are distributed in fewer clusters and the expected patterns are more well formed
in most cases; we have fewer variations on the generalisations that refer to an
expected pattern. Also, because we consider the entailments we do not miss
any information on the instantiation of the expected pattern. In a nutshell, the
semantic regularities do not suffer from the syntactic variations that the syntactic
regularities have.

Semantic irregularities We compare the results with existing work on the
quality assurance of the “chronic”, “acute” in [13]. Although the analysis of [13]
is done on an older version of SNOMED-CT (May 2010), the discrepancies still
exist. Our analysis also highlighted additional discrepancies. In particular, a
14% of the chronic terms do not instantiate the documented pattern. In the
14% or irregular terms, the irregular terms that were also reported in [13] are
included. However, the analysis of [13] was manually done on a module of the
ontology by partially considering some entailments. Only 2% of the chronic terms
instantiate the pattern in the asserted axioms, while a remaining 84% of the



Table 1: Regularity analysis, for the six sets of terms.
Lexical pattern Chronic Acute Present Absent Left Right

Synt. Sem. Synt. Sem. Synt. Sem. Synt. Sem. Synt. Sem. Synt. Sem.
# entities with a lexical
regularity

1219 1611 747 443 2377 2105

# referencing ax-
ioms/entailments of
target entities

1593 25160 1774 31247 1956 12021 940 7844 2767 64251 2455 58848

# clusters 373 598 397 685 371 334 201 299 591 750 489 760
# of clusters that in-
clude the target entities

196 3 240 5 142 3 78 3 382 7 310 4

# of generalisations de-
scribing the target enti-
ties

1018 1844 1137 1880 914 1393 232 1050 1715 2112 1527 2032

# of instantiations refer-
ring to the target enti-
ties

1474 25160 1670 31247 1881 12021 891 7844 2580 64251 2244 58848

# of target entities that
were excluded from clus-
ters

573 0 723 0 143 0 83 0 941 0 889 0

# of generalisations
whose instantiations
refer to the documented
pattern

2 3 6 1 10 2 7 2 3 1 4 2

# of instantiations refer-
ring to the documented
pattern

26 1053 61 717 349 1041 108 330 52 589 51 586

terms instantiate the pattern in their entailments. Similarly for the other sets of
terms is 55% (61) of the “acute” terms, 75% of the “Left” terms and 72% of the
“right” terms do not instantiate the the documented pattern.

Lexical irregularities The analysis of semantic regularities revealed entities
whose referencing entailments were instantiating one of the expected patterns,
but this was not followed by the label of their name. Such discrepancies were
highlighted in the terms with the “present” lexical pattern. In particular, 294
of them were entailed to instantiate the documented pattern, without having
the word “present” in their label. An example is entity History of - diphtheria (situa-

tion); although it is missing in its name the keyword “Present”, it is inferred to
have a relationship with the Known present (qualifier value). This might be an intended
deviation from the developers or mistake in the labeling of these entities. Such
irregularities can be isolated and reported to domain experts. The detection of
such irregularities is not feasible with the analysis of syntactic patterns in the
asserted axioms, since such information is revealed only in the entailments of
the ontology. Also the reasoner cannot detect such discrepancies, as these terms
are not unsatifiable.

6.2 Quantitative analysis

The outline of this analysis is similar to the outline of the qualitative analysis
but we limit our comparison to syntactic and semantic regularities.

This analysis differs from the qualitative analysis described above because
of the lack of a gold standard to verify false positives and false negatives. The
qualitative analysis was done with respect to a gold standard built upon the



Generalisation:

?cluster 1 v ∃RoleGroup(∃Clinical course (attribute)(?cluster 1

u ?cluster 103 u ?cluster 143 u ?cluster 18))

Total Instantiations: 607

Example Instantiation:

’Chronic renal failure syndrome (disorder)’ v ∃RoleGroup.

(∃Clinical course (attribute).(SNOMED CT Concept (SNOMED RT+CTV3)

u Descriptor (qualifier value) u Time patterns (qualifier value)

u Special atomic mapping values (qualifier value) u Courses (qualifier value)

u Special disorder atoms (qualifier value) u Qualifier value (qualifier value)

u Chronic (qualifier value)))

where

?cluster 18:CLASS = [SNOMED CT Concept (SNOMED RT+CTV3)],

?cluster 143:CLASS = [Descriptor (qualifier value)],

?cluster 1:CLASS = [Chronic (qualifier value),Chronic renal failure syndrome (disorder)]

(a) Semantic regularity describing the chronic pattern
Generalisation:

?cluster 1 v ∃RoleGroup.(∃Clinical course (attribute).(?cluster 157 u ?cluster 3 u ?cluster 35))

Total Instantiations: 736

Example Instantiation:

Acute heart failure (disorder) v ∃RoleGroup.(∃Clinical course (attribute).

Sudden onset AND/OR short duration (qualifier value))

where,

?cluster 2:CLASS = [Sudden onset AND/OR short duration (qualifier value)],

?cluster 1:CLASS = [Acute heart failure (disorder)]

(b) Semantic regularity describing the acute pattern

Fig. 3: Semantic regularities in SNOMED-CT describing (a) the “chronic” pat-
tern and (b) the “acute” documented pattern respectively.

ontology documentation; we had knowledge about documented patterns in the
ontology and we demonstrated how the analysis of semantic regularities can have
additional benefits over the syntactic analysis. Based on the lexical pattern anal-
ysis we highlight 308 cases from SNOMED-CT and we show how the suggested
methodology can work for other sets of terms.

Detection of lexical patterns To narrow down the scope of our analysis
we pick lexical patterns that have the same coverage in the ontology as the ones
we picked for the qualitative analysis. The extraction of lexical patterns is based
on the methods presented in [12]. The six lexical patterns of the qualitative
analysis had a coverage between 0.1%–0.4% in the terms of the ontology. Thus
in the quantitative analysis we extract all terms that appear to have a lexical
pattern in 0.1%–0.4% of the entities of the ontology. We pick this interval to
show that other similar cases will behave in the same way. The intuition behind
this is that this interval has more chances to contain labels that are relatively
more meaningful with respect to the content of the ontology.



The computation of lexical patterns in the defined interval produced 464
lexical patterns. From these ones, we have processed 308 cases for both syntactic
and semantic regularities. In particular, for the 308 lexical patterns, we extract
the corresponding signature and referencing axioms and entailments to perform
a syntactic and semantic analysis of their regularities. Then we compare the
clusters we obtain from the syntactic and semantic analysis and we show how
the semantic analysis gives a better overview of the patterns.

Table 2 is similar to Table 1 and it shows the total mean values for the
syntactic and semantic regularities we generated for the 308 lexical patterns we
processed according to the workflow of Figure 2.

Table 2: Average values of syntactic and semantic regularities for the 308
cases(extracted based on lexical patterns).

Syntactic Semantic
# entities with a lexical regularity (target entities) 521.2
# referencing axioms/entailments of target entities 1086.57 10792.96
# clusters 218.79 203.82
# clusters that included the target entities 98.06 2.64
# generalisations describing the target entities 714.11 602.37
mean instantiations per generalisation 1.52 17.052
# of target entities that were excluded from clusters 291.42 0

The results of Table2 show that the semantic regularities for terms with a
lexical pattern are more uniform than syntactic regularities; the target terms9

are distributed in fewer clusters than in the syntactic regularities. Also although
for the computation of the semantic regularities, both trivial and non-trivial
entailments are considered, these are described with fewer generalisations. On
the contrary, on the computation of the syntactic regularities, RIO produces
more generalisations due to syntactic variations. The syntactic variations of the
asserted axioms, also explain the fact that in the syntactic regularities many of
the target entities are excluded from clusters and they do not have a detectable
regularity. These results are comparable to the findings we get for the known
cases presented in Table 1.

7 Conclusions

We have presented a novel approach to unsupervised detection of semantic pat-
terns in an ontology based on cluster analysis of entities with similar usage in
entailments. We introduced the Knowledge Explorer (KE) and presented the
methods for extracting a finite set of entailments with a specific grammar from
KE, that are used as an input to our algorithms for detecting semantic patterns.
Future work will involve the inclusion of other types of entailments, such as class
and property assertions and the comparison of alternative grammars.

We also presented a pattern based approach for quality assurance of large
and complex ontologies, like SNOMED-CT. The quality assurance methodology

9 terms with a lexical regularity



we demonstrate checks the conformance with the pattern based construction of
an ontology. In particular, the methods we suggest are based on the detection
of lexical patterns in the terms of an ontology and then the detection of cor-
responding semantic regularities to verify conformance to an expected pattern.
The workflow is based on the intuition that terms with similar lexical description
should also have a common logical description.

We tested and evaluated this hypothesis with six cases from SNOMED-CT.
The results show the ability to gain meaningful patterns from the inferences of
an ontology that can facilitate detection of quality assurance issues. The quan-
titative analysis performed with 308 similar cases in SNOMED-CT showed that
the combination of lexical patterns with the patterns that RIO can reveal can
be useful to inspect the construction of portions of the ontology, with strong
implications for quality assurance in ontologies. The qualitative analysis showed
that semantic patterns provide a improved picture of an intended pattern and
the deviations from that pattern.

Our algorithm highlighted entities that did not explicitly instantiate a pat-
tern in their asserted axioms, but were found to instantiate it in the entailments
of the ontology; lexical irregularities in the entities were also revealed – such
cases could not be discovered by syntactic tools and could be only discovered by
an ontology engineer after querying the ontology in question.
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M. Peleg, editors, Artificial Intelligence in Medicine, volume 7885 of Lecture Notes
in Computer Science, pages 206–215. Springer Berlin Heidelberg, 2013.

13. A. Rector and L. Iannone. Lexically suggest, logically define: Quality assurance of
the use of qualifiers and expected results of post-coordination in SNOMED CT.
Journal of Biomedical Informatics, 45(2):199 – 209, 2012.

14. A. L. Rector, S. Brandt, and T. Schneider. Getting the foot out of the pelvis:
modeling problems affecting use of SNOMED CT hierarchies in practical applica-
tions. Journal of the American Medical Informatics Association, 18(4):432–440,
July 2011.
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